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1] Instrumental Rationality: 

[In this post, I’ll try to tie together all my current thoughts on rationality into a 

coherent synthesis. This summarizes the ideas of debiasing, habits, akrasia, and 

ideas found in Realistic Expectations and Actually Practicing.] 

 

 I’m interested how rationality can help us make better decisions.    

 

 Many of these decisions seem to involve split-second choices where it’s hard 

to sit down and search a handbook for the relevant bits of information—you want 

to quickly react in the correct way, else the moment passes and you’ve lost. On a 

very general level, it seems to be about reacting in the right way once the situation 

provides a cue. 

 

 Consider these situation-reaction pairs: 

 

● You are having an argument with someone. As you begin to notice the signs 

of yourself getting heated, you remember to calm down and talk civilly. 

Maybe also some deep breaths. 

 

● You are giving yourself a deadline or making a schedule for a task, and you 

write down the time you expect to finish. Quickly, though, you remember to 

actually check if it took you that long last time, and you adjust accordingly. 

 

● You feel yourself slipping towards doing something some part of you doesn’t 

want to do. Say you are reneging on a previous commitment. As you give in 

to temptation, you remember to pause and really let the two sides of 

yourself communicate. 

 

● You think about doing something, but you feel aversive / flinch-y to it. As you 

shy away from the mental pain, rather than just quickly thinking about 

something else, you also feel curious as to why you feel that way. You query 

your brain and try to pick apart the “ugh” feeling,  

 

Two things seem key to the above scenarios:  



 

One, each situation above involves taking an action that is different from our 

keyed-in defaults.  

 

Two, the situation-reaction pair paradigm is pretty much CFAR’s Trigger 

Action Plan model, paired with a multi-step plan.  

 

Also, knowing about biases isn’t enough to make good decisions. Even 

memorizing a mantra like “Notice signs of aversion and query them!” probably isn’t 

going to be clear enough to be translated into something actionable. It sounds nice 

enough on the conceptual level, but when, in the moment, you remember such a 

mantra, you still need to figure out how to “notice signs of aversion and query 

them”. 

 

What we want is a series of explicit steps that turn the abstract mantra into 

small, actionable steps. Then, we want to quickly deploy the steps at the first sign of 

the situation we’re looking out for, like a new cached response.  

 

This looks like a problem that a combination of focused habit-building and a 

breakdown of the 5-second level can help solve. (I’ll be doing a write-up on habits 

soon, that examines this in more detail.) 

 

In short, though, the goal is to combine triggers with clear algorithms to 

quickly optimize in the moment. Reference class information from habit studies can 

also help give good estimates on how long the whole process will take. 

 

As a result of implementing rationality in this way, I’d plausibly expect to see 

improvements in (corresponding to the earlier examples): 

 

● Good Argument Norms: 

Cooperative attitude in arguments 

 

● Calibration: 

Improved time estimates for task completion. 



Incorporating base rates when making decisions. 

 

● Personal Efficacy: 

Ability to achieve goals (“doing what you want to do”) 

 

● Internal Stability: 

Debug internal conflicts / aversions 

 

 But these Trigger Action Plan-type plans don’t seem to directly cover the 

willpower related problems with akrasia. 

 

 Recall that akrasia is this weird thing that happens when you know you 

should be doing something, but you don’t really want to. Just forcing yourself to 

power through doesn’t solve the root problem. There’s an internal dialogue that 

needs to happen, teasing apart the aversions and “ugh” fields that you might be 

ignoring.  

 

Sure, TAP’s can help alert you to the presence of an internal problem, like in 

the above example where you notice aversion. And the actual internal conversation 

can probably be operationalized to some extent, like how CFAR has described the 

process of Double Crux. 

 

But most of the Overriding Default Habit actions seem to be ones I’d be 

happy to do anytime—I just need a reminder—whereas akrasia-related problems 

are centrally related to me trying to debug my motivational system. For that reason, 

I think it helps to separate the two. Also, it makes the outside-seeming TAP 

algorithms complementary, rather than at odds, with the inside-seeming internal 

debugging techniques. 

 

Loosely speaking, then, I think it still makes quite a bit of sense to divide the 

things rationality helps with into two categories: 

 

● Overriding Default Habits: 



These are the situation-reaction pairs I’ve covered above. Here, you’re 

substituting a modified action instead of your “default action”. But the cue 

serves as mainly a reminder/trigger. It’s less about diagnosing internal 

disagreement.  

 

● Akrasia / Willpower Problems: 

Here we’re talking about problems that might require you to precommit 

(although precommitment might not be all you need to do), perhaps because 

of decision instability. The “action-intention gap” caused by akrasia, where 

you (sort of) want to something but you don’t want to also goes in here. 

 

Still, it’s easy to point to lots of other things that fall in the bounds of 

rationality that my approach doesn’t cover: epistemology, meta-levels, VNM 

rationality, and many other concepts are conspicuously absent. Part of this is 

because I’ve been focusing on instrumental rationality, while a lot of those ideas are 

more in the epistemic camp. 

 

Ideas like meta-levels do seem to have some place in informing other ideas 

and 

skills. Even as declarative knowledge, they do chain together in a way that results in 

useful real world heuristics.  For example, meta-levels can help you ask what the 

ultimate direction of a conversation is. Then, you can table conversations that don’t 

seem immediately useful/relevant and not get sucked into the object-level 

discussion. 

 

 At some point, useful information about how the world works should actually 

help you make better decisions in the real world. For an especially pragmatic 

approach, it may be useful to ask yourself, each time you learn something new, 

“What do I see myself doing as a result of learning this information?” 

 

There’s definitely more to mine from the related fields of learning theory, 

habits, and debiasing, but I think I’ll have more than enough skills to practice if I just 

focus on the immediately practical ones. 

 



So this year I’ll be especially focusing on the behavior / habit side of 

rationality.  To that end, there a few fields that all seem related. I’ll be surveying 

literature across them this year, and I plan to write some primers throwing together 

these ideas, along with my own experiences. 

  



2] Human Incompleteness: 

[People don’t cache out all their thoughts.] 

 

I recently wrote an essay where I tried to explain how taking a reductionist 

approach allowed us to plausibly artificially create very “human” things like good 

literature in the future. I went on an extended argument involving supercomputers 

and some other sketchy things. 

 

“Hold on,” you might say, “why do all that? Wasn’t it obvious once you said 

you were taking a reductionist approach? If people can be broken down into small 

moving things, doesn’t it immediately follow that we can use little moving things to 

emulate human tasks?” 

 

 Erm, that’s actually a pretty good point. 

 

 I think the takeaway here is that I’m not a full-on automated theorem prover. 

 

I tend to have pretty good access to all our thoughts. I am not, however, 

automatically privy to all the logical implications of what I know.  

 

Kids, for example, don’t immediately deduce all of Peano Arithmetic after 

being taught the fundamentals. Math is an easy target because it runs on logical 

inferences, but this is true even for everyday life. Consider the thoughts you 

generate when you’re vacuuming or falling asleep. New ideas come to us all the 

time, even when we’re not gathering new information.  

 

In addition to learning about new things, it seems like another integral part 

of figuring stuff out is finding ways to link it all together. Even just the stuff we 

already know. 

 

This ends up being another reason that obvious advice is still very solid. 

Hindsight can make such advice look simple, but could we really have generated 

such a thing on our own? 

 

https://en.wikipedia.org/wiki/Automated_theorem_proving
https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/


I think this sort of “conclusion-blindness”, where we need external prompting 

/ additional time to really understand the implications of our knowledge also 

applies to motives: If you ask someone why they are doing something, you often 

get answers that are far more unclear compared to what they are doing. I think 

many people are like lazy evaluators, in the sense that they don’t answer such 

queries until explicitly faced with them.  

 

In the same vein, if you see that there is a simple fix or a quick way to 

optimize what someone is doing, I think that (in most cases) it is highly likely they 

have not actually considered how to do better. (EX: Not googling “how should I 

exercise?” before starting exercise, not asking “Do I know anyone who’s an expert in 

X?” before starting X, etc.) 

 

A really good example of this happened to me the other day: 

 

 “‘Reading’ is a very poor word,” I’d said to a friend. “We use it in lots of 

contexts, and it’s hard to really pin down what we mean when we say ‘read’. 

Consider that ‘reading’ can mean all these things:” 

 

● The physical process of scanning the words on the page. (You can do 

this and still not process what you read.) 

● The actual processing of the words on the page and understanding 

them as they pass through your head. 

● Remembering what just passed through your head after a few pages. 

Building a coherent continuation of the reading. 

● Short-term memory of what you read. (EX: Telling a friend about it a 

few days later.) 

● How the reading caused changes in you. (EX: How your viewpoints 

changed after reading it. The process by which reading alters you as a 

person.) 

 

  “These are all fairly distinct processes,” I’d said, “Lumping them all together 

doesn’t seem helpful at all!” 

 

https://en.wikipedia.org/wiki/Lazy_evaluation


 “Huh,” says my friend, “that’s neat. So what’s your plan for trying to figure out 

how to optimize your reading / language usage in light of this?” 

 

 I didn’t have an answer. 

  



3] On Minds: 

[I am going to try writing out my thoughts on brains and knowledge. I don’t have 

any data for this stuff , but most of the points below seem fairly intuitive, if that 

helps. Also, I think this falls into the category of “humans trying to understand stuff 

in human ontology”, which usually isn’t justified with data.  Still, though, if someone 

wants to debug these ideas, feel welcome to.] 

 

 First off, I take a fairly reductionist approach towards things in human 

ontology. Basically, I think it should be possible in theory to take all of our ill-

defined terms in the human-level view of the world, like “funniness”, 

“interestingness”, “cuteness”, “derpiness”, and all other *concepts*, and break them 

down into smaller bits. 

 

For example, when you ask someone *why* a book is *suspenseful*, you 

might get answers like, “You don’t see the twists coming! It just keeps stacking on 

more and more conflicts, and you think the main characters are going to get killed 

at any time, and…” 

 

The response isn’t doing the best job, but it’s definitely gesturing at a series 

of qualifications that might determine the “suspensefulness” of a literary work: the 

series of conflict, pacing, and so on. And each one of these terms like “pacing” might 

be able to be defined in similar ways, like how fast subjectively events are moving. 

 

And I believe that we can do this over and over until we end up with a very 

large, messy set of lots and lots of qualifications that, combined together, define 

“suspensefulness”. 

 

For literature in particular, I suspect this is what’s going, to a first 

approximation, in introductory classes, where, during literary analysis, students are 

asked to give “evidences from the text” that support how they feel about the text. 

 

It’s about isolating the feelings that you’re getting and trying to trace them to 

specific things about the text that make you feel a certain way. 

 



So in the end, we have some huge function that takes in K variables, where K 

is some very big number, that can tell us whether or not a story is “suspenseful”, for 

some definition of the word. 

 

I’m sure there are a lot of caveats here for such a function, like every person 

having a different set of variables, or certain variables like length and pacing 

relating to each other, but the complexity or uniqueness (not to mention the scope) 

of such a function isn’t too important. 

 

I’m just asserting that some procedure like this, that breaks hard-to-define 

human qualities down, is possible. So obviously such a function would be highly 

unwieldy. It’d probably be very long and hard to calculate for any one given thing. 

 

This is where our brains come in.  

 

I think of our brains as complex black boxes that recognize “interestingness” 

(or any other fuzzy human concept) at speeds far faster than it takes to 

painstakingly run the step-by-step calculation of the hypothetical function I outlined 

above. 

 

(After all, when a literature student tries to figure out *why* a certain 

passage makes them feel a certain way, they’re merely backtracking. They already 

have the answer provided by their brain. They just need to look at which things 

caused that specific response in their brain.) 

 

Similarly, I think this works for, not just concept recognition, but also content 

*generation*. This is why we let writers write books with their brain instead of 

giving anyone a slide rule or other step-by-step manual—such a manual would be 

ridiculously long. Or why we let chefs make food. Or just about anything else that 

involves human expertise. 

 

 The human brain is a ridiculously powerful organ that does a fantastic job of 

synthesizing information and giving us desirable outputs. (Although “desirable” is 

determined by our brains, so the last part is a tad circular.) But my general point 



here is that the heuristics our brains use for content generation are a fast way of 

creating things that fit concepts like “adorable” rather than handing it over to an 

algorithm.  

 

 In the future, though, I find it plausible that we might hand such processes 

over to machines entirely. Although, we also collectively seem to place value on 

things made specifically by people (think about the higher price that handmade 

crafts sell, compared to factory-produced ones), which we might, be definition, be 

impossible to be machine-made. 

 

 The is why I think we can expect to operationalize even very “human” things 

like writing literature…at some point.  

  



4] My Workflow: 

[I know I keep making references to in-progress articles on habits and planning that 

are supposedly in the works. They’re almost ready for release, I promise! In the 

meantime, here’s a practical productivity-oriented post to tide you over.] 

 

 I use a variety of different tools and several routines to keep track of all the 

things happening in my brain. My general philosophy is to “outsource” my thoughts 

as much as possible so that I remove things that eat away at my attention. This way, 

I’m focused mostly on the present. 

 

 For ease of organization, I’ve broken up the rituals/tools I use into five 

different categories: 

● Reminders (stuff I want Future Owen to remember) 

● Thoughts (musings on things that I want to record) 

● To Do List (TDL) (actual things I want to get done) 

● Productivity (auxiliary things that help me finish my TDL) 

● Reflection (high-level view of how I’m doing across all areas) 

 

 Each subsection will focus on my general thoughts on the specific section, 

followed by the tools/rituals.  

 

Reminders: 

 I’m quite distrustful of my brain. Whenever I stash a thought away, thinking, 

“I’ll remember it when the time comes,” I almost never actually remember it. As a 

result, I take a fairly OVERKILL approach to making sure that I remember things. My 

motto for reminders is to take note of something immediately after I think of it. 

 

 For short-term things that come up in just a few days, I’ll send an email to 

myself. Gmail has a nice unread-first feature that makes it easy to see what things I 

need to do at a glance. 

 

 If it’s even more immediate, I’ll resort to using index cards cut in half, which 

I’ll either slip under my watch or in my pocket. 

 

https://support.google.com/mail/answer/18522?co=GENIE.Platform%3DDesktop&hl=en


 For upcoming events, I use Google Calendar. It’s a good way to keep track of 

events happening that are a little later down the pipeline. Here’s my calendar for 

December 2016: 

 

 

 For very long-term things, I’ll use FutureMe, a service that allows me to send 

emails to myself in the future. (I’ve heard good things, too, about Boomerang, but 

I’ve yet to try it.) 

 

Musings: 

 Similar to reminders, I think it’s a good idea to write down your thoughts 

once they appear in your head. I have a physical repository of thoughts, which is in 

a notebook, and a digital repository, which is on Google Keep. 

 

 Throughout the day, I usually carry a pen in my pocket, and my notebook is 

close at hand. 

 

 Here is what notes in my notebook look like: 

https://www.futureme.org/
http://www.boomeranggmail.com/
https://keep.google.com/


 



 

 

 Here is what my Google Keep looks like: 



 

 

To-Do Lists (TDL): 

I use Workflowy for mapping out tasks and subtasks. I think that to-do lists 

are the cornerstone of any optimal Getting Things Done (GTD) system. The reason 

is pretty simple—it’s hard to achieve your goals unless you’ve figured out which 

actions advance your goal. 

 

For the nitty-gritty details, I use a paper schedule (in its own separate 

planning notebook). Actually, I merge a paper schedule with a to-do list, so I end up 

both scheduling and assigning action items at the same time. 

 

I started off loving schedules, but a period of not-scheduling left an aversion 

to planning in my head. A quick fix that works for me now is to just set a 5 minute 

timer and try to finish my schedule before then. It’s fast and it doesn’t feel like it 

slows me down. 

https://workflowy.com/


 

Here is what my Workflowy looks like for an old project: 

 

 

Here is what my paper schedule looks like: 



 

 

 

Productivity: 

 I don’t block any sites, but I do use Kill News Feed for Facebook on Chrome to 

avoid distracting wall posts.  

 

I should probably also mention that I don’t use pomodoros. I tried it for a 

while, but it didn’t feel right for me. Instead, I just work on a thing for as long as I 

can. If I feel restless, I’ll just listen to that part of me and wander around for a few 

minutes until I feel like I want to do work again.  

 

 My single favorite tool is probably Toggl. It’s a cloud-based online timer that 

syncs across all devices. I can start a task and track how long it takes me. 

https://chrome.google.com/webstore/detail/kill-news-feed/hjobfcedfgohjkaieocljfcppjbkglfd?hl=en
https://toggl.com/


 

 It might sound a little silly, but having the timer running in the corner of my 

browser is a really great mental reframe for entering “work mode”. It’s also just 

good for getting info on how many hours I spend on different things. 

 

 Here’s a picture of my recent Toggl activity: 

 

 

 

 Other than that, I’ve found the Android app White Noise Generator by 

Relaxio to be really awesome. There’s 10 noises, including railroads, coffeehouses, 

https://play.google.com/store/apps/details?id=net.relaxio.relaxio&hl=en
https://play.google.com/store/apps/details?id=net.relaxio.relaxio&hl=en


and the ocean, that you can mix and match to get something appealing in the 

background. 

 

 Also, I tend to drink quite a bit of water when working. I end up having to go 

quite often, but this seems to be good because it naturally breaks things up…(Your 

mileage on this one may vary.) 

 

Reflection: 

  I tend to talk to myself a lot. I think this ends up being reflected in the self-

reflection things I do. 

 

 First off, I’ve been journaling daily for about 2.5 years now. I’ve found this 

good for charting how my states of mind have changed over time. 

 

 In terms of “check-ups”, I make a monthly goals spreadsheet every month, 

and I review it every Wednesday with a status update. 

 

 Here’s August 2016’s goal sheet: 

 

 I also do the same thing for every year (with monthly check-ins). 

 



 Lastly, there’s blogging! I write every week here on mindlevelup, and I try to 

use it a focal point for distilling my thoughts that are more rationality-related. Time-

wise, most posts take me on average 1.5 hours, though it can get variable. 

 

Conclusion: 

 Those are all the things for now.  

 

Even though listing them all down like this looks like a lot, they’re all fairly 

ingrained in my schedule, so it doesn’t feel like a burden. I also don’t claim that the 

benefit of any of these tools is very large, or that they’ll work well for you. 

 

But if you had to just pick one item, I’d say the to-do list for efficiency and the 

journal for introspection boosts. I probably wouldn’t recommend trying all of them 

at the same time. But if any one of these seem interesting, do give it a try. 

  



5] Giving Advice: 

[When giving advice, try to give information such that they can generate the 

conclusion you’d like them to have, rather than just giving the conclusion.’ 

 

I've been thinking about what it means to "give advice" to someone. The context I'm 

thinking of is, say a person looking back at their life and thinking about what they 

would have liked to tell their past self. Or people who have been successful trying 

to distill their crystallized nuggets of wisdom to other people. The point is, you're 

trying to give information to someone about how they should be looking at the 

world, probably with respect to the decisions they're making. 

 

In my mind, the typical "giving advice" approach looks like this: You go through 

many experiences in your mind and you try to isolate common threads between 

things. You're trying to look for a general conceptual framework that runs through 

many of the good decisions you make, and the resulting generalization is your 

advice. 

 

I think that the typical approach towards giving advice really doesn't work. 

 

For one, when you do the thing I outlined above, what ends up happening is you 

often come up with a generalization like "starting tasks is half the battle", which 

sounds quite trite. So people often file it away under their "boring advice" mental 

drawer. You could obviously spend time trying to explain the idea of In Defense of 

the Obvious, but I think that if the person can follow the type of argumentation 

you're using to justify the meta-contrarian stance of still following Obvious Advice 

despite it being Obvious, then they're likely already in a good position. 

 

I think a slightly better reframe is to ask yourself "What sort of general decision-

making procedure would I have needed in order to make more good decisions of 

the kind that I am thinking of?" rather than "What is the common thread underlying 

all these good decisions?" 

 

Still, this doesn't really change the fact that giving people this type of advice seems 

suboptimal, even if the receiver is in the right frame of mind to actually update, 

https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/
https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/


because generalized principles will likely miss out on the nuances that were 

afforded to you by the very experiences that you used to generate the advice in the 

first place. 

 

In addition, both the “‘I already get it’ slide” and inferential distances will be working 

against you. So you really can’t even just give your conclusions, i.e. your generalized 

principles or decision procedure outright, because they’ll likely not value it as 

strongly. 

 

What’s left then? I think this leaves us back to the general domain of pedagogy. In 

general, I’m fairly pessimistic about radically changing people’s worldviews in short 

amounts of time, and it feels like that’s what advice is generally trying to do: 

 

You see a person who’s obviously got an incorrect way of looking at the world, and 

your goal is to rectify that, by changing their worldview, so they can make better 

decisions. 

 

Giving advice, then, is less about taking people straight to your end point, but more 

about giving them a whole bunch of intuitions about every step you took. If you 

have enough time, you can probably speed them through the inferential steps / 

motivations that led you to derive whatever advice you gave them, so you can boost 

the receivers intuitive feelings towards the advice. 

 

Otherwise, if you don’t have enough time to do an inferential distance speed-run, I 

think the best thing you can do is provide them with either an object-level skill or an 

intuition pump that allows them to iterate and self-improve. 

 

Your goal then, with advice, becomes less about telling them where to not screw up 

(because that’s pretty hopeless), but instead to give them the tools such that they 

become more able to go out into the world and improve.  

 

You want to be a catalyst for their further growth, rather than a dictator. 

  

http://lesswrong.com/lw/ok6/the_i_already_get_it_slide/
https://wiki.lesswrong.com/wiki/Inferential_distance


6] Decision Theories in Real Life: 

[This post goes over some basics in decision theory. Then it looks at how some 

alternative decision theories might play out in practice, like regret minimization and 

evidential decision theory. In each case, I’m more concerned with what it looks to 

implement an approximation of the procedure in real life, rather than the technical 

details] 

  

So there’s this field of study called decision theory that examines how people make 

decisions. 

  

Which, if you look at it naively, seems to be a fairly simple question. When I make a 

decision, I consider all the options in turn, and then I select the best one. It doesn’t 

seem too difficult. 

  

Actually specifying the process, though, turns out to be a little tricky. Two points of 

contention are what we really mean by “consider all the options” and “best”. 

  

One way we might be able to formalize a decision making process looks something 

like this: 

  

“First, look at all the options. One at a time, imagine that you took each option. 

Evaluate what you think the world looks like as a result of you taking that result. 

Choose the option that leads to the world you like best.” 

  

For example, if I have a choice between ice cream, waffles, and cotton candy as a 

dessert, I can imagine myself eating each one. Then, I see which item I anticipate I 

will enjoy eating the most. I may also consider other relevant factors like how each 

food item will affect my waistline. The point is that I’m evaluating each option by 

imagining what the effects of it are. 

 

After that, I simply choose the action which leads to the most effects that I care 

about. 

  

https://wiki.lesswrong.com/wiki/Decision_theory
https://wiki.lesswrong.com/wiki/Decision_theory


It turns out that this procedure is basically described by a decision theory called 

causal decision theory (CDT). I think that CDT actually does a fairly good job of 

describing how the majority of human decision making is done. As the name 

suggests, causal decision theory has us look at the things that are caused by each 

one of our choices and select the choice that leads to the result we like the most. 

  

Perhaps unsurprisingly, though, CDT isn’t the whole story. There’s a fairly expansive 

body of literature that explores how CDT may be to run suboptimal on certain 

decision theoretic problems.  

  

I’m not going to go into details of these theoretical problems, though. Partly 

because I’m trying to stay pragmatic, and partly because I don’t fully understand the 

problem myself. 

  

What I do think might be interesting is to explore some alternate decision theories 

that output different answers than CDT when run on real-world problems. 

  

Here are some alternative algorithms that might be worthy of consideration: 

  

(To be clear, I’m not looking at the theoretical advantages that each decision theory 

has over the other. I’m looking at the phenomenological differences that you’d 

experience if you were to actually use them to determine your life choices. That is, 

what it feels like if you were to try and intuitively run a different way of making 

decisions.) 

          

 

Regret Minimization: (There’s also a more technical algorithm of the same name, 

which is what the link goes to. I’m using it here to mean the intuitive meaning of 

minimizing regret.) 

  

Regret minimization, as the name suggests, tries to minimize regret you might feel. 

Explicitly, we might say that it tells us to take into account how much regret we’d 

feel upon not taking an action, and then choose the action whose anticipated regret 

is the greatest. 

https://en.wikipedia.org/wiki/Causal_decision_theory
https://en.wikipedia.org/wiki/Causal_decision_theory
https://en.wikipedia.org/wiki/Causal_decision_theory
http://mindingourway.com/causal-reasoning-is-unsatisfactory/
http://mindingourway.com/causal-reasoning-is-unsatisfactory/
http://mindingourway.com/causal-reasoning-is-unsatisfactory/
http://modelai.gettysburg.edu/2013/cfr/cfr.pdf
http://modelai.gettysburg.edu/2013/cfr/cfr.pdf


  

So instead of looking forward, we’re imagining ourselves looking back at the 

options. 

  

How does this differ from CDT in the real world? 

  

For an example, say you’re deciding whether to go on a trip with your parents or 

hang out with your friends. Using regret minimization, you might reason that you’ll 

regret not having spent more time with your parents when all’s said and done. 

Thus, even if it’s less “fun” than hanging out with friends, regret minimization would 

advise you to go with your parents. 

  

Or, say you’re wondering whether you should go to a special conference 

conference. It’s a costly conference, but there’s some very famous people going. 

Using regret minimization, you see that you’d likely regret it if you didn’t go. 

Perhaps something fantastic will happen, plus it’s a once-in-a-lifetime event. 

  

Plainly put, regret minimization slightly changes the naive valuation we have on 

events and actions. It places a higher value on unique events and higher variance 

situations, which seem to capture a big part of why we feel regret [citation needed]. 

  

In short, you might become less risk-averse and value unique situations more. 

  

 

Evidential Decision Theory (EDT): (I may be butchering the explanation of EDT here. 

Please read the actual source material!) 

  

Rather than looking at causal links, evidential decision theory asks that we choose 

the world that is best, conditioned on our choice. 

  

Put loosely, I think EDT roughly prescribes the procedure “Choose actions such that 

you become part of the group of people who experience the stuff you care about.” 

  

https://wiki.lesswrong.com/wiki/Evidential_Decision_Theory


You’re also sorta trying to enforce an association between yourself and different 

worlds. 

  

For example, say you are wondering whether or not you should ask your crush out.  

 

EDT might look at the probability that people who ask their crushes out actually get 

accepted. Let’s say that the probability is indeed quite high. 

  

Then, in such a case, EDT recommends that you ask your crush out. 

  

The reasoning behind this is something like if someone told you a story about 

someone who asked their crush out (with no other information), you’d likely assign 

high probability that they were accepted (based on past data). In the same way, 

then, EDT says you should ask your crush out because this makes you part of the 

same group of people for whom the probability of acceptance is high.  

 

The technical reason behind this something like the fact that your choice to ask 

your crush out is evidence (hence the name) that you’re the sort of person who gets 

accepted. (Because people who tend to ask they crushes out do indeed often get 

accepted.) 

  

How does this differ from CDT in the real world? 

  

(See the discussion on Newcomb’s Problem for a lengthy discussion on this.) 

  

For an example, say you’re trying to figure out whether or not your planned project 

will succeed.  

  

With a CDT-esque view, the question you ask yourself is “Which actions can I take 

now such that their effects move me closer to project completion?” If you focus on 

figuring out how to take actions that lead to your project being completed, that’s 

often in practice a framing that calls upon an inside view that can be susceptible to 

unforeseen circumstances. 

  

https://wiki.lesswrong.com/wiki/Newcomb's_problem
https://wiki.lesswrong.com/wiki/Newcomb's_problem


If instead you take a EDT-esque view, the question you ask yourself becomes, “How 

can I take actions such that I join the group of people whose projects don’t fail?” In 

which case, you end up re-deriving something akin to reference class forecasting, as 

you’re trying to do the things that successful projects do. 

  

EDT can be useful for priming an outside view mode of thinking, as you’d be on the 

lookout for ways to condition on states of the world. Compared to CDT, which tries 

to forward-chain, I’d expect an EDT-style of thinking to be better at planning. 

  

In short, you might become less overconfident. 

  

 

Functional Decision Theory (FDT): (I am really out of my depth here. So, um, yeah. 

Read the actual paper. Everything below is probably inaccurate to some extent.) 

  

FDT is a decision theory that is sort of like Kant’s categorical imperative, but not 

exactly. 

  

Best as I can tell, FDT prescribes that you follow the procedure of “Choose actions 

such that you are determining the output of your decision function for all potential 

instantiations of such a procedure”. 

  

This tends to work out well in theoretical situations like the Twin Prisoner’s 

Dilemma, where you face a version of the famous game against a copy of yourself. 

That’s obviously the most clear-cut example of two agents running the same 

decision algorithm, but you can also think about it in terms of your interactions with 

other people. 

  

How does this differ from CDT in the real world? 

  

(Erm. Most of the things I can think of are sorta convoluted, so I’m stretching the 

definition here, so the thing I propose isn’t exactly FDT. You’ve been warned.) 

 

https://mindlevelup.wordpress.com/planning-101/
https://intelligence.org/files/DeathInDamascus.pdf


But here’s an example anyway. Say you’re trying to convince your friend that the 

field of rationality is a great one that they should look into. A CDT-esque decision 

might output the suggestion to send them a lot of related materials and hoping 

they follow-up. 

 

If you’re running an FDT-esque procedure, though, you might decide that your 

friend’s brain is pretty similar to your own. Thus, instead of trying to rely on your 

naive knowledge of causal models of how propagating info works, you’ll try to send 

info in a way that would appeal to you. As a result, you might send info in a more 

periodic fashion rather than a massive dump. 

 

In short, I have no idea what I’m talking about and you should definitely read the 

FDT paper. 

 

 

Internal Advisor Theory / Coherent Extrapolated Volition (IAT / CEV):  

  

Internal Advisor Theory says that you should make choices depending on what an 

internally simulated “advisor” tells you to do. This is not a well-specified algorithm in 

the literature. However, I’ve found it useful as an alternative when it comes to 

generating ideas / paths forward. Somehow, such a reframe can prime things I 

would not have previously thought of. 

  

For example, if I ask myself “What would Nate Soares recommend that I do?” I’ll 

likely come up with interesting ideas that my naive self wouldn’t have thought of. 

(Probably stuff like being unable to take excuses, power on, and integrating Meta-

you with all the other parts of yourself.) 

  

A related idea is that of Coherent Extrapolated Volition (CEV), which is based off of 

the idea of what advice we’d give to ourselves, if smarter versions of ourselves gave 

us the advice. 

 

https://mindlevelup.wordpress.com/2016/10/21/iat-and-cev/
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I’ve found CEV to be a good way to generate self-compassion. A typical reframe asks 

myself the question “What would the best version of myself suggest, given my 

current situation (and biases)?” 

 

With this sort of algorithm, my thinking takes on a more “benevolently paternalistic” 

tone. I think about myself more gently, sympathizing with my problem constraints 

(EX: lack of energy, aversions), and my solution search changes. I end up explicitly 

looking for ways to work around these difficulties. 

 

How does this differ from CDT in the real world? 

 

For an example, say that I am trying to get myself to exercise. A CDT-esque 

approach would prescribe that I exercise, but mainly for the physical benefits. CEV 

would prescribe that I try slowly moving into it because it correctly anticipates that I 

have a resistance towards exercising. 

 

Perhaps CEV first tells me to slowly get up. I move around a little bit and warm up. I 

slowly ease into movement. Each step is low-friction and takes into account the 

bigger picture. Probably at the end, I start exercising, exactly what CDT prescribed. 

 

In short, the end result might be the same, but it feels like CEV helps me do it for 

the right reasons.  

  

 

Attractor Theory: The model of Attractor Theory is a little bit more than a decision 

theory, but it also provides a different way of considering decisions. Here, I’m 

referring specifically to the part about the mutability of local preferences. 

 

Loosely speaking, Attractor Theory prescribes that you “Choose actions as if your 

actions also determined your ability to take future actions”. 

 

While CDT looks at the first-order causal effects of your actions, Attractor Theory 

also looks at second-order effects— things like what sort of person you become, 

https://mindlevelup.wordpress.com/2017/03/18/attractor-theory/


upon taking an action. In that way, it feels a little like EDT, but it’s still grounded in 

causality and not associations. 

 

How does this differ from CDT in the real world? 

 

For an example, say you can choose between finishing a project and starting an 

exciting new one. A CDT-esque EV calculation shows that you predict the benefits 

from finishing the project to be low and starting the new one to be higher. Thus, 

you should start the new project. 

 

Attractor Theory might prescribe that you buckle down and finish the project 

anyway because it makes you more of the sort of person for whom finishing 

projects is a habit. (And let’s say you weigh the increased habituation as more than 

the new project). It correct infers that taking such an action changes you. 

 

In short, Attractor Theory has you take into account mutable desires and potential 

longer-term causal chains. 

 

Conclusion: 

It can sort of seem like I’m splitting hairs here with some of my examples of real-

world applications of these decision theories. After all, with a strong enough 

definition of causality, it’s pretty easy to collapse all of these different theories into 

just a looser definition of CDT than I’ve been using here.  

 

For example, regret is something that happens as a result of your options, so 

perhaps CDT should de facto take that into account. Likewise, local preference 

changes are also causal effects that stem from your actions. Thus there is a sense 

where a lot of this stuff should “already” be considered from an actual causal 

viewpoint. 

 

However, I think there’s a point to be made about how humans are often fairly 

narrowly constrained by the framing they use. Throughout this essay, I used the 

wording “CDT-esque” to try and represent this narrow framing; for me, at least, I 



can miss out on things like how to account for my biases using the typical CDT 

procedure.  

 

My typical decision process feels like a shallow CDT that only looks at the 

immediate causal outcomes of each of my actions.  

 

In light of this, I think considering alternate theories can be important because they 

bring to light other potentially important factors we may have missed, like statistical 

information and what sort of person I’m becoming. It does seem like there’s 

relevant information my naive decision making procedures don’t consider. 

 

Even if these decision theories end up producing the same answer (as they may 

often do), they may do so by using different internal parts.  

 

And for that reason, I think trying to inhabit these different modes of thought to 

explore how it feels to have justifications of different strengths and categories that 

move us to make decisions.  

  



7] The Ancient God Who Rules High School: 

[Disclaimer: This following essay was written with a combination of personal 

anecdotal evidence, hand-wavey game theory, and things that sound sorta-correct. 

As a result, I don’t have hard data for much of what I write. I also don’t claim to 

know what the school experience is like for everyone. I only hope that I’m pointing 

to something that is at least generalizable on some level. If you disagree with the 

ideas here, I’d be very happy to receive criticism and engage with other viewpoints.] 

 

Outline: 

This essay starts off with the introduction.  

Then there’s two big parts: one on competition, and one on metrics.  

The two big parts are followed by a small part that ties them together. 

Next there’s another small part on why some solutions suck. 

This is followed by my own sucky solutions.  

Then there’s the tldr; (You can also jump here if you’re pressed for time, although I 

really would prefer you read the whole thing…)  

To conclude, we have the conclusion. 

 

Introduction: 

I’m a high school senior, and I attend Irvington High School. I guess giving that info 

means you could in theory come and track me down or something. But before that, 

you’d have to brave through the wails of hundreds of students suffering from 

academic stress. 

 

Our situation was so bad, we even got a feature in the New York Times.  

 

In general, there seems a pretty competitive culture here in many schools in the 

Bay Area (and elsewhere, I’m told), where a lot of students care about getting into a 

good college. This ends up translating into caring a bunch about test scores and 

taking hard classes. Which apparently ends up with people suffering more than 

medical school grads. 

 

https://www.nytimes.com/2016/01/03/opinion/sunday/is-the-drive-for-success-making-our-children-sick.html?_r=0


As the NYT article points out, Irvington has implemented a few policies with the 

goal of helping students out. The results have been…lukewarm, at best *1. Here’s 

what our school tried: 

 

<insert image> 

 

1) Bringing in a guest speaker (the one who had given us the stress survey 

mentioned in the NYT article)… who subtly hinted that less prestigious 

schools might be a better fit for some of us. 

2) Creating “stress-free” days with no homework…which many teachers ignore, 

or are simply bypassed when students spend time studying, as studying is 

not technically homework. 

3) Asking students to deeply reflect on the nature of their existence, the 

transient nature of time, and the seductive nature of AP classes…by allowing 

them to fill-in a schedule of how they’ll “fit everything into 24 hours” by 

themselves.  

 

These all seem like the wrong approaches: 

 

1) Getting students to accept the reality that they might just not go to the best 

schools is good, I guess. But unless it also comes with the rallying call of 

engaging in a full-on socialist revolution, it doesn’t really deal with the whole 

issue.  

2) Stress-free days don’t really address why the stress is there in the first place.  

3) Letting students just write in their own time schedules is just stupid. 

 

I think I have several of the pieces behind why high school is broken, and this essay 

is an attempt to get those pieces across. 

 

The God Who Rules High School: 



It looks like competition in schools like mine are pretty bad; everyone seems to 

agree on this.  

 

On one hand, we could stop dealing with a whole bunch of the tragedies and stress 

that come from competing so hard if we just, y’know, stopped competing so hard. 

 

On the other hand, the above statement seems pretty surface-level and doesn’t 

accurately represent what the real situation is like. 

 

Let’s say you’re a high school student. You want to go to a Famous University 

because that’ll raise your social status, which is good because then all the pretty 

boys and girls will like you. You know that GPA seems to be a big factor for a lot of 

schools, and it seems like all the other smart kids are taking AP classes to boost 

their GPA. 

 

Last year, you tried that. And it was hell. You took a bunch of APs, and you just 

barely pulled through with the help of some stimulants and a messed-up sleep 

schedule. So maybe taking that many classes this year isn’t the best idea.  

 

What do you do for this year? 

 

Well, you could just take fewer AP classes this year; then you’d probably feel less 

like shit every morning. But then you’d also be losing an edge for college…*2   

 

Still, you’re pretty sure that Rick, Morty, Heather, and all the other kids are just as 

tired as you are. So maybe you could convince them to also not take as many 

classes this year? Then you’d all still be on equal footing—and you’d all be more 

rested. 

 

Except that everyone would do better if they were the only ones taking the AP 

classes, which screws the whole plan over. If you want to beat out all the other 

students, you want everyone else to be taking less hard classes, just so you can take 

those extra hard classes and stand out.  

 



This ends up destroying trust. 

 

Of course everyone would all outwardly agree to be against this whole dangerous 

competition situation. But on the inside, they might be scheming how to secretly 

take one more AP class than you to get an edge. Then you’d likely all see each other 

in the same AP Game Theory game class you’d all promised to not take. 

 

<insert image> 

 

There’s a sort of vicious cycle happening here: 

 

You want to gain an advantage over everyone else, so you’re trying really hard to do 

well. But so everyone else wants an advantage too. Maybe everyone would like to 

take a less extreme workload, but they can’t. If you tried to get the other students 

to “protest” by taking less hard classes, they’re better off refusing or lying to screw 

you over.  

 

There’s a sense in which every person would like to slow down, but they can’t 

because they have no guarantee that other people will slow down with them. So 

the safest option for each person is to just keep running full speed, even it ends up 

wrecking themselves. As a result, we end up at this equilibrium where most of the 

competitive students are taking the literal maximum number of hard classes that 

they can without seriously endangering their health.  

 

Except that sometimes they do endanger their health because they’ve really tried to 

take on way too much, and we say that this is sad because what else would you 

say? That this is an acceptable side effect of our competitive culture? 

 

So everyone goes around talking about how bad this situation is and how they’d 

like it for things to change. Except that everyone is totally incentivized to just say 

this aloud and continue scheming internally how to throw everyone else under the 

bus, so nobody even knows if everyone else really means it when they say they 

things should change. 

 



And we can’t really depend on universities to make the change because they’re 

competing for students, which in turn keeps the students going, and sometimes 

employers are also picky about Famous Universities, which keeps the cycle going in 

the first place.  

 

The whole mess ends up looking like a giant faceless god on a meaningless 

rampage.  

 

Erm. 

 

Let me back up.  

 

There’s this guy, Scott Alexander, who’s a psychiatrist and a fantastic blogger, who 

wrote this experimental essay called Meditations on Moloch. In addition to being 

something like 14,000 words, Scott mixes poetry with game theory with granite 

cocks to talk about this ancient Canaanite deity, Moloch. He uses Moloch as a 

metaphor to represent this entire category of lose-lose situations where nobody 

really wants things to go wrong, but they do anyway. 

 

Also, there’s a bit in there about dead whales. 

 

Anyway, Scott actually uses education as an example of Moloch in his essay, and I’m 

using his essay as a starting point here. As for what exactly Moloch is… once he 

brings in the economics and evolution, it gets a little complex. 

 

But basically, Moloch is basically an attempt to summarize some ideas from game 

theory, two of which are the tragedy of the commons and the n-player Prisoner’s 

Dilemma.  

 

For explanation, here’s the two-person version of the Prisoner’s Dilemma: 

 

<insert image> 
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Imagine you are one of two gentlemen looking to engage in a feisty round of 

fisticuffs:  

 

The convention is for both of you to show up with only your fists. Still, you could 

easily win if you bring a revolver with you; then you’d easily win the duel. That’d be 

cheating, of course, but the other gentleman is likely thinking the same thing. If you 

have uncertainty, it’s probably better to bring some insurance. Then you show up to 

the with revolvers, and you both end up with bullet holes instead of bruises. 

 

This situation is, I think, fairly analogous to what’s happening in the competitive 

school environment—there’s just more than 2 people involved. Without guarantees 

about everyone else, it can feel like the only thing to do is to keep pushing 

ourselves. 

 

Moloch is trying to point at this general situation where many individuals are trying 

to compete, and there’s an opportunity to take on more risk for an advantage. In 

the end, everyone plays it safe and ends up taking the risk (e.g. bringing a revolver 

to the fisticuffs, overloading on AP classes) just to survive. 

 

The tragedy of the commons is basically the above situation taken to its logical 

conclusion: When everyone tries to gain an advantage, it can actually be worse for 

everyone.  

 

The canonical example is that of a “commons” in the olden times, a piece of land 

that no one owned. Every farmer would bring their animals to graze, as this was a 

free resource, but if every farmer brought their animals to graze, then the 

commons would disappear, and everyone would lose out. 

 

In the same way, when everyone in the school system is pushing themselves to the 

hardest, we all lose out. 

 

Then everything goes to hell and suddenly we’ve unleashed a giant faceless god on 

a meaningless rampage, as we keep trying harder and harder to compete, at great 



cost to ourselves and those around us (e.g. more dead gentlemen, more stressed 

students). 

 

<insert image> 

 

So I think Moloch can help explain, in part, why we don’t just see people trying less 

hard. It’s not so much that they don’t want to, but without guarantees that other 

people won’t betray them, they actually can’t.  

 

Gaming the System: 

Competition aside, I think that another major problem here is the imperfection of 

metrics used in the whole education process. 

 

Consider students applying to college: There’s often a frantic frenzy of studying 

before taking the SAT, for example, because students know that SAT scores are a 

thing that colleges look for.  

 

(I know most colleges are notoriously opaque about their actual selection criteria, 

but it does seem like your GPA and test scores tend to be a major consideration. 

Unless you happen to be the sort of person who achieves nuclear fusion at 14. 

Then all bets are off.) 

 

Why the SAT, though? 

 

Prestigious universities generally look for well-rounded, intelligent, with future 

potential. Obviously they get bonus points if they can later become rich and 

famous, and give regular blood sacrifices to their school mascot.  

 

One thing that universities might want in their students in intelligence. 

 

But “intelligence” is a pretty vague concept. Intelligence maps onto a bunch of 

characteristics, from problem solving, to critical thinking, to knowing how to hide a 

body. The schools need a way to go through thousands of applicants; that takes a 

https://en.wikipedia.org/wiki/Taylor_Wilson


lot of time! Thankfully, smart kids tend to do well on things like tests and 

academics, so these metrics are a proxy for measuring smartness. 

 

Even then, it’s not especially easy for the schools. 

 

(Not that I’m still bitter about that rejection or anything, Stanford.) 

 

The metrics we use aren’t obviously perfect, meaning that you don’t necessarily 

have to be a genius to do well on the SAT *3. 

 

Because as many students have found out, it’s very possible to raise your SAT score 

with practice. And as many tutoring centers and test prep companies have found 

out, you can make a killing by selling these sorts of score boost guarantees to 

advantage-hungry students and their well-meaning parents. 

 

Leaving aside the question of resource inequality and how we’ve basically started 

selling the real-life equivalent of RPG stat boosts, I think this points at a deeper 

problem of what can go wrong with metrics. 

 

Say you go through a test prep program and score higher. What actually happens? 

Are you now a more “intelligent” person, in the broadest sense of the term? 

 

To be clear, I don’t doubt that test prep can boost your score. But I really doubt that 

it actually boosts your intelligence. I claim that the skills you train studying for the 

SAT—working under a 15 minute time limit, process of elimination, abstruse 

vocabulary, etc.—aren’t transferable to other contexts and are largely useless.  

 

“It might be useless, but the colleges care about it!” you claim, “So it’s still important 

to work on maximizing my score, even if the metric is largely useless.” 

 

Which means we have a bunch of students trying hard to send a signal about how 

they’re smart…without really working on, y’know, actually getting smarter.  

 



Sure, you could just do well in school and hope that what you’re learning transfers 

well over to a great SAT score…or you could just directly prep for the SAT. 

 

The problem here, of course, is that the SAT is, like many other metrics, gameable. 

 

It turns out this whole situation is perfectly described by this thing called 

Goodhart’s Law which states, “When a measure becomes a metric, it ceases to be a 

good measure”. 

 

In short, whenever we start using a metric as a proxy for something we care about, 

it often gets disconnected from our original thing. 

 

To give another example, here’s something a “creative” parent came up with: 

 

<insert image> 
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As a parent, you’re hoping that your kid will look at the list and go through most of 

the items, so they can get to the 500 points needed to get ungrounded. That’s the 

intent. 

 

As a parent, what’ll actually happen is that your kid will triple your water bill as she 

does 5 loads of laundry in quick succession to get 500 points. That’s what actually 

happens when you set up poorly laid out incentives, your intent be damned. 

 

I think this is fairly analogous to the situation with SAT scores. There’s the intended 

way of doing things (e.g. studying normally for the SAT or trying to go through all 

the chores) and there’s the gameable method that gets the same results with way 

less work (e.g. test prep or doing laundry 5 times). 

 

https://en.wikipedia.org/wiki/Goodhart%27s_law
https://s-media-cache-ak0.pinimg.com/736x/91/f8/51/91f851f350b88ee306dd6df04bc7ba43.jpg
https://s-media-cache-ak0.pinimg.com/736x/91/f8/51/91f851f350b88ee306dd6df04bc7ba43.jpg


This also happens with cheating. Sure, you could just study the hard way and hope 

that it helps you with whatever’s on your test in 4th period. Or, you could 

“persuade” your buddy from 1st period into telling you what’s on the test. 

 

In each case, Goodhart’s Law shows up when a metric that was initially used 

because it had an association with something we cared about gets rendered 

meaningless because people realize it’s often easier to directly maximize the metric 

itself rather than what the metric was actually trying to measure. 

 

So in our attempt to compete, we actually make the competition that much less 

meaningful. We end up mistaking the shadow for the figure, the robes for the 

wizard, the chemtrails for the jet plane. 

 

In the case of testing, we’ve ended up with a metric that’s been compromised. I see 

Goodhart’s Law also existing in Moloch. Often, our competition is towards a 

misplaced direction, as a focus on maximizing metrics actually leaves the original 

meaning behind.  

 

These are the sacrifices we make to Moloch in Goodhart’s name. 

 

Putting It Together: 

Now I’m obviously not suggesting that metrics are terrible and we shouldn’t use 

them at all. Not all metrics are under such heavy optimization pressures as the 

ones I discussed above, and many metrics are useful. It'd be hard to drive across 

the desert in a car without either a speedometer or a fuel gauge. 

 

But at the same time, flicking the needle on the fuel gauge won't help your car go 

farther. 

 

We need metrics because our intuitions often fail us when it comes to making good 

decisions.  

 

Back to the college example, this is why we might want standardized tests when it 

comes to understanding applicants. Grading across multiple schools can be pretty 

https://mindlevelup.wordpress.com/rationality-101/


subjective, so if we wanted to compare a student at Hogwarts with a student from 

Durmstrang, it makes sense to give them both the Spellcasting Aptitude Test. This 

way, we have a common scale to compare them by. 

 

And I’m not trying to imply that everyone tries to game the system. Most people 

don’t. This is why we can sometimes have nice things. We’ve got things like laws, 

honor, and morals to keep us honest. 

 

Still, though, I think it’s important to look at this Moloch/Goodhart’s Law combo, 

because it does show up in real life: 

 

The rise of clickbait can be seen as competition gone wrong. As marketers try 

harder and harder to solicit attention, everybody loses out. Once one advertiser 

starts talking about “One Weird Trick To Get 5 Inches”, the others follow suit to stay 

competitive, until we’re bombarded with a bunch of ads that focus on attention 

over accuracy. We end up sacrificing the truth for sensationalism. 

 

Global warming is a similar problem. It seems to be a responsibility countries seem 

to want to hand off to everyone else. After all, each country could save some money 

if they just freeloaded off the efforts of everyone else trying to reduce emissions. 

But if every country tries to be a little better off by refusing to take part, then 

nothing ever gets done in the first place.  

 

And then we all die. 

 

So even though we do have some safeguards in place, I still think it’s very much 

worth our time to examine how we can make things better. 

 

Running in Place: 

If we want to find solutions to the problem, though, there’s a trap we need to be 

wary of: situations where nothing really changes. 

 

Imagine if someone suggested that we could fix problems with cheating on the SAT 

by just banning the things people could cheat with. That sounds pretty good. But 



there’s a sense in which trying to just directly block the gameable action when it 

comes to metrics just doesn’t really work.  

 

Attempts to prevent cheating may just start up an arms race: 

 

Say people decide to cheat on the SAT with smartwatches. So the testing agencies 

ban smartwatches. Then the cheaters switch to LED rings, which are then also 

banned. So the cheaters switch to special pens, and then the agency requires you 

to use their cheat-free pens. This back and forth just keeps escalating until we’re all, 

y’know, taking tests naked.  

 

(And then someone figures out how to get subdermal implants and it starts all over 

again…) 

 

What ends up happening here is both sides spend a whole bunch of effort, but they 

just end up right where they started. Even though the situation escalated, the 

“battle lines” where the problem was being fought haven’t really shifted. 

 

More example of this can be found in the animal kingdom. Consider the gazelle and 

cheetah. Fast gazelles outrun cheetahs. But fast cheetahs can hunt down gazelles. 

Over time, this selection for speed means you have really fast gazelles…but also 

really fast cheetahs which chase them down.  

 

And somehow, even though both groups put in all this effort, it’s as if all of it was 

wasted because their fundamental situation hasn’t really changed. 

 

These situations are called Red Queens’ Races, where both sides are trying to beat 

one another, but nothing really changes, relative to either side.  

 

<insert image> 

 

I see Red Queens’ Races as another facet of Moloch. There’s a similar sense where 

everyone is trying to act their in own best interests, but this very action traps 

everyone in a negative loop. In the end, both sides sacrifice time and energy just to 

https://en.wikipedia.org/wiki/Red_Queen%27s_race


stay in the same place. I think it also captures an aspect of how competition can 

keep everyone trying, while nothing really changes. 

 

When we’re looking for solutions, then, I claim that we don’t want to keep things 

static; we want to find new ways of solving the problem. 

 

For example, it seems like the gazelles could have won if they, instead of merely 

running faster, had built traps on the savannah. Obviously that’s pretty unrealistic—

evolution doesn’t work that way—but this absurdity does demonstrate what it takes 

to break out of a Red Queen’s Race. 

 

This helps us see the right direction we’d want our solutions to go. We want our 

solutions to disrupt and push the envelope across new boundaries, not merely 

expend energy to maintain the status quo. 

 

Owen’s Probably Terrible Solutions: 

Here I’ll try to list out some solution ideas of my own. 

 

“Wait!” you may say, “Owen thinks he can solve this? I’m pretty dubious that any 

solution he proposes will be any good at all.” 

 

Yikes.  

 

You got me there. 

 

I have faith that you will probably think of holes in my plans and ways to criticize my 

ideas. 

 

But, actually, that’s fine. That’s great. That’s fantastic. 

 

In fact, I want you to viciously tell me why my plans won’t work. Be that asshole who 

games the system by doing the laundry 5 times in a row. Explain how my 

suggestions won’t work and why they’re unrealistic. 

 



Otherwise, we won’t be able to come up with actually good solutions. As the saying 

goes, “If you can’t criticize, you can’t optimize.” 

 

So here are some of my ideas for solutions. They get progressively more 

outlandish. 

 

(Also, I’ve taken the liberty of attacking my own ideas to get you all started.) 

 

1. Get Real: 

Humans are really bad at numbers. And I think part of this leads to enforcing 

unrealistic expectations about getting into prestigious colleges.  

 

I claim that being brutally honest and being more upfront about acceptance rates is 

a good idea. 

 

I think it’d be refreshing for schools, counselors, and tutoring centers to just come 

right out and state the reality of the situation: most people don’t get into the ultra-

elite colleges. For example, in a packed room of 100 students, only 4 people and a 

dismembered corpse get accepted to Stanford. 

 

The vast majority of people (like me) (definitely not still bitter about that Stanford 

rejection) simply aren’t going to get in.  

 

But there seems to be this narrative that “everyone” can get in. Stories about the 

1% extraordinary individuals in special situations don’t help especially when the 

other 99% of us aren’t extraordinary. 

 

I also think that tutoring centers in particularly guilty of this when they advertise 

their students heading off to prestigious schools—they don’t show the other 50 

people that didn’t get in, but the implication is, “Hey you could join the ranks of 

these students as well!” 

 



Steps could also be taken by groups who manage college admissions, like the 

Common Application, to limit the number of colleges students can apply to. This 

would also force us to really confront our chances from the outside view. 

 

Sure, if you’re that crazy kid who achieved nuclear fusion at 14, you probably can 

afford to apply to one of the Famous Universities. 

 

For most of us though, the numbers are against us, and we’re probably better off 

knowing our place like the plebeians we are. 

 

(Socialist uprising, anyone?) 

 

Criticisms: 

It seems like, to some extent, counselors and schools are already sort of doing this, 

and it hasn’t been too effective. I also think that lots of people already have fairly 

realistic expectations. (But they’re not really my target here.) 

 

Also, I expect that the sort of honesty this requires would probably be interpreted 

as an attack in most cases. People (me included) don’t like being told they’re not 

special or extraordinary, and this would probably just piss them off.  

 

People might claim that limiting the number of colleges you can apply to restricts 

freedoms and is patronizing. Famous Universities would probably also fight this 

because they make several million dollars on application fees alone. 

 

2.  Improve Alternate Routes: 

I think in competitive schools like mine, there seems to be this general assumption 

that only Famous Universities breed awesome people. That immediately writes off 

the other 95% of us who didn’t get in.  

 

I claim that if we want to reduce competition, it’s important to create more choices 

for higher education, outside of traditional college:  

 

http://www.overcomingbias.com/2007/07/beware-the-insi.html


More focus on alternate higher education routes and vocational schools could be 

helpful. Novel educational opportunities like Fremont’s 42 Coding School, San 

Francisco’s App Academy, or the Thiel Fellowship all seem like steps in the right 

direction.  

 

In terms of fighting Moloch, think this makes competition more spread out and less 

of the sort of pile-on competition that’s causing our current lose-lose situation. If we 

have lots of varied choices, we might see less instances of this hyper-competition 

sucking up people who never wanted to start competing at all. 

 

There’s a two-fold thing I’m advocating here. One is trying to break away from the 

social assumption / narrative that “Famous University = godhood”, and the other is 

trying to promote other ways to make our way into the world. 

 

In a similar vein, it’d be good to have more of our national focus shift towards 

smaller schools who promise benefits like greater attention and novel curricula 

over the well-established choices. I’m thinking of changes that make this more of a 

norm and not just a curiosity, which seems to be how we’re currently viewing 

alternative options. 

 

Criticisms: 

Changing social norms / narratives is hard, and this may be unlikely to be a very 

fruitful pathway.  

 

In addition, there’s likely going to be problems with accreditation and validation for 

new education ventures. We’re back to the original question of “How can we tell if 

these schools are even teaching anything?” Without oversight, it’s once again a trust 

issue with the schools actually helping students succeed. 

 

3. Offload It: 

If there’s one constant thing we learn from organizational change, it’s that efforts to 

push for standardization without regards for local nuances can be problematic. This 

intuitively seems to make sense; those closer to the action tend to know more than 

higher-ups. 

https://www.42.us.org/
https://www.appacademy.io/
http://thielfellowship.org/


 

Thus, as a general principle, it seems good to both have systems that are flexible 

enough to change to meet individual needs. We want any solution we propose to 

be mutable, easily changed, if it’s not actually working.  

 

It also seems good to give teachers a high amount of autonomy when it comes to 

leading their classroom. It seems like this is already the case, but there are still 

standards / standardized curricula. In line with the above, though, giving teachers 

additional control over what they teach could help with the general goal of learning. 

 

In the best case scenario, we’d have capable people running things such that 

oversight would be greatly diminished. This appears to generally not be the case for 

most things. 

 

Criticisms:  

The proposed solution merely pushes the task of finding a solution lower down the 

line. 

 

That’s pretty lazy. 

 

4. The Other Things: 

This last category is sort of cheating on because I’m using it to represent 

“everything else”. The above three solutions are all sort of like painkillers for this 

big, tangled problem; they only address the symptoms, not the underlying problem. 

 

Everything above assumes the current school setup. It doesn’t question anything 

about how school actually works.  

 

But the whole US schooling system itself seems like it could benefit from lots of 

changes. For example: 

 

a) Improved Teaching Techniques: There is already existing research on ways 

that help students learn—but they’re not often used in classrooms. More 



widespread use of better pedagogical techniques, like retrieval practice or 

spaced repetition seems like it’d be beneficial for students. 

b) Revamping School: Starting school later in the day and trying out year-round 

school both seem helpful for improving student performance. In addition the 

idea of learning six disparate subjects every day for only an hour each seems 

suboptimal as well. Also, homeschooling as an alternative. 

c) Separate the teacher and the tester: As things now stand, the teacher has to 

juggle a bunch of roles in the classroom. Currently, there’s a love-hate 

relationship between the students where they view the teacher as both their 

mentor as well as their evaluator. It can be hard to cooperate with someone 

if they’re also responsible for your failing grade. 

d) Run Tons of Tests: Classrooms are a huge resource for research: there’s a 

huge population of students that are constantly given pedagogical 

treatments and being evaluated. If we tapped into this resource and ran a 

bunch of randomized control trials on classrooms across the country, we 

could be gathering a lot more data from schools on what is/isn’t actually 

working. 

 

A full treatment of the problems with American education would be pretty lengthy, I 

think. For now, it’s probably good enough to note that we’re operating under a 

“status-quo framework” which might itself be flawed. 

 

Criticisms: 

“a)” could be workable, although it isn’t specific enough and doesn’t directly funnel 

into the whole competition issue. It just gives everyone more powerful tools to 

study. 

 

“b)” seems like it’d get fairly widespread support, but large institutional change is 

just generally difficult. Also, there’d likely be pushback on year-round school.  

 

“c)” is not research backed, and it’s already kind of happening with outside tests like 

the SAT. And we’ve already addressed how SAT can be problematic…  

 

http://www.retrievalpractice.org/
http://lesswrong.com/lw/mfm/a_year_of_spaced_repetition_software_in_the/
https://www.gwern.net/education-is-not-about-learning#school-hours
https://www.gwern.net/education-is-not-about-learning#school-hours


“d)” is very poorly defined and would likely be hard to implement. And research is 

hard; social science has been having its own problems of late. 

 

TLDR: 

Our school has a competition-culture; in order to better than everyone else, many 

students push themselves to their limits. Even though each individual student 

might want to slow down, they can’t because they have no guarantees about the 

students around them cooperating. This is leaves us lose-lose situation where the 

only stable outcome is everyone working themselves ragged. 

 

Another part of this problem seems to be people who game metrics. In the case of 

test scores, you could do well by studying or you could just cheat. Cheating tends to 

be less effort, so it’s still prevalent. Metrics can break down when people find a way 

to “game” the metric, making it less useful. 

 

Many solutions to these problems will only push the issue back and forth, while the 

problems remain. This is akin to our immune system, where both the viruses and 

our bodies are locked in a never ending competition to overcome the other side. 

Thus, we may want our solutions to be more disruptive and focus on trying to shift 

the overall system of incentives. 

 

Potential solutions are: 

1. Creating more realistic expectations. 

2. Focusing on alternatives to Normal College Routes. 

3. Give teachers more control 

4. Changing bits and pieces of education entirely. 

 

What The Hell Happens Now? 

At this point, I hope you can see the general shadow of how this whole messed-up 

system in education really does sort of look like a blind god. There’s no intelligence 

or malice behind it all—it’s just something that happens—but it’s still harmful to 

everyone in the system.   

 

https://en.wikipedia.org/wiki/Replication_crisis


If you want to take a stab at offering new solutions to the education system (or try 

slaying Moloch yourself), I invite you to take 5 minutes and really make a plan.  

 

I’d love it if you further critiqued my solutions or left your own suggestions below. 

 

Or, if you think you have the One True Solution (or just want to chat), feel free to get 

in touch with me at mindlevelup.os [at] gmail.com. 

 

To be honest, for me, this isn’t really about education. 

 

To be clear, I do think that fixing education is hugely important. Education is 

upstream of a whole bunch of things like being a good citizen and learning about 

how the world works. 

 

But I also think that the general shadows of Moloch, with Goodhart’s Law and Red 

Queens’ Races seem to show up everywhere. From politics to economic 

development to scientific research, we see misaligned incentives as overwhelming 

forces that leave us in lose-lose situations no one wants. 

 

My goal in writing all this is to use education as a huge example of examples of this 

general pattern of how things can go wrong, even if no one’s really being evil.  

 

I’m scared about this whole thing, and I would really like other people to start 

staring at Moloch. If one of you guys figures out how to solve things, that really 

takes the load off my shoulders. 

 

So, um, let’s go out and slay that elder god! 

 

Footnotes: 

*1 According to the NYT article (I’ve yet to confirm this w/ my school), AP failure 

rates did drop, so it wasn’t a total failure. 

 

https://owenshen24.github.io/planbot.html


*2 Yes, I’m assuming that these people desperately want nothing more but to go to 

Famous Universities. I understand this is a controversial assumption, and I address 

it later. 

 

*3 Apparently SAT scores are correlated with intelligence, but the point I was trying 

to get across was that the scores can rise with prep, so I think it still stands. 

  



8] You Will Have Fortune-Tellers No More: 

[In which I attempt to write like Scott Alexander. I have little experience in trying to 

mimic the writing styles of other people. I’m unsure how well this turned out 

(current estimate is that it sounds ~25% like Scott, optimistically). Still, it was a fun 

exercise that ended up taking longer than I thought. Also, I don’t have a medical 

background, but I do have a magical one. Hence the change in domain knowledge 

to that of magic.] 

 

I. 

 

Magicians are pretty badass. 

 

Max Malini, whose name sounds like a comic book character straight from Stan 

Lee’s highly imaginative naming schema, was especially badass. First off, Malini was 

a well-known Jewish magician in the late 1800s and early 1900s who performed for 

several US Presidents and at Buckingham Palace. 

 

His most famous trick is probably the one with the ice block. 

 

As the story goes, Malini had a habit of of performing some charming coin magic 

with a borrowed hat. At some point later, in full-view, from the hat, Malini would 

spontaneously produce a solid block of ice.  

 

This happened at the dinner table during dinner, where, prior to the illusion, he’d 

been sitting and eating with everyone else the entire time. 

 

(Remember, this is the 1890s where the only place to get ice was from human 

drone delivery.) 

 

So how did he do it? 

 

As the rest of the story goes, Malini actually acquired the block prior to the 

performance. Then he kept it somewhere on his person and proceeded to head to 

dinner. Meaning he had to deal with hiding an unwieldy chunk of ice for several 



hours before even considering whether or not he’d perform the illusion during that 

night. 

 

The secret to the trick may not be 100% accurate (Malini never quite revealed how 

he did it). But the point here is that magicians are willing to go to extraordinary 

lengths to achieve their seemingly impossible results.  

 

Magic is…an interesting field, to say the least. There’s some amount of innovation 

spurred by things like technological advancements (e.g. magic with an iPhone), but 

there’s also a certain amount of reverence for the past (e.g. lost secrets that past 

magicians took to the grave). 

 

It’s also a very strong example of how susceptible our brains can be to bias. 

 

This is part of why I can get a little irritated when I have disputes with people and 

they won’t even entertain the notion that their memories could be at fault. It’s 

simply not a thing that crosses their mind, and they quickly dismiss as obviously 

impossible it when I bring it up.  

 

But, like, even without the huge amount of (albeit now perhaps more shaky) 

evidence from cognitive psychology showing that our judgment is often led astray, 

we have literally hundreds of years of a performance art that thrives on 

manipulating people’s perceptions of reality.  

 

Imagine an alternate universe where, for some reason, things become pitch-black 

at night. It’s totally dark, no one can see anything. And of course we jump to the 

reasonable conclusion that everything actually disappears from existence at night, 

removed entirely from the world. 

 

(Nobody in this universe has had the bright idea to turn on lights at night, save for 

the Illuminati.) 

 

In lieu of a unifying theory that explains light and vision, then, ad-hoc explanations 

are used to account for the interactions we have with objects that aren’t really 



there, postulating things like a “Shadow Realm” where we can somehow affect 

objects by affecting their shadowy anti-counterparts. 

 

Now it turns out that at night, there are also these theatrical performances which 

utilize lighting. At night. Everyone goes to these shows where they’re amazed at 

how these Illuminati folks are able to give the impression that things exist in the 

darkness. 

 

“How marvelous!” they conclude, “It’s almost as if there truly are objects that exist in 

the pitch of night!” 

 

Then the performance ends and they are once again forced to navigate the world of 

Shadow-objects, which can be felt and detected and have a correspondence with 

their real counterparts, but of course the true objects aren’t really there. 

 

In the above universe, these people have somehow created a separate magisterium 

for their thoughts about light. Their observations from the lighting performance 

somehow don’t carry over to their total worldview. 

 

I think this very awkward analogy sorta somewhat represents how I feel about most 

people’s attitudes to their own brains. 

 

My impression is that people don’t always appreciate how much of an insecure 

system they are. Humans are easily compromised. 

 

Here’s an example from my own work: At the climax of my shows, I often perform a 

trick where a spectator merely thinks of a card. I then correctly divine what their 

card is. From the outside, this is a big deal; the spectator hasn’t said anything, and 

I’ve seemingly gained access to their inner thoughts. 

 

The reality, of course, is far from appearances.  

 

All I’m actually doing is shifting attention and recollections. From the start, from the 

words that I choose, I’m looking for ways to set up the situation in my favor. I take 



care to emphasize the parts that will become important later when you reconstruct 

your memory of the whole performance. This is all done within the context of the 

trick, so in some sense the very architecture of my illusion helps with this. 

 

But, really, it just boils down to a few flashy distractions and a few choice phrases. 

 

Just these few tools give me a ton of power to suggest and control what you will 

ultimately remember. 

 

Remember, this isn’t a boxed superintelligence using superhuman tactics 

convincing you to let it out. 

 

This is me, a human, with some practice and some words, convincing you to let me 

in. 

 

(Okay, so obviously the thing I’m trying to point is actually more like self-deception, 

where you create your own false memories or misremember. It’s less about other 

people hacking you.  

 

Clearly, it’s not exactly the same as an experienced practitioner of magic giving you 

messing with your mind, but I think the general argument still stands: People 

should be far more wary of their own memories, given that a huge body of 

evidence exists that demonstrates their unreliability.) 

 

Also, do let it sit with you that there’s apparently an entire domain of people out 

there systematically iterating on their models of the human brain, optimizing for 

memory control. 

 

II. 

 

If the award for “Most Statistically Unethical Profession” existed, it would probably 

go to the magicians. We literally make our living off p-hacking. Even more so than 

psychologists. 

 



What possible reason could there be for us magicians to p-hack?  

 

Remember that the whole point of magic is giving the impression of a miracle. This 

is best demonstrated by performing feats that would occur less than 5% of the time 

if you were a muggle.  

 

Once you perform something this impressive, like guessing which integer from 1 to 

20 the spectator chose, they will have no choice but to yield to your suitably 

significant demonstration and accept the alternative hypothesis that you are a 

wizard. 

 

Here, then, are the tricks employed by the dark side of magic: 

 

1) We run different hypotheses depending on the observed outcome: There’s a 

classic ESP trick where the magician lays out five cards: a circle, square, wavy lines, 

cross, and star.  

 

You’re asked to select a card. Say you choose the circle. Then I turn over all the 

cards to show only the circle had an “X” marked on the back of it. 

 

Impressive! (Although we note that the p-value shows it’s not quite that 

significant…better repeat the trick twice!) 

 

What you do see is that all the other cards are unmarked from the back, which is 

the whole point of the trick. 

 

What you don’t see is that the image of the square was tattooed on my chest, the 

wavy lines were printed on a card hidden under the tablecloth, the cross was on my 

necklace, and a copy of the star card was stashed under my hat. 

 

You see, for every outcome, I’ve got a way of selecting an impossibility that matches 

your choice.  

 

As the old adage goes, “If it passes by a spectator, it passes by a peer review board.” 



 

2) We abuse degrees of freedom all the time: Do you know why magicians love 

playing cards? Because there’s 4 suits, 13 values, and 2 colors. That’s a hell of a lot 

of variables under my control. 

 

Say you select a card and it is the 4 of Clubs. 

 

What are my options? 

 

For an apparent miracle, I can match the color, suit, value, or even letters in the 

card’s name (of which there is “4 of clubs”, “four of clubs”, “four clubs”, among other 

spellings). And that’s all with regards only to your own card. 

 

Is your 4 of Clubs six cards away from the 6 of Hearts? Then I’ve got a miracle. Is it 9 

cards away from the Two of Spades? Then I’ll spell out “t-w-o, s-p-a-d-e-s” and I’ve 

got another miracle. 

 

With these factors, randomness is actually a welcome friend. In a deck of 52 cards, 

enough shuffling is bound to give me some choice combinations of cards I can 

utilize in some way. 

 

For magicians, every piece of information is something that can be twisted in such a 

way to conform to the desired outcome. 

 

And I mean everything, from the letters in your name to the color of your shirt, to 

your birthday. With just these variables, I’m practically guaranteed a significant 

result every time. 

 

(Admittedly, magicians have yet to incorporate kabbalistic significance into their 

practice. If they did, I fear to think of the miracles they could bring about.) 

 

3) We just make up our own data: Sometimes, when swapping out hypotheses and 

messing with degrees of freedom isn’t enough, we’ll venture into the third circle of 

Statistics Hell: tampering with the experimental results. 



 

Say you catch on to the above two sneaky tactics. I decide to show you a new trick: I 

declare that you shall select the Ace of Spades. 

 

Your eyes widen. I have boldly stated my hypothesis in advance. 

 

I show you a fair deck and mix it up face down. I ask you to select one card. You 

nod. So far so good. 

 

You pick out one card. It’s the 4 of Clubs. It’s not the Ace of Spades. 

 

I am visibly disappointed, and I toss the card face-down onto the table.  

 

Now I make a mystic pass with my hands. We turn the card over again.  

 

Magically, it’s now transformed into the Ace of Spades! 

 

What’s the secret here? 

 

From what I’ve said above about how magic operates, you might think that a 

dialogue between two magicians on how to achieve the above effect looks like this: 

 

Alice: “Hey, so what if we first subtly crafted our presentation as to give the 

impression that the spectator chose the 4? Then, we could redirect their attention 

to how it’s really an Ace.” 

 

Bob: “I dunno about that. Doesn’t seem clever enough. I think we should also give 

them the impression of having thought that they might have been given the 

impression that it wasn’t a 4 but then verified that it was indeed a 4. I mean, 

obviously it’s not, but we could give them the impression that such a verification 

happened.” 

 

Alice: “What if the spectator doubts their impression that they had doubted and 

then verified that no impression was there?” 



 

Bob: “Stack overflow at line: 4.” 

 

What it really usually looks like, though, is something like this: 

 

Alice: “Hey, so what if we first subtly crafted our presentation as to give the 

impression that the spectator chose the 4? Then, we could redirect their attention 

to how it’s really an Ace.” 

 

Bob: “I dunno about that. Let’s just switch it for the Ace when they’re not looking.” 

 

Alice: “Okay.” 

 

You see, we’re not afraid to make our experimental results come out the way we 

want.  

 

III. 

 

And there you have it. You too can sacrifice your statistical chastity in a bona-fide 

bid for dark magical power.  

 

In the comments, someone will probably point out how I’m reading too much into 

this whole magic business. 

 

“So what if people can accept that magic affects their perception and yet still 

maintain faith in their own memories?” someone might say.  

 

“Too much doubt leads to Descartes and spooky demons, and you obviously don’t 

want to go that far. Plus, people are often contradictory. Obviously that’s sub-

optimal, but that’s how a lot of people function.” 

 

I think that’s generally true, but I’ve found navigating discussions far more fruitful 

when I assume the other side thinks they’re internally consistent. They don’t have 



to be, but it’s a lot easier if I model them as such. Basic interlocutor decency and all 

that. 

 

As for the bit about most people not integrating magic into their worldview, I guess 

that’s true as well. (But we really should know better.) 

 

Still, magic or not, everything influences us. 

 

It’s probably best to imagine influence as a spectrum, with things like “a cool 

summer breeze” on one end and “direct thought insertion” at the other end. 

 

In fact, it’d be great to have a real physical scale that we could use, one with a large 

slider that could easily indicate the level of influence present in any situation. Then 

we’d be able to calibrate it when other people gave their judgment calls on how 

manipulative they felt a certain thing was. 

 

With some basic slide of hand, we’d match a call. 

  



9] Exploring Dichotomies: 

[This essay is about dichotomies in thinking and a few categorizations that might be 

of interest. I go into some potentially useful binary distinctions for thinking, 

attention, and action. Epistemic status: There is some strong evidence for certain 

dichotomies, like fast vs slow thinking (i.e. dual-process theory), but the rest is far 

more shaky.] 

 

I sometimes half-jokingly say that any two opposite words, when appended to the 

word “thinking”, gives you something insightful. I’m going to try and make good on 

that claim. Here, I’ll try to explore some (maybe) useful dichotomies in thinking, 

attention, and action. 

 

My main assumption going into this essay is that words have power. (See here to 

get the gist of the intuitions behind this claim.)  

 

Let’s dive into some dichotomies: 

 

1) Fast thinking vs Slow thinking: 

This is probably the most iconic distinction, brought to us by the proponents of one 

of the dual-process theories of thinking. People like Keith Stanovich and Daniel 

Kahneman have done a lot of work in this area, and I think it’s a fairly solid way to 

classify thinking (with some minor caveats, of course). 

 

Fast thinking is for mental processes that happen very quickly, without much 

conscious input. Examples include flushing the toilet, responding “Doing well. How 

about you?” to a greeting, noting that a face seems familiar, and recognizing colors, 

like blue.  

 

Slow thinking is for mental processes which might require more time and 

deliberate effort to get right. Examples include writing a story, remembering what 

you had for yesterday’s lunch, multiplying numbers in your head, and trying to 

follow along a high-level conversation, perhaps a lecture. 

 

https://mindlevelup.wordpress.com/2017/02/20/levers-emotions-and-lazy-evaluators-post-cfar-2/
https://en.wikipedia.org/wiki/Dual_process_theory


The main distinction here, then, is that of effort and time involved for each process. 

There’s often a tradeoff occurring between complexity and speed. Fast thinking 

often prevails, perhaps because stopping to calculate a car’s trajectory is far more 

costly then buying the refrigerator which looked the most visually appealing at first 

glance.  

 

That is to say, using slow when we should have used fast is perhaps  worse than 

using fas when we should have used slow. 

 

When it’s useful to note this dichotomy: If you find yourself being a “habit-zombie” 

and drawn to a lot of situations where you’re operating off of cached actions. Here, 

it might be useful to “pop out” and put in some effortful thinking to see how you 

may want to alter your default behavior in response to certain cues. 

 

 

2) Focused mode and Diffuse mode: 

This is from Barbara Oakley’s work on learning and studying.  

 

Focused mode is about directing your cone of attention towards a task. It’s what we 

typically think about when we refer to solving problems. Here, focused thinking is 

about trying different tactics, adapting, and interacting with the topic. It’s the 

subject of our attention, it’s the topic in mind. 

 

Diffuse mode is about letting your brain drift off into different directions and spit 

out new things. It’s the sort of thing that happens when you find yourself in a 

mindless task, like mopping the floor, and your brain is still racing, running around 

certain topics. These ideas and thoughts are characteristic of diffuse thinking.  

 

The difference here is whether you’re directly engaging with the subject, or if you’re 

letting your mind go off and do its own thing. If you imagine your brain as a 

flashlight, your cone of attention goes from a thin, powerful beam to a suffused 

glow of light. 

 



If you focus more on the model when applied to attention, you can think about it as 

the difference between attending to real life, in the present, or thinking about 

something else. Focused attention is about being in the moment, responding to 

things in the world. Diffuse attention is where your thoughts wander and you’re 

only dimly aware of the present. 

 

When it’s useful to note this dichotomy: If you tend not to build in the sort of 

“mindless” time that allows for diffuse mode. When you are only in focused mode, 

you’re likely missing out on some additional thoughts you otherwise won’t be 

exposed to. In my experience, diffuse mode gives me different takes on certain 

things, or ways of looking at the world I typically don’t take. 

 

 

3) Dirty thinking vs Clean thinking (or Villainous thinking vs Heroic thinking): 

This basically approximates the consequentialist and deontology distinction. It 

would have also likely fit in the essay about decision theories in real life, but I hadn’t 

thought of it then. 

 

Dirty thinking is about looking only at the end results. It’s about figuring out how to 

hack things together and optimize, second by second. For example, dirty thinking 

supports whatever actions you need to take to get to your goal. Some examples 

might include asking a friend to burn your wallet if you don’t get work done (self-

blackmail), turning off WiFi to reduce distractions (precommitment), getting yourself 

hooked on a video game to substitute an even worse addiction, or finding the 

lowest energy productive thing you can do when you’re tired. 

 

Clean thinking is about following rules, even when the rules themselves might lead 

to less beneficial short-term benefits. It’s about being policy-based. When you’re 

using clean thinking, devotion and discipline are virtues. Note that it’s not exactly 

about being charitable with yourself. In fact, if you find yourself struggling to get out 

of bed, clean thinking is about being able to get out of bed anyway. You do this 

because getting out of bed when it’s hard follows the general rule of “do hard 

things”, which you perceive to be beneficial in the long run. 

 

https://mindlevelup.wordpress.com/2017/05/13/decision-theories-in-real-life/


The distinction here is also similar to deciding in-the-moment vs planning ahead. 

Clean thinking sacrifices dirty thinking’s reliance on flexibility and side effects for 

the powerful ability to stick to general principles.  

 

Funnily enough, the means that clean thinking is actually closer to the typical villain 

archetype, who is willing to sacrifice everything for the greater good. Dirty thinking, 

then, reprises the traditional hero, who is forced to consistently adapt on the fly, as 

the treacherous environment destroys any chance of their heroic plan from 

working. 

 

When it’s useful to note this dichotomy: If you find yourself constantly 

compromising your morals to do better locally (i.e., lots of dirty thinking), you may 

want to try being more policy-based. I think that rationality too-often leads people 

down the dirty thinking path, where everything looks like a new tool to shape to 

their ends. Thus, overcorrecting in favor of more clean values might be useful. 

 

 

4) Inside view and Outside view 

This also comes from Kahneman; it’s more a way of looking at things than a form of 

thinking.  

 

The inside view is about incorporating information only someone in your position 

would know about the project. You’re looking at the details, the specifics, how 

certain things / people in your undertaking interact. As such, you’ll probably have 

good models about how the different pieces in your plan would respond to events 

and stressors.  

 

The outside view is about using information related to the group you belong to. 

You’re looking at averages and aggregates to determine how things will go. For 

example, if you’re going on a difficult hike and you know that the trail is only 

completed by about 3% of people, you can expect failure to be highly probable.  

 



As the reasoning goes, despite your inside view opinions about how prepared you 

are, 97 out of every 100 people likely thought the same thing, and yet still didn’t 

make it, then to assume otherwise would be arrogance. 

 

In practice, the distinction is basically between whatever seems consistent and 

reasonable to someone inside a situation and what a neutral outsider might think. 

Note that this doesn’t mean that one view or the other is always correct, as there 

are examples where either one triumphs over the other.  

 

Although I admittedly think overcorrecting in favor of the outside view is better 

than the other way around. 

 

When it’s useful to note this dichotomy: If your predictions are overconfident, i.e. 

miss reality by a long shot. Especially note the inside-outside view distinction if your 

internal BS detector starts to ring in any situation—that’s a good trigger to consider 

what an outsider might say.  

 

 

5) Object level vs Meta level: 

Every rationalist’s favorite dichotomy. 

 

The object level is about doing things in the real world. You might be doing some 

quick planning, but the focus is on getting things done. Things are happening, 

you’re adapting and taking actions. It’s about heading into reality, bumping into 

people and details, and collecting information. Examples include publishing a book, 

writing some software, giving a speech, and most other things you can do. 

 

The meta level is about thinking about the things you can do. Here, you’re trying to 

answer the questions of “What can I be doing?” which might go into the question of 

“Why do I want to do things?” etc. Here, you’re looking at the bigger picture to see 

which things might be worth your time. Examples include planning, researching 

choices available to you, asking people for advice, and philosophy. 

 



This doing vs planning dichotomy somewhat mirrors the inside vs outside view 

dichotomy. Actually staying on the object-level is somewhat analogous to the inside 

view as it gives you more information about the world. Going meta is, then, a little 

like the outside view, as you’re trying to use more high-level principles to reason 

about the world. 

 

When it’s useful to note this dichotomy: If you find yourself doing too much of one 

or the other. Being stuck making plans doesn’t work if your plans don’t cash out 

into real world actions, and only doing stuff isn’t effective if you don’t first give it 

some forethought. 

 

 

6) Generative mode vs Iterative mode: 

(Similar to top-down and bottom-up design.) 

This is a way to approach doing things, two different ways to consider how to start 

a project. 

 

Generative mode is where you build up the object, piece by piece. Often, you 

already have the main skeleton and idea in your head, and the process consists of 

slowly building it up. An example is cooking, where you already know what the 

main ingredients are; the overall process, then, is about combining them to make 

the dish. For some projects, then, using generative mode encourages you to 

identify the big parts first, and then sequentially put it together. 

 

Iterative mode is where you start you something rough and polish it, bit by bit, until 

it’s finished. It’s about starting, even if you lack a full picture, because, along the 

way, you’ll improve the project. An example is writing an essay, where the first step 

is to get the ideas down, then you edit, and then you finalize the product. It’s less 

about needing to get each individual step 100% correct because the overall creation 

process encourages changing and improving. 

 

As I mentioned above, these are two potential ways of getting started on a project. 

Both of these are far better actions than mere hesitation or inaction, especially if 

you’ve been meta for far too long. 

https://en.wikipedia.org/wiki/Top-down_and_bottom-up_design


 

When it’s useful to note this dichotomy: Generative mode or iterative mode are two 

ways of thinking about how to get something started. If a project seems difficult to 

start because you feel like you need to get all the parts right, it probably makes 

sense to dive more into an iterative mode. Here, poor design is merely part of the 

process, and you can perhaps penalize yourself less for not meeting whatever 

mental bar was holding you back. 

 

 

Conclusion: 

So clearly, the categorization I provided here has limits. A common theme is that 

going way too far into either end of the dichotomy might be problematic. (I do think 

that going full out for clean thinking and the outside view is much less bad 

compared to the other ones, though.) 

 

There’s a more general question of when a gradient makes more sense than a 

binary distinction. A good example where I think this is clearly the case is the 

distinction between “free will” and “coercion”, where the reality of the situation 

points to a variety of things which can influence one’s decision. In situations like 

these, having a dichotomy does not appear to be as useful a distinction, compared 

to the expressive power provided by a gradient. 

 

<insert joke about the dichotomy between dichotomies and gradients> 

 

In all honesty, I do think the above meta-dichotomy is useful to examine to avoid 

falling into the failure mode of proclaiming that “everything is a gradient!” in a way 

similar to how people who first realize a lack of objective measuring units implies 

that “everything is relative!” 

 

But in the meantime, I hope these distinctions provide some interesting lenses with 

which to look at the world. 

  



10] Rethinking Reality and Rationality: 

[I’ve recently updated a few things in how I look at the world having to do with both 

rationality and effective altruism. In this post, I try to explain the areas of rationality 

that I find compelling to work on: improving rationality instruction and making 

existing insights easier to understand. ] 

 

Rationality: Good Enough? 

To start off, I think research in rationality is in an interesting place right now right 

now and, as a result of actually spending some time thinking, I think I’m changing 

my mind on several things. 

 

First off, it seems likely to me that two things are true: 

1. Current research into rationality by CFAR, Leverage Research, and other 

people is now heading towards areas that, from the outside, appear to be 

somewhat esoteric / confusing.  

 

2. The question of applying rationality to productivity and with regards to 

motivation is now largely a solved problem. 

 

What I mean by #1 is that it seems to me that many of the current areas of active 

development by different groups seem very inaccessible to newcomers. A lot of 

ideas, like Folding (as one publicly available example), have a lot of background 

assumptions, and a cursory look at such material only raises more questions. 

 

It may seem that the terminology and descriptions of such techniques seem to 

draw more and from mysticism and magic. I’ll be the first to admit that any cursory 

description of Internal Double Crux, for example, sounds like something straight 

out of a spellbook: “You dialogue between the two conflicting parts of you and 

reserve judgment to let the true answer appear. Then, you will see that there is no 

conflict.” 

 

An outside observer might draw the reasonable conclusion that we’ve gone off the 

deep end. 

 

https://www.dropbox.com/s/srjro4caxla0pcd/Folding%201.0%20by%20Mark%20Lippmann.pdf?dl=0
https://www.dropbox.com/s/srjro4caxla0pcd/Folding%201.0%20by%20Mark%20Lippmann.pdf?dl=0


Now this in itself isn’t exactly the problem: 

 

Seeing this sort of convergence between rationalists and thinkers of the past might 

also be a sign of something worthwhile to be found, especially as we've come to 

similar conclusions from a very different starting point. People in the past did get 

some things right. Mindfulness meditation, for example, is a commonly cited 

tradition linked to ancient spirituality that’s been beneficial even outside of its 

typical monastic context. 

 

Also, we have chains of reasoning that lead us to our current conclusions, which is 

often readily available. One thing you can (perhaps) count on from a rationalist is to 

give reasons for why they believe things. Yet, as is often the case with extended 

arguments, each step can seem very clear, while the conclusion still seems 

apparently absurd.  

 

But I’m not here to argue about whether or not current investigations in rationality 

have merit. 

 

Rather, what seems important to me is that the present areas of research consist of 

ideas that are arrived from many steps of reasoning, meaning that there’s a lot of 

assumed background knowledge. This means that even if we chance upon 

something awesome, the pool of people who could get benefit out of it seems 

pretty small. 

I will also say that I would also be surprised if these cutting-edge techniques turned 

out to be more effective than, say, TAPs or exercising. 

 

This takes us to #2, my claim that we’ve actually solved productivity. In my opinion, 

with our current knowledge on areas like habits, planning, and motivation, 

procrastination is basically a non-problem. 

 

Using the strategy outlined in There Is No Akrasia, I think that most surface-level 

productivity issues can be worked out. True, this doesn’t exactly solve everything; I 

still don’t think it’d be realistic for most people to fully utilize 100% of their available 

work timer. 

https://mindlevelup.wordpress.com/2017/04/30/there-is-no-akrasia/
https://mindlevelup.wordpress.com/2017/04/30/there-is-no-akrasia/


 

However, the CFAR curriculum alone seems like enough to get people to at least 

some sort of baseline where they’re able to be largely quite efficient. A good GTD 

system paired with some knowledge of TAPs as well as resolving internal conflict 

seems enough for most problems. 

 

Again, I know the devil’s in the details here, and I’m merely focusing on the bigger 

shape right now. 

 

It also seems to me that you hit diminishing returns fairly quickly on most of these 

techniques. For example, I suspect that having any sort of GTD system at all 

provides far more benefit than trying to optimize a system that’s already in place. 

Ditto for exobrains, precommitment strategies, internal models, etc. 

 

What this means for me is that I feel less excited about pushing farther on the 

boundaries of productivity in the way I have been doing so in the past. I also think 

that frameworks for rationality outside of a CFAR workshop are lacking, which 

bottlenecks the amount of people who can partake in the current advances. 

  

Effective Altruism Revisited: 

Recently a friend mentioned that the EA community at large is probably more 

constrained by talent rather than funding. I thought I knew this already, but it 

hadn’t quite sunk in. Probably the way he said it helped: “There’s a lot of rich people 

in EA willing to fund projects” were his approximate words, which made it easier for 

me to visualize. 

 

This drove home the point that I might want to to start doing more things in the 

world. 

His words came at a fortuitous time. Another thing that’s been on my mind lately is 

fear over the future, or some sort of internal feeling that at least sort of maps onto 

those words. I’ve been thinking about the course of things, the transient nature of 

things, and I’ve found myself to be very, very frightened. As someone else told me 

recently, “We’re living in a horror story.” 



 

Things are bad. Things are bad. Things are bad. 

 

More than that, though, the need for me to understand things now seems a lot 

more sharp. My current bumblings in the world, where I’m trying to explore more 

still seem good, but it feels like there’s now an increased need to start building my 

internal map of which levers move which things. It’s about knowing how society 

actually functions and which causal relationships are the ones relevant to what I 

care about. 

 

From this, the questions about how to actually create positive change in the world 

are now ABSOLUTELY IMPORTANT. 

 

This was a pretty weird thing for me to experience. See, I’d previously “thought” that 

I thought that effective altruism was a good idea. It now seems like I’d previously 

been wearing such beliefs as attire, or something similar. My vague feelings of Past 

Owen is something like “he had a lot of internal fire as well as a sense that things 

were wrong, but he didn’t quite grok cause prioritization”. That, and/or perhaps 

something along the way shifted where I went close to 100% into rationality and 

forgot that Reality itself was important. 

 

Writing about this now, it seems like I’ve followed this trail of reasoning at least a 

few times before, but this is the first time that I’ve explicated it like this. 

 

Internally, it feels like I very quickly went through a chain of reasoning similar to 

how effective altruism initially came about: 

 

“Think rationality is cool. → Realize the real world has problems. → Time to actually care 

about the way things work. → Start doing things in the real world.” 

 

Prior to this shift, I got that things like scope, neglectedness, and tractability were 

“important”, but now they seem like actually necessary things to be considering 

because they’re concerned with maximizing impact. 

  



Feedback Loops in Reality: 

A core idea I keep returning to over and over again is that rationality is about 

results. For me, this means having the insights from rationality actually cash out 

into informing our real-world actions and decisions. If you’re using rationality, an 

outside observer should be suitably impressed. 

 

(This is often expressed as “rationality is about winning”. Also: “sufficiently 

advanced rationality is indistinguishable from magic”.) 

 

One of the best and reliable to do this is to use rationality seek competency in 

another domain: 

 

It seems like one reason why this whole “make sure your ideas hold up in the real 

world” thing is important is because having an actual domain to test stuff means 

you get fast feedback loops. 

 

For example, performing magic gives you very fast feedback loops on manipulating 

people’s perceptions. The difference between successfully pulling off a trick and 

failing to do so is very large—the audience tells you outright if you messed up. Then 

it’s back to the drawing board to find something that can fool them. 

 

The point here is that having some sort of process that allows you to both iterate 

quickly and produce largely generalizable results is very valuable. Many domains in 

reality serve as a structure that promotes these types of feedback loops. 

 

We can think of rationality as an input we feed into these domains, and the output 

(i.e. how good we did in the domain) as providing information about how useful our 

rationality is. 

 

One thing that’s perhaps of interest is noticing that, often, we can use Rationality 

itself as the domain by which we feed in rationality as the input: 

 

For example, if you would like to consistently add to your GTD system, you can use 

a TAP to add things you remember to the list. Likewise, if you’re trying to integrate a 



habit via a TAP but you feel aversive, then this is a prime opportunity to use Internal 

Double Crux. 

 

Some techniques can even recurse on themselves. For example, if you think that 

you’re not going to use Murphyjitsu often, you can then use Murphyjitsu on such a 

feeling to see what failures come to mind. 

 

And while this seems to be quite interesting, I’m worried that this sort of behavior—

feeding rationality into Rationality—is pretty circle-jerky. It’s too easy to fool 

ourselves in our minds and conclude something was helpful when we’re really just 

selectively looking at subjective data. 

 

For me, at least, this means that, coupled with my reasons about working more in 

reality, I’m now more interested in trying to use real life as a feedback loop. 

 

tristanm has a great comment on LessWrong about this: 

 

“[Also,] it seems that they very best content creators spend some time writing and 

making information freely available, detailing their goals and so on, and then 

eventually go off to pursue those goals more concretely, and the content creation 

on the site goes down.” 

 

While it’s not exactly where I’m at, I think it points to this core idea I want to live up 

to about how all this philosophizing on goal pursuit only works if I actually start to 

pursue goals. 

  

Crystallizing Rationality 

To be clear, I do still think that rationality is very important. Especially rationality 

education. Having a way to reliably scale someone up from “baseline” to 

“competent” would be pretty awesome. 

 

http://lesswrong.com/r/discussion/lw/p5h/concrete_ways_you_can_help_make_the_community/du3n
http://lesswrong.com/r/discussion/lw/p5h/concrete_ways_you_can_help_make_the_community/du3n


(For the record, I don’t think “rationality = competency” is exactly true, especially as 

“competency” is a word that sneakily encodes much of the meaning we actually 

want to get at here. 

 

Right now, I think that the core skill of rationality is probably something like “self-

righting self-improvement”. By this, I mean that even if you just teach someone a 

few of the rationality techniques and they had this skill, you can be confident that, 

with this core skill, they could go on and recreate the rest of rationality by noticing 

problems with themselves and searching for solutions. 

 

There’s a general sense here of being able to trust the person’s problem solving 

ability such that even if they don’t have the necessary pieces available to them right 

now, you know they’ll be “all right in the end”.) 

 

The area I want to focus on is bridging the inferential gaps between a typical smart 

person and the host of ideas in instrumental rationality as well as the current ideas 

being explored. The existing mass of scattered blog posts and research papers on 

the topic is not, in my opinion, a good way to get a bright (but not rationalist) 

person from “interested” to “relatively self-righting”. 

 

I want to do better. 

 

To that end, two things seem like they’ll shape how I approach rationality, at least in 

the short-term: 

 

1. Resolving research debt in rationality. Crystallizing existing information into 

clearer insights.  

 

2. Focusing more on pedagogy and the process behind learning. Figuring out 

how to teach rationality well to others. 

 

The essay on research debt is a phenomenal one, and I’d highly recommend you 

give it a read. Basically, though, it’s about how the current incentive structure in 

http://distill.pub/2017/research-debt
http://distill.pub/2017/research-debt


academia (but it generalizes to other domains) doesn’t encourage efforts to try and 

make ideas easy to understand. 

 

Given the nature of many people in the rationality community, with our 

predisposition to multi-clause sentences and fancy vocabulary, I think striving for 

additional clarity and understanding is a worthy goal. For me, this means working 

on more projects where I take obvious, fairly basic concepts in rationality, and I find 

ways to make them clearer. 

 

My current efforts on this are on making a mini-book on instrumental rationality, 

the way I wish someone had done for me when I was starting out. 

 

For #2, pedagogy, my current impression is that CFAR has a very good idea of what 

this looks like. Their workshop’s been iterated many many times, and they have 

good ideas of which sorts of classes will and won’t be useful. And I’m already 

involved there, so that’s good. 

 

Still, workshops aside, I think there's a lot of room for additional, more 

comprehensive frameworks on the matter.  

 

(I think I used to underestimate the level of effort involved in rationality education. 

Changing people's minds is hard. Also, aside from bridging the inferential distance, 

things are often in motion. Systems tend towards disarray, and part of rationality is 

about upkeep and maintenance perhaps as much as it is about pushing the 

envelope into new territories.) 

 

Also, it’s frustrating for me to see other people who seem to have gotten farther 

than I have in the area of self-improvement like James Clear, Shane Parrish (the guy 

behind Farnam Street) and Scott H Young, all end up following current incentives to 

their unfortunate conclusion: 

 

Instead of looking back on their progress and insight and crystallizing it, they 

market their services in one way or another, be it through speaking engagements 

http://lesswrong.com/lw/oxt/introducing_the_instrumental_rationality_sequence/
http://lesswrong.com/lw/oxt/introducing_the_instrumental_rationality_sequence/


or an online course. The rest of their content is filed away in blog archives that are 

messy and not well-arranged for others. 

 

(By crystallization, I mean the process of optimizing for understanding. Kalid Azad 

of Better Explained has a very good algorithm he calls the ADEPT method. Also a 

recommended read on optimizing for communication.) 

 

I don’t really blame them, though. People are willing to pay money for this sort of 

thing. It’s a win-win situation: the people teaching gain money, and I’m sure the 

people learning walk away at least thinking that they got something. I mean, that’s 

why CFAR charges a sizeable fee for their own workshops. 

 

Because people are willing to pay for this kind of upgrade.  

 

Yet, I look at this entire field of exciting ideas, and I don’t like how everything is 

either confused or locked away. 

 

It feels very unfortunate to not have a public framework that collects all these ideas 

for self-learners. There’s a thing that I want, and it involves making a repository of 

rationality that’s both structured and clear for all the people behind me who are 

trying to figure out similar questions. 

 

And I sure as hell don’t want to ask for someone’s email before giving them the 

information. 

 

Updating My Approach: 

What does this all mean for my actions in the short-term? 

 

The obvious things now seem to be to: 

1. More deeply engage with ideas in effective altruism.  

 

2. Do more things in reality that force me to keep only the parts of rationality 

that don’t shatter upon impact. 

https://betterexplained.com/articles/adept-method/
https://betterexplained.com/articles/adept-method/


 

So I’ll try to look at what sorts of actions I might take differently as a result of caring 

more about the above two points. Going into the world, diving in, and all that. 

But what about mindlevelup? 

 

I want to spend more time on organizing posts, mapping out concepts, and finish 

writing the first version of the Instrumental Rationality book. I’ll also look to update 

the site to make it friendlier to newcomers. This’ll definitely eat into time I’d 

previously spent on writing more blog posts. 

 

However, I think I also want to maintain my weekly update schedule on MLU. 

Regardless of the direct impact of what I write here, I think it’s still very powerful 

commitment device to keep myself thinking and writing, which seems hard to get 

from elsewhere. 

 

At the heart of it all, I think I find myself just generally enjoying thinking about 

rationality at this point. 

 

Which is problematic because then it’s hard to disentangle my own affect from 

actual benefits conferred by these skills. But that’s where real life comes in as the 

final arbiter. 

 

Another recent conversation, though, has convinced me that humans don't explore 

nearly as much as we could, which means we’re missing out on a whole bunch of 

exciting ideas. I think that's worth keeping in mind. 

 

So I'll keep pushing new ideas here on mindlevelup. I think one thing I did well was 

chart the arc of development of ideas across different stages of my thought process 

on this blog. My hope is that with some organization and examples posts from each 

"stage" of thought, I can at least gesture at the overall shape of how things changed 

for me. 

 

Now I think I'm at the point where I want to start exploring crazy magical ideas. 

  

http://mindingourway.com/dive-in/
http://mindingourway.com/dive-in/


tldr; For rationality blogging, I’ll keep writing here on MLU, but expect more varied 

topics that go beyond normal productivity stuff. Expect to see an alpha draft of my 

instrumental rationality mini-book (~60 pages, estimated) coming out soon (~2 

months, estimated). 

  



12] Explication: 

[This essay is about explication, the notion of making things specific. I give some 

examples involving Next Actions and systematization. This might also just be 

obvious to many people. Part of it is also a rehash of Act Into Uncertainty. 

Ultimately, explication is about changing yourself.] 

 

I’ve been reading Mark Lippmann’s Folding lately, and one thing that he mentions 

early on is the idea of “felt meaning”. While I’d heard the related term of “felt sense” 

in the context of Eugene Gendlin’s Focusing before, I never really got a good 

definition. 

 

In Folding, Mark gives several examples which I found to give me a much clearer 

understanding of felt meaning: 

 

(Emphasis is in the original text.) 

 

[“When you say something, and it doesn’t come out right, you try again. Where your 

mind goes before you try again, that’s felt meaning.  

 

When someone says, can you explain that in different words? Your mind goes back 

to that, in other words, felt meaning.  

 

... 

 

When you remember what you were saying, the what is felt meaning.”] 

 

In other words, there’s some sort of wordless impulse, a general notion of 

“meaning” which we then try to put into words. Moreover, language and the 

meaning we wish to encode using them are two distinct concepts. 

 

Thinkers like Wittgenstein have already explored this relationship between 

language and meaning in detail, and today’s essay isn’t intended to try and add 

anything new to this philosophical discussion.  

 

https://mindlevelup.wordpress.com/2017/03/24/act-into-uncertainty/
https://www.dropbox.com/s/srjro4caxla0pcd/Folding%201.0%20by%20Mark%20Lippmann.pdf?dl=0


Rather, I want to talk about the actual act of explication, the process by which we 

make something specific. 

 

 In Focusing, explication plays the key role of trying to fit words to your felt sense, in 

an effort to try and accurately pinpoint how you feel, which can be therapeutic. In 

other areas, I think explication also helps out in combating the confusion and 

disarray when we are confronted by vagueness. 

 

Like I mentioned in Act into Uncertainty, I think vagueness or uncertainty can feel 

comfortable because, in a way, it’s protecting us. Explicating and being specific 

opens up our plans and hypotheses to falsification; it leaves them vulnerable to 

being affected by evidence. On the other hand, remaining uncertain means we can’t 

be shifted either way because we never made a strong statement in the first place. 

 

But much like the false impartiality of King Solomon who suggested cutting a baby 

in half to compromise both sides, trying to stay superior by refusing to take a 

stance is itself a stance—and a poor one at that. 

 

We want our plans to fall in the face of contrary evidence. We want goals that are 

actually realistic. A vague goal means that we don’t aren’t required to specify what 

we actually want to get done, which clearly makes it harder to make progress on 

them. Plus, vague goals give you more excuses to wiggle out of your own promises: 

 

In my own case, there’s a secret part of me that is aversive to explicating; it wants to 

stay in the vagueness. On some level, I think that if I just underspecify what I’ll get 

done for today, then that leaves open the possibility that I’ll be able to somehow get 

all my work done.  

 

Clearly, things don’t work that way. It’s important to try and decouple wishes from 

predictions. 

 

**** 

 

https://mindlevelup.wordpress.com/2017/03/24/act-into-uncertainty/


My short-term memory is not very good. When trying to solve a coding problem, for 

instance, I often need to go several layers deep, and I often end up forgetting why I 

started in the first place:  

 

For example, say I first start off trying to figure out how to reverse a list in some 

language. I look it up, and I find out that it requires importing a library. I look up 

exactly what this library does. I click the first three links on Google. Someone online 

has written an engaging introduction to the library as a whole.  

 

By the time I finish the introduction, I’ve forgotten why I started in the first place.  

 

It’s not just this difficulty remembering several layers that’s hard. There’s also the 

question of what to do after having received such an info-dump. “What am I 

supposed to be doing now?” is what I’ll often ask myself. 

 

For these sorts of situations, having a short-term Next Actions list is very important 

for me. This is exactly what it sounds like; it’s a list of what to do next. As I proceed 

down each layer, I write down exactly what I hope to accomplish at each step.  

 

I think most people are merely tracking what they need to do next implicitly at the 

back of their mind. In my CS classes, most people seemed to start on coding 

problems without making extensive use of whiteboards, drawings, or other 

supplementary tools that help with explication. It seemed like their next action was 

in the form of felt meaning, an implicit wordless feeling of how to proceed. 

 

This is reasonable. I think there’s a strong argument that our brains handles 

ontological concepts better than mechanistic ones. Thus, when I’m, say, solving a 

problem, it can be more comfortable to tell myself I’m “doing programming” and let 

my brain internally handle the actual steps of what to be doing. 

 

However, as we’ve seen from people who try to build sustainable habits, it’s the 

atomic, mechanistic actions which lead to things getting acted on. The real world 

runs on mechanisms—reality always has a Next Action. Thus, when we explicate 



the felt meaning behind what to do next, we’re also converting the nebulous feeling 

into a format that’s more workable in reality. 

 

I also think it’s reasonable to think that well-structured explications are easier to 

understand. By translating your felt meaning into words, it’s also easier to evaluate. 

I think this part of the reason why explication on your own thoughts (which, from 

perspective you should already be aware of) can help you learn new things about 

yourself. 

 

As you feed your felt meaning back into yourself, in a more comprehensible format, 

you gain more insight. 

 

Explication isn’t just about changing the format to make things clearer—it’s also 

about changing yourself.  

  



13] The Ladder of Interventions: 

[This is a hierarchy of techniques to use for in-the-moment situations where you 

need to “convince” yourself to do something. I don’t necessarily endorse the sort of 

mindset this encourages because in a perfect world we wouldn’t need to use these 

sorts of patches at all. However, the Ladder outlined below is roughly how I actually 

handle motivation problems in practice, so it’s here anyway.] 

 

[META: Several of the past MLU posts here have been in a sort of numbered list 

format. I don’t actually like “listicles”, and this list structure just sort of happened, as 

a result of essay organizing. How do you, reader, feel about this? If you don’t 

normally comment, perhaps take this as an affordance to let me know!] 

 

As humans, our short-term preferences aren’t always aligned with our long-term 

goals, and this disconnect forms the basis for lots of ideas in instrumental 

rationality. With so many potential tools, I’ve found it useful to have a rough 

ordering of which tools to try when. The general philosophy behind this ordering is 

to throw increasingly high-powered tools at the motivation problem until it 

disappears. 

 

This is probably not optimal. 

 

Ideally, I’d like for every internal disagreement, i.e. problem of motivation, to be 

resolved by addressing all your competing concerns and letting all sides get a 

chance to talk. But in real life, it’s often a lot more messy than that, and there’s 

sometimes not enough apparent time to run a full-fledged round of truth-seeking. 

 

Thus, when confronted by an “intention-action gap” (i.e. motivation problem), even 

though I want to say that I try to use Internal Double Crux whenever possible, what 

often actually happens is that I try several techniques until I “feel like” doing 

whatever action I was deliberating on doing. 

 

(It’s analogous to the Engineer vs Hacker mindset.) 

 

https://mindlevelup.wordpress.com/2017/01/14/instrumental-rationality/
https://mindlevelup.wordpress.com/2017/02/24/concrete-takeaways-post-cfar-5/
https://sinceriously.fyi/engineering-and-hacking-your-mind/


What follows is the ordering of several abridged versions of rationality techniques 

that I’ll run through when I find myself in a motivation problem. My ordering is 

approximately based off the perceived mental effort involved in each action (so the 

“easiest” action comes first) because that often seems to be the costliest resource 

for me. But a different ordering might work better for you. 

 

The Ladder: 

[Start with 1) and proceed down the list until you feel like you want to get your task 

done] 

 

1) Checking the Obligation: 

“Do I really need to take this action?” 

 

Sometimes, the action I am trying to motivate myself to do is a byproduct of free-

floating obligations or other reasons that, upon reflection, might not actually be 

very good justification. So before everything else, my default is to check in and see 

how I feel about the obligated action. If it turns out that it’s not very useful, or my 

reasons for wanting to do it actually weren’t strong, then I just don’t do it, and I 

don’t need to go any farther. 

  

However, as you might expect, any search for reasons can be very subject to 

confirmation bias. For example, if you remember that you needed to get some 

homework done in the middle of a TV series, you can likely expect that your brain 

to come up with highly reasonable-sounding arguments as to why finishing the TV 

series is better. So that’s a big potential pitfall. 

  

In cases like these, it’s important to listen carefully to those lone voices of dissent 

that quietly cry out, “Wait! This is Bad!” and take it as a signal that your preferences 

may have been compromised. (But also, your ability to listen for such dissent is 

probably at a minimum in such scenarios…) Time-inconsistent preferences are a 

tricky thing.  

 



Overall, though, I still think this is a useful thing to check before moving on to 

anything else because it has the biggest benefits if it turns out that the obligation 

truly isn’t very necessary. 

  

EX: You are sitting down for a class, and you feel very bored and don’t want to stay 

for the whole lecture. Checking in with your obligation to stay in class, you ask 

yourself if attending this class is even truly necessary. 

 

 

2) Shift Local Preferences: 

“Can I put myself in a state where taking this action feels desirable?” 

 

This is based off the idea of mutable local preferences in Attractor Theory. The 

short summary is that the sorts of things that feel desirable in any given moment is 

actually quite influenced by your environment, thoughts, and actions you take. 

 

Thus, if you find yourself finding unwilling to do something or drawn to something 

you want to abstain from, consider looking for actions that can reliably change your 

preferences. What those actions actually look like will likely differ from person to 

person and if you’re trying to avoid a specific action or perform a specific action. 

 

For avoiding a specific action, one general type of action to consider are ones that 

directly tap into your reward centers. 

 

EX: If you’re trying to avoid watching porn, a quick hack is to start playing video 

games, as many games are both immersive and come with quick feedback loops to 

cut off any thoughts about pursuing other actions. 

 

(Yes, you’re basically substituting one addiction for another in the above example. 

But if you’re swapping a lesser evil in for a greater one, that still seems like a net 

benefit to you.) 

 

https://mindlevelup.wordpress.com/2017/03/18/attractor-theory/


For performing a specific action, finding ways to tap into a state of mind where you 

feel more willing to take on certain actions as a result of “feeling pumped” could be 

good. 

 

EX: If you don’t feel motivated to get your math homework done, consider reading 

up on the biographies of Euler, von Neumann, or Gauss to feel more motivated to 

do more math. (If you’re the sort of person who gets pumped by reading about 

other people’s awesome accomplishments.) 

 

 

3) Focusing on Salience: 

“Can I selective focus on some of the positives to convince myself this action is 

worth taking?” 

 

Though we might like to think of ourselves as agents who incorporate all or most of 

the available information to make decisions, such integrated decision-making is 

often far from reality. Rather, it’s usually a small number of salient features that 

determine our actual choices. Focusing on Salience is an effort to capitalize on how 

some immediately salient features can turn the tide when making decisions. 

 

You’re looking at the beneficial parts of whatever action you’re trying to take, and 

then letting those pros outweigh any objections you might have.  

 

If this sounds shady, you’re right. While it’s not exactly about deceiving yourself—

the whole point of this is to focus on true positives that are associated with the 

action, this does change your decision-making process to become more 

“unreasonable” in that you’re intentionally not looking at all the information. 

 

Internally, it feels like you seize upon one or two desirable things that result from 

taking the action and keep those benefits in mind. There’s an element of telling 

yourself something like “I’ve already acknowledged the negatives, but I’m still okay 

with taking this action because of these fricking sweet positives which make it a 

worthy tradeoff!” 

 

https://en.wikipedia.org/wiki/Leonhard_Euler
https://en.wikipedia.org/wiki/John_von_Neumann
https://en.wikipedia.org/wiki/Carl_Friedrich_Gauss


EX: You are trying to get out of bed. You focus on how getting out of bed means you 

can be active, and you link being active to embodying a mystical sort of Life-ness as 

a quality. Life-ness is very good, you think, and with that thought in mind 

supporting you, you’re able to push yourself out of bed.  

 

(While I’m willing to make some tradeoffs in good decision-making for some speedy 

instrumental benefit, you might want to read about an opposing view here.) 

 

 

4) Precommit: 

“Can I restrict my options such that taking this action is one of the only things I can 

do at all?” 

 

If the above three things haven’t worked, then I begin to doubt my ability to get the 

action done on my own, uninfluenced volition. Precommitment is about either 

shifting your incentives (EX: via self-blackmail) or purposefully restricting your 

options (EX: turning off WiFi when trying to get work done) in order to get yourself 

to take certain actions. 

 

In a way, this is basically a hardcore application of Attractor Theory because you’re 

once again shifting your incentives. It’s not exactly the same thing, though, if you 

take a more nuanced view that looks at whether the incentives are internal or 

external and also to what degree you are being “coerced”. 

 

The internal-external distinction is often applied to motivation, where people refer 

to internal vs external motivation. I think there’s a lot to be said here, and I’ll likely 

write more on this later. In broad strokes, though, it seems useful to distinguish 

between pursuing actions because you expect something in the world to happen 

(EX: receiving an award for high marks on an exam) or because you “desire” for it to 

happen (EX: scoring for high marks because it’s tied to your self-worth). 

 

Also, my typical experience with precommitment is that it is not very good for 

shaping decisions in split-second situations; it’s used best to pass some tasks onto 

Future You. Nevertheless, it’s indeed something I will use if the chance arises.  

http://lesswrong.com/lw/k7h/a_dialogue_on_doublethink/


 

My reasoning is that typical opportunities to precommit are often underestimated 

by our intuitions. The ability to focus seems very valuable, and the loss of flexibility 

is more than made up by the additional focus precommitting enables you. 

(Something about Deep Work seems relevant here.) 

 

Additionally, I don’t quite trust my ability to make sound decisions in the moment, 

as Attractor Theory means that once I’ve chosen one action, I’ve pretty much 

determined how I’ll act for the rest of the day, as I shoot from one Attractor to 

another: 

 

For example, if you knock over a line of dominoes, you can already predict what the 

end result is, yet every domino “feels” like its falling is the most natural thing in the 

world to do. Relating this analogy to how Attractors shift your preferences: for me, 

the in-the-moment switching from one action might seem completely natural as my 

preferences shift. But it’ll still be the case that, given knowledge of my starting 

point, you’d be able to largely predict where I’d be several hours from the start.  

 

(I think the relevant mathematical metaphor here is that of a Markov chain.) 

 

EX: You’re trying to run more, but you find yourself always making excuses. You call 

up a friend and set a time/place, effectively using your friendship capital to 

blackmail yourself. This finally pushes you to start running. 

 

 

5) Go Uphill: 

“Can I simply do it?” 

 

The last resort is to, as might be obvious, just do it. Willpower, strength, Resolve, 

etc. all seem to be pointing at something useful. We humans seem to have the 

ability to override typical objections and instead act on our “higher-order” 

preferences. 

 

http://calnewport.com/blog/2012/11/21/knowledge-workers-are-bad-at-working-and-heres-what-to-do-about-it/
https://en.wikipedia.org/wiki/Markov_chain
https://mindlevelup.wordpress.com/2017/02/20/resolve-post-cfar-3/


Truth be told, I don’t have that much success with this one. While the Baumeister 

idea of ego depletion or the related idea of willpower as a muscle both now seem 

very suspect, it does seem largely true that “if you use willpower more, you’ll 

become more able to use willpower more”. And to that extent, finding new 

opportunities to use Resolve probably trains the ability to see more opportunities 

where Resolve is a useful tool to be using. 

 

For me, then, holding onto this as a last resort might not be a very good idea for me 

if my goal is to try and use more of it. (Perhaps it’d be good to flip this Ladder 

around for a while to see what happens…)  

 

EX: You would like to read a book, but other things keep getting in the way. You say 

“Screw it, I’m reading the book!” and read it. 

 

(This is not a good explanation, and the original Post-CFAR essay that I linked on 

Resolve might be a clearer read.) 

 

 

Conclusion: 

When I was explaining this Ladder to a friend, they pointed out that a major flaw 

here was that all of these techniques are self-reliant. That is, if you have a 

motivation problem in trying to get an action done, it’s possible that you’ll also have 

a motivation problem in trying to implement any of these techniques. 

 

I admit that I feel somewhat compelled to go for some special pleading and say 

things like, “Wait, but the whole point of this Ladder is to not have to recurse on 

finding the motivation to perform techniques which themselves require 

motivation—that’s not the point here—realistically there’s got to be some actions 

that are easy for you to do!” 

 

But what I’ll instead respond with is to acknowledge their point that the Ladder isn’t 

enough. There are other pieces, like prioritizing, systematizing, and decision-making 

which are also important to winning at life. The internal-external distinction I briefly 

http://blogs.discovermagazine.com/neuroskeptic/2016/07/31/end-of-ego-depletion/#.WU_9sGgrL50


touched upon in the Precommitment section also seems relevant—you can’t always 

rely on self-directed impetus to succeed.  

 

There’s also more to be said about how different ontological lenses, i.e. operating 

systems, can be used to frame rationality. My use of a Ladder presupposes several 

things, like the idea that rationality techniques are conscious operations you 

execute, rather than habitual, reflexive actions you’ve already got installed. 

 

My hope, though, is that the explicit use of an ordering (based on some metric) 

makes this a useful metaphor you can quickly pick up and use with regards to your 

own techniques. 

  

https://mindlevelup.wordpress.com/2017/02/18/ontologies-and-operating-systems-post-cfar-1/
https://mindlevelup.wordpress.com/2017/02/18/ontologies-and-operating-systems-post-cfar-1/


14] Learning from Past Experiences: 

[This is about finding ways to quickly learn from past experiences to inform future 

actions. We touch upon different learning models, but the main focus is on finding 

a way to learn well from the past. This post is also fairly Obvious, so it’s perhaps not 

as insight-dense as other posts.] 

 

A commonly used distinction in psychology is that between goal-directed action 

and habitual action. As the name suggests, goal-directed action involves deliberate 

decision-making. Habitual behavior is a more automatic behavior that happens 

without much conscious input. 

 

This seems to mirror a distinction in reinforcement learning between model-based 

and model-free reinforcement learning. 

 

Admittedly, I know very little about RL, but my cursory understanding of the two is 

this: Model-based RL tries to build up an internal map to sketch out the 

consequences of taking different actions. On the flip side, model-free RL tries to 

cache values of certain actions based on past history, leading to a more habit-like 

response to stimuli. 

 

Several friends of mine have found it useful to model humans as reinforcement 

learning agents. Given that I’m not well-versed in the field, I don’t think I can say the 

same for me, but I’ve definitely tried to take some cues from what I currently 

understand.  

 

One simple example of this is trying to assume a sort of telos with regards to 

apparent bugs I face. This typically cashes out into asking myself something like, 

“What purposes does this behavior serve? How is it trying to help me?” This is one 

of the approaches I think is useful to take if you’re consistently breaking your own 

commitments. 

 

Also, I definitely think that I’ve been building robust models from the greater field of 

learning theory. For one, the idea of shaping can be used to “scale up” habits: In 

shaping, you gradually reward the agent as it gets closer to the target behavior. As 

https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4074442/
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4074442/


an example, if the end goal is to get someone to swim, you might first start with 

getting into the water, then staying underwater, and finally propelling oneself.  

 

This roughly the approach Mark Bao takes in sustainable habit design, where he 

suggests starting off with a small action and ramping it up over time as you become 

comfortable with the current level. I think people recognize that this is obvious in 

some domains like exercise (where it’s basically the norm), but not everyone 

generalizes this as a principle when it comes to other areas.  

 

I think that one of the interesting in Bao’s post is how he points out that you can 

update your System 1 intuitions about potentially aversive actions. His solution, 

though, is willpower, which I think is a little misguided; as most MLU readers 

probably now know, I’m not a fan of willpower as a cure-all. The standard view in 

rationality (and mine) seems to favor the Internal Double Crux model, where you’re 

trying to act as a mediator in communicating between your conflicting sides. 

 

However, I think that aversions don’t cover the entire space of “actions we don’t 

take”. Aside from things we consciously avoid because of internal conflict, I think 

there’s also actions we’re biased against because of cached computations and our 

current habits.  

 

For example, I used to feel like I was the sort of person who didn’t approach 

strangers. I think fear was part of it, but I also just didn’t feel like it was compatible 

with my self-image. Recently, though, I’ve had several great experiences where 

chatting with strangers has turned out well.  

 

Still, when I see new people, my cached thoughts about shyness come to mind a lot 

quicker than any recent, updated encounters. 

 

I think this distinction of “aversion vs cached” is useful because there are times 

where being able to bring up the memory of the updated experience can serve as a 

sufficient intuition pump to get you to take action.  

 

http://markbao.com/journal/building-sustainable-habits-why-we-make-excuses-and-resist-habit-change


Given that my short-term goal is to try and explore more, I think this very important 

because I’m currently trying to bias towards change. I’d like a setup that looks like: 

 

1. Explore something new / a twist on something old. 

2. Get new information about the event. 

3. Cache the memory of 2 as a salient example to further future action. 

 

In a way, this is a little similar to both exposure therapy and Comfort Zone 

Expansion, CFAR’s take on the concept.  

 

I guess the actual thing that I want is a systemized way for keeping track of new 

experiences and a way to cache them. I want them to trigger, in a habit-like way, 

when I encounter situations where I’d like the updated intuition to be in mind. 

 

A TAP like [Feel surprised by an action] → [Write down a to-do to write down the 

encounter in detail] could work. 

 

Suggested Exercise: Learning from Past Experiences 

1. Set a 10 minute timer. 

2. What is one thing that surprised your models this week? How did the 

situation go? Write down a paragraph describing the encounter.  

3. How do you expect to do better in the future. Write down 3 examples. 

 

  



15] Writing as Input vs Writing as Output: 

[Obvious ideas on writing being either for yourself or for others. Paul Graham has 

also written things to this effect.] 

 

I think there’s at least two distinct ways of viewing writing which seems relevant to 

rationality: writing as a way to help yourself versus writing as a way to help others. 

 

The first view is about writing for the development of your own thoughts. Here, 

you’re using the written word as an aid to your thinking. By explicating [LINK], 

you’re able to see more of the implicit connections between your thoughts. And by 

using an essay as a way to explore ideas, you can end the essay with something 

novel—perhaps a connection you hadn’t seen before sitting down to write. 

 

The second view is about writing for others. You need a working theory of mind; 

rather than just working things out in your own head, you’ve got to figure out how 

to work things out in another person’s head. Ideas like context, examples, and 

inferential distance come into play here. They’re all tools meant to try and 

overcome problems presented by the illusion of transparency. 

 

Related to the title, you can think of writing as the output of a process generated by 

your thinking process; you tried to figure something out, and the writing was a 

byproduct. As a result, the ideas are split between your head and the paper. (Failing 

to distinguish which ones are where seems like a big contributor to the illusion of 

transparency.) When writing for an external audience, though, you don’t have this 

bifurcation. Everything needs to be on the paper: it’s the only input you’re allowed. 

 

This seems to be why rewriting essays is good. The first pass is allowed to be as 

poorly written as you like, as the main point is figuring out a good structure of ideas 

in your head. Once that’s done, you can solve the second problem of figuring out 

how to structure them well for an audience. 

 

I claim no originality with this view; still, I think this is interesting to consider 

because it once again represents two ends of an axis you can trade off against. 



Writing for others tends to be costlier for the writer, as it’s less immediately 

connected to the direct flow of ideas. 

 

For me, I think I’ve internalized some of the useful best practices for writing for 

others like the liberal use of examples. The result seems to be that most of the 

things on MLU end up being ideas I already have some sort of background on that 

allows me to write them in a way that focuses on introducing the ideas to others. 

 

I think pivoting to things that I know less about might be fun, at least for a while. 

  



16] Lying on the Ground: 

[A rambling look at how rewards, distractions, and attention interact. Starts with the 

idea of lying on the ground as an interesting break-time activity and goes from 

there.] 

 

Sometimes, when I need a break, I’ll just lie on the ground. Maybe I’ll also roll 

around for a little bit. 

 

It’s weird, I know, but I endorse this quite strongly for two reasons: 

 

1) Saturation:  

People seek novelty, and one thing that’s often difficult is maintaining the same 

activity for very long periods of time. One way to think about this is that we have an 

internal Saturation Meter, which measures how much more of one activity you can 

take.  

 

Saturation can be thought of as one way of looking at how variety in the form of 

little breaks can help. Malcolm Ocean’s distinction of breaks being divergent or 

centered also helps point how noticing that “distractions” can still be productive. 

With lying on the ground, I’m basically trying to point at the category of Centering 

Distractions. 

 

Once an activity feels Saturated, a feeling of boredom kicks in. We feel compelled to 

try and something else; in those states anything is better than the Saturated 

activity. 

 

Even in flow states, I personally find it hard to keep doing the same thing for longer 

than about 2 hours. For me, this is true for things like Netflix or video games, which 

are quite powerful Attractors. 

 

I claim that after about 10 minutes of lying down, you’ll feel more compelled to take 

on another activity. It’s a very weak Attractor activity that helps with recharging. The 

point here is to find a low-friction activity which doesn’t hijack your attention.  

 

http://blog.complice.co/post/89137714962/what-kinds-of-distractions-are-good-for-your


“When I don’t want to do work, I just sit down on my couch and do nothing until I 

feel like working again.” 

- Overheard at a CFAR workshop 

 

It seems to me like much of the trouble with getting derailed or “off-schedule” is 

less about not doing work as it is about getting sucked into dark spirals of 

attention-grabbing rabbit holes, whether that’s a new TV series, an entire comic 

books series, or a funky subreddit. Thus, I think taking time off to do things like this, 

which can be thought of as auxiliary actions to help with your overall productivity 

are quite good. 

 

 

2) Cultivating Feeling 

Feeling is a loose label I use for the category of things which involve getting in touch 

with your body’s sensation. Mindfulness, Folding, and Focusing all fall in here, as do 

typical meditation and cold showers. It’s sorta about the general art of savoring 

experiences, but more focused on the relation between you and the world. 

 

In Folding, Lippmann talks about just hanging in the moment and noting your 

mental state as a useful skill to learn more about your mind. I think there’s a neat 

analog when it comes to physical sensations. As we’re often having our attention 

directed for us towards other things, it can be a good exercise to try and directing 

your attention. 

 

The second useful thing, then, when you lie on the ground, is to just note the 

feelings of your body in relation to the ground. There’s a lot to take in if you open 

your zone of attention.  

 

I know that I haven’t really explained why I think Feeling is a useful concept. I’m still 

trying to clear up my thoughts on that front, but let me try to give a little bit more of 

the concepts behind it: 

 

2a) Attention and Attractor Theory: 

https://www.dropbox.com/s/srjro4caxla0pcd/Folding%201.0%20by%20Mark%20Lippmann.pdf?dl=0


Recently, I’ve been seeing local preferences and the focus of attention as closely 

related concepts. As I mentioned above, I think that typical life is filled with 

reinforcing loops that steal your attention and make it very attractive to keep going 

around and around until Saturation kicks in, and 2 hours have disappeared. 

 

While certain reinforcing loops, like an engaging textbook, might be useful for 

certain purposes, I think that a good structure of interacting with information 

consists of: 

 

● Taking it in, absorbing it from a inside view, where you’re just trying to grasp 

what the information means. 

 

● Asking yourself what you think about the information from a more outside 

view, where you step back from the text. 

 

Thus, in an effort to correct in the opposite direction, I’m looking to inject more 

opportunities for doing the second bullet point, which is about being more 

generative, synthesizing existing information by putting in mental effort. 

 

 

2b) Hedonic Treadmills 

The hedonic treadmill refers to how we can become acclimated to luxuries. As we 

become accustomed to better and better living experiences, we need to seek out 

ever more extreme stimuli.  

 

This seems to be because we often use relative comparisons (rather than absolute), 

and quickly take our current environment to be the status quo. Thus, when it 

comes to superstimuli like video games, I think that our hedonic treadmill scales up 

way too quickly, causing us to miss other options. 

 

I think that there are interesting experiences that we’re too quickly to discount 

because they can’t compare with what we have. (This is related to my thoughts on 

obvious advice and insight porn.) I think there’s something about Feeling that helps 

http://lesswrong.com/lw/h3/superstimuli_and_the_collapse_of_western/
https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/
https://mindlevelup.wordpress.com/2016/10/28/insight-porn/


you reset the “zero-point” of your hedonic treadmill, making actions like checking in 

with yourself physically feel more palatable. 

 

By getting yourself accustomed to noticing the sensations of even apparently 

boring activities, I think this helps make work seem like an even more attractive 

option compared to the alternative (lying on the ground).  

 

 

2c) Interval Rewards 

There’s this thing that happens with rats and a lever that delivers food: If you set it 

up so the lever always delivers, the rat soon learns that the lever delivery is 

consistent and goes off on its own business. However, if you set up the lever to 

deliver food randomly, then, without the comfort of consistency, the rat soon 

develops a habit of pushing the lever whenever it can, in hopes of securing food. 

 

I think this is roughly analogous to why so many Facebook users are habitual: By 

the very nature of the application, your notifications are tied to other people’s 

activity— something you can’t predict very well. Thus, without any sense of 

consistency, you end up compelled to check Facebook notifications at any given 

opportunity. 

 

This idea of variable interval rewards, of delivering them at a randomly selected 

time, is a powerful reward scheme for creating new habits. On the flip side, if 

Facebook instead gave you a daily digest that bundled that day’s notifications into 

one package, delivered the same time every day, then I think we’d see less 

compulsive Facebook-checking. 

 

(This is less of its own distinct point, but it’s more about a way that attention-

grabbing activities can create habitual hooks into your schedule.) 

 

 

Conclusion: 

This was more a brain-dump of things I’ve been thinking about lately when it comes 

to noticing sensations than something cohesive. In short, attention is often 



something directed by the medium you’re viewing; good things might arise if you 

try directing your own attention. 

 

More structured content is coming soon, as well as an exciting new web app. In the 

meantime, perhaps try just lying down on the ground. 

  



17] Recognizing vs Generating: 

[Despite seeming very similar, coming up with something vs verifying that it has a 

property are very different. Keeping this in mind can avoid certain types of errors.] 

 

Here’s a useful dichotomy that I think gets overlooked quite often. It’s the 

distinction between Recognizing and Generating. The words by themselves don’t 

explain too much, so here are some examples: 

 

Say you’re writing an essay. You start off with a bullet point outline where you jot 

down some of your half-formed ideas. Then, you use the outline to write your 

actual essay, expanding upon the bullet points titled things like “Intro Stuff”, “Ending 

Hook”, and “Insert stuff about their connection” into actual sentences and 

paragraphs. 

 

Now, you hand the outline and the essay to your friend. “Can you identify which 

parts of this outline map onto the essay itself?” you ask them.  

 

It’s not too difficult of a task. With the outline in hand, your friend can probably 

break up the essay into rough chunks where you expanded upon the bullet points. 

 

But, now, say that you only hand the essay to your friend “Can you use this essay to 

regenerate the outline that I originally used for this essay?” you ask them. 

 

Now, it’s a lot harder. It’s not just working backward or doing things in a clear cut 

manner. Your friend could come up with lots of plausible outlines, but there's only 

one of them that is the one you used.  

 

In the first scenario, your friend merely needs to recognize which parts of the essay 

map onto the outline. In the second scenario, your friend has to generate the entire 

outline. 

 

This, in a nutshell, is the core distinction in the Recognize vs Generate dichotomy. 

 



Another, perhaps simpler example, is checking vs coming up with math proofs. It’s 

a lot easier to verify that a proof is correct than to have the ingenuity to come up 

with the proof in the first place. 

 

I also think this is why math ends up being a difficult subject for lots of people. It’s 

all too easy to fool yourself that you understand a certain subject when you’re just 

following along with the textbook. Cover up the steps, though, and try to solve the 

problem yourself, and things get a lot harder. 

 

In a similar vein, when you’re reading any sort of book and the author says, “Now, 

obviously, we can conclude X,” you should take a step back and actually think. If the 

author hadn’t presented you with the conclusion, could you have generated it with 

the pieces you already had? 

 

Lastly, a more general example of this Recognize vs Generate distinction has to do 

with coming up with ideas. If you’ve ever been in a group discussion, you’ve 

probably never had a shortage of people willing to critique ideas that are proposed. 

But having a steady stream of ideas proves to be harder. 

 

Once again, I think the distinction is at work here. It’s far more easier to point out 

why an idea is bad (after all, basically every plan will have drawbacks!) than to come 

up with ideas in the first place. This isn’t to say that criticism isn’t important, but I do 

think it’s important to acknowledge this asymmetry in effort that’s being put in by 

both sides. 

 

I think that one of the most useful ways to use this distinction is when people give 

advice.  

 

I claim that basically everyone who gives advice is doing it wrong. 

 

The tldr; is that I think that pretty much all advice people give falls into the 

Recognizable category, when they should really be thinking in a more Generating 

style. 

 



Here’s what I think roughly goes into people’s heads when they try to give advice 

into another human: 

 

1. Think of several experiences where things turned out well for them.  

EX: “That time I won the free laptop, that time I scored the awesome job, and that 

time that I asked Andy to the dance.” 

 

2. Try to find some common threads between all of the experiences.  

EX: “Well, I did always start with a good impression, I always introduced myself well 

in all of those times…” 

 

3. Distill it into something general. Give it out as advice. 

EX: “Remember to always start with a strong handshake!” 

 

So your experienced friend, hoping to impart some worldly advice, tells you to 

always start with a strong handshake. And that advice promptly gets filed under 

your “Boring Advice” drawer in your head, never to be seen again. 

 

I think that the core problem here is that your friend hasn’t done a good job of 

accurately conveying the reasons for the advice given. 

 

From inside their heads, they have access to all of their experiences, so once 

they’ve got the generalized piece of advice—”Remember to always start with a 

strong handshake!”—which they can check against their memories to verify if it’s a 

good match. 

 

They’re able to quickly recognize that the advice checks out. 

 

But, for you, the advice-getter, you don’t have access to any of those experiences.  

 

So the best you, the advice-getter, can do is imagine a few situations where the 

advice kinda works out, and it’s not at all as convincing and obviously “good” as the 

advice-giver thinks it is. 

 



I think that advice becomes far better when you start taking a Generative approach 

towards things. 

 

Now, instead of looking for common threads, you ask yourself, “What information 

would I have needed in those situations in order to have come up with those 

positive actions in the first place?”  

 

Rather than checking to see if your outcomes match the advice you give, you’re now 

actually checking to see if the advice you give even leads to those outcomes in the 

first place.  

 

Which is great because it better aligns your thinking with that of the advice-getter’s. 

It means you’re thinking about what they do and don’t know. Which means you’re 

less likely to fall prey to the illusion of transparency, the cognitive bias where we 

assume that everything we know is also known by the other party. 

 

There’s a certain sense here where you’re modeling humans as complicated input-

output machines, and you’re trying to see what sort of input would generate the 

best outputs.  

 

If we turn this back to the handshake example, an attempt to be more Generative 

might look like this: 

 

Your helpful friend tells you, “Hey, so whenever you meet someone, you should 

definitely check out the hills and valley of their hand. It’s totally groovy!” 

 

Now, your curiosity is piqued. The next time you meet another human, you squeeze 

their hand, trying to figure out where the hills and valleys are. To your surprise, 

they respond, “Hey, nice handshake!” and the rest of the meeting goes swimmingly 

well. 

 

As a result, you think to yourself, “Gee, it turns out that handshakes are pretty great 

when they’re firm!” 

 



This is undoubtedly a silly toy example.  

 

But I hope it illustrates how a large part of advice is letting the other person figure 

out the actual advice for themselves. 

 

Of course, note that the dichotomy goes both ways: If you’re receiving advice from 

someone that your brain is quickly labeling as “obvious”, it’s a good idea to do a 

check and see if you could have come up with it yourself if they hadn’t told you. 

 

And I don’t mean to imply that this model is the only or best way of giving advice.  

 

There’s certainly other ways, from going meta (EX: acknowledging that the advice 

sounds boring and/or obvious), finding ways to quickly shift intuitions (EX: telling a 

memorable anecdote), to bridging the differences in experience (EX: give more 

background information). 

 

But I think that the Recognize vs Generate distinction is still a highly useful one that 

can find itself into many more discussions.  

 

In general, taking note of this dichotomy means we want to avoid the surface-level 

similarities of what, at their very core, are quite different activities (i.e. recognizing 

vs generating).  

 

The obvious takeaway is that the effort required for the two tasks is very different, 

despite their apparent similarities. The slightly deeper one is thinking in a more 

input-output style where you’re trying to imagine fitting pieces together to get the 

end result. 

 

Interesting note: The concepts in this essay roughly parallel a dichotomy in machine 

learning between discriminative and generative algorithms.  

  

http://papers.nips.cc/paper/2020-on-discriminative-vs-generative-classifiers-a-comparison-of-logistic-regression-and-naive-bayes.pdf


18] The Best Self-Help Should Be Self-Defeating: 

[Self-help is supposed to get people to stop needing it. But typical incentives in any 

medium mean that it’s possible to get people hooked on your content instead. A 

musing on how the setup for writing self-help differs from typical content.] 

 

Say you have a job as a Self-Help Guru. You spend your days giving out your worldly 

advice to those who seek guidance on their problems.  

 

I claim that if you’re doing job as a Self-Help Guru right, then you should never have 

repeat customers. 

 

That’s the gist behind the idea that the best self-help should be self-defeating. 

 

Here are some analogies of things that I think are like self-help: 

 

● The point of taking antibiotics is so that you eventually stop taking them and 

feel better.  

● The point of wearing glasses is so that you can stop squinting and see more 

clearly. 

● The point of reading a programming textbook is so you can eventually start 

writing programs on your own. 

 

My claim is that if you’re trying to do self-help right, you want people to be able to 

“graduate” from your ideas and figure out what actually works for them. In a sense, 

you want to catalyze people to find their own optimal solutions instead of 

consisting coming back to you for more help every time. 

 

You want them to go off on their own adventures in life, confident that they have 

the ability to craft new tools when the ones you give them stop working. 

 

Once again, the Recognize vs Generate dichotomy comes into play here. Following 

advice someone else gave you can look about the same as coming up with 

something similar on your own. But being the sort of person who can generate 

solutions independently is far more effective in the long run. 

https://mindlevelup.wordpress.com/2017/09/24/recognizing-vs-generating/


 

Basically I claim the whole point of self-help is to help people help themselves.  

 

Not that controversial a viewpoint. The real problem, I think, comes in when we 

consider the way that self-help gets publicized and published. 

 

First off, consider the incentives of many media like newspapers, television 

channels, novels, or vloggers. Growing an audience is an explicit part of their goals; 

after all, their profits are largely tied to their viewership. As a result, it makes a lot of 

sense for them to come out with constant content—it keeps the original crowd 

coming, and a constant presence means it can draw more people in. 

 

But self-help is different. Arguably, the content isn’t even the real point; the real 

point is something about the self-help “attitude” which enables them to solve future 

problems. You want them to level up and then head off to do great things in the 

real world. 

 

Entertainment isn’t the point, so you don’t really want people binging on your 

content. You want them to read the content, learn whatever lessons are useful for 

them, and then move on.  

 

Which means that some sort of constant, fluctuating, or even decreasing number of 

readers can actually be a sign that you’re doing things correctly.  

 

This stark conflict between typical media incentives for publicity and the lofty goals 

of self-help hits at the heart of the issue, I think. My claim is that basically everyone 

trying to do self-improvement has gone way off into the “maximize profits and 

publicity” direction rather than the “maximize beneficial impact of the content” 

direction. 

 

Here’s a hypothetical situation: someone with genuinely altruistic motivations might 

want to first write some clickbait-type articles to bring in an audience, and then 

provide more real insights.  

 



“I’ll just do the trashy stuff first, and then I’ll gradually transition to deeper stuff 

later,” they think. 

 

And that’s fair; none of this self-help stuff is happening in a vacuum. Battles for 

attention in the modern world are zero-sum, and the other side (i.e. all other 

media) is already optimizing the hell out of “attention-grabbiness”. 

 

But that’s perhaps too unrealistic. Basically no one is that calculating. I’m not 

explicitly accusing self-help writers of being evil masterminds who write addictive 

content under the guise of self-improvement in order to make profits.  

 

Rather, I just think that throughout the normal course of writing self-help content, 

writers will just have to make certain decisions which trade off the direct benefit of 

content. 

 

One obvious example is the choice in media format. Books are self-contained and 

seem to stand at one end of an axis which has Twitter tweets and Facebook posts 

on the other. For books, feedback from the reader is far less immediate (worse for 

the author), and the payoff to the reader is far less instant (worse for the reader). 

But if you go all the way to the other end, you’re trading off conceptual complexity, 

the ability to explain deeper ideas. 

 

There are also subtler things. For example, there are certain design choices when 

making blogs to reduce binging, like removing infinite scroll, which are probably in 

your readers' best interests. Most of those choices will also reduce traffic on your 

site as a whole. 

 

It’s not even media format or design choices: 

 

When you think you have good content, you’re going to want to share it to others. 

After all, the only way that self-help materials help others is if people read them in 

the first place.  

 



And it’s just the case that most ways to get more people interested and spread your 

content involve increasing the level of “memetically stickiness” or “fun-to-read-

ness”, both of which are orthogonal to “ability to level up the reader” and often 

trade off against it.  

 

The incentive structure for self-help is unfortunately set up in such a way that the 

traditional ways of cultivating engagement don't work well with it. 

 

I think one of the worst things that can happen is for people to become a sort of 

“insight junkie”, where they’re always craving the next mental model or productivity 

hack, rather than staring down the obvious advice.  

 

The tldr; here is that this is a potential trap for people (me included!) who think they 

have good content to share.  

 

Attempts to reach a wider audience and become more memetically sticky can 

backfire when you end up getting people hooked on insight-porn-esque longform 

essays, rather than going out into their lives and being more awesome. 

  

https://mindlevelup.wordpress.com/mindlevelup-the-book/starting-advice/
https://mindlevelup.wordpress.com/2016/10/28/insight-porn/


19] Humans as Leaky Systems: 

[Fairly obvious stuff that probably lots of people are thinking about, but now put 

into simpler words (maybe). Basically, the idea that humans are affected by both 

ideas and the environment, and this is an important consideration in several 

models.] 

 

The standard models of human decision-making seem to put up a barrier between 

the agent and the environment, where they’re treated as two separate entities. You 

take an action, you evaluate its impact on the environment, and then you take 

another action and repeat. 

 

However, I think that many interesting ideas come up when you remove that 

barrier and you model humans as leaky systems. By that, I mean having a model 

that pays attention to how information is influencing the agent and how it’s going in 

and out. 

 

Here are three examples where I think it pays to model humans as some sort of a 

leaky system: 

 

Epistemological Hacks: 

Epistemological hacks are ways that manipulate beliefs or alter our understanding 

of how things work in order to achieve better results. 

 

For example, say Alice needs to file her taxes. She knows that they are due in two 

months, so she has a lot of time to get it done. However, she convinces herself that 

they’re due in a month. She sets up a “fake” calendar reminder and alters the date 

in her planner. As the end of the first month nears, she scrambles to try and file 

them. Then her dog gets sick, and she panics. At the beginning of month two, Alice 

realizes with relief that she has another whole month, and she easily finishes the 

taxes before the deadline. 

 

There’s been a lot of discussion in this vein, but it seems that there are many 

situations where it can be instrumentally useful to hold false beliefs. In the above 

http://lesswrong.com/lw/k7h/a_dialogue_on_doublethink/
http://mindingourway.com/dark-arts-of-rationality/


example, Alice, in an effort to combat the planning fallacy, gets herself to really 

think that the taxes are due early to plan for unknown unknowns. 

 

The reason that this kind of approach works in the first place, though, is because 

information in your brain influences your actions. Stuff in your head changes how 

your head makes decisions. And on top of that, we know that our brain is biased, 

meaning we need to compensate in some way. 

 

If you’re not running off a false belief, then you’ll need to bolster any belief about 

the true due date with the additional meta-information that your brain tends to be 

overconfident—something like “I know my brain doesn’t reliably process due dates, 

so I better get started early!” . At which point you’ll likely take functionally similar 

actions to the first case and also get started early.  

 

(I think it’s also arguable that the epistemological hacks which run off false beliefs 

are doing a better job of compressing the same information above, seeing as the 

results are physically roughly the same.) 

 

The main point here is that epistemological hacks (Light Side or Dark Side ones) 

operate off a model of the brain where decision-making isn’t as clearcut as “Act on 

the information you have” because there are additional steps (i.e., our biases) which 

influence the flow between information acquisition and actual action.  

 

Thus, this places greater emphasis on what sorts of information we’re feeding the 

system (i.e., us). 

 

 

Attractor Theory: 

Attractor Theory, as a model for goal pursuit, roughly says that you should consider 

two additional sources of influence on your local preferences (which determine 

which actions you’re even taking in the first place): the actions you take, as well as 

the environment you’re in. 

 

https://mindlevelup.wordpress.com/mindlevelup-the-book/planning-101/
https://mindlevelup.wordpress.com/mindlevelup-the-book/attractor-theory/


For example, say Bob is bed and feels sluggish. If he wanted to feel more active, he 

might consider going outside, where the sun is shining bright. He’s predicting that 

he’ll likely feel more active once he’s in a different environment.  

 

(See the link for longer discussion and nice pictures.) 

 

The implicit model here is one that does away with a lot of the boundary between 

you and the environment. Your actions change the environment, but the 

environment also changes you. The causal arrows of influence goes both ways. 

 

We’re paying more attention to how the environment is affecting the agent. Of 

course this is because we’re operating under the assumption that the changes 

effected by the environment allow the agent to take even further actions. 

Nonetheless, we’re once again thinking in terms of how the decision-maker is being 

changed by things flowing into it. 

 

 

Memetic Hazards: 

A memetic hazard refers to an idea which might be harmful to those who consider 

it.  

 

An example might look like this: Every idea you have is mapped onto some sort of 

physical neural representation. While it doesn’t seem necessarily valid that each 

phenomenologically (i.e. from our internal perspective) “thought” would correspond 

to a specific neuron or anything like that, it does seem valid to state that thinking 

about different things could lead to different physical states of the brain. From that, 

it (possibly) follows that there exists a sequence of thoughts which, if you 

entertained, would shift around things in your head in a such a way as to physically 

cause you to have a stroke. 

 

But that’s a little out there. 

 

Another, perhaps more familiar example is that of certain worldviews like nihilism. 

When you’re considering arguments for why things don’t matter, it can be easy to 



fall into depressive or hedonistic states, which (from a more “normal” worldview) 

are harmful. In general, it seems like large frame / value shifts of this kind could be 

thought of as memetic hazards. 

 

Once more, these sorts of things seem like they’d only work in a model where 

thoughts have influence over other thoughts (and, by extension, our actions). The 

type of rigid, fixed preferences we might Platonically assume of a standard agent 

doesn’t always map well onto how humans behave.  

 

For us, the thing we consider information with is also the thing that can be 

influenced by information is also the thing that we use to make decisions. In a way 

sort of analogous to the crazy neuron example above, it also seems plausible that 

information in our heads could interact in negative ways, which would in turn shape 

other thoughts. 

 

It’s as if we’re always playing Nomic in our minds. 

 

 

Conclusion: 

In short, this is basically an extension of the “humans are biased” paradigm we’re all 

familiar with. I’m merely pointing out that lots of things are mutable and 

information has influence and trying to make the assumptions about how humans 

“really” operate more explicit.  

 

I think modeling humans as leaky systems is “more true” than the typical agent-

environment distinction. I also think that having some sort of hybrid model allows 

us to perform a lot better on certain tasks, which is what Attractor Theory tries to 

do. 

 

There’s more here about things like the role of repetition and other considerations 

when making decisions or the satisfice vs optimize distinction.  

 

But for now I just wanted to make this model explicit, seeing as it seems to be an 

implicit assumption in several discussions in rationality. 



  



20] On Models: 

[What’s a model] 

 

The word “model” gets tossed around a lot in the rationality community, and, for 

quite a while, I really wasn’t sure what it was referring to. Even now, I’m wondering 

if we’re all using roughly the same definition. I worry that we could be throwing 

around words like “mental models” and “shared model building” because they seem 

like code words for ingroup signaling, rather than concrete handles for different 

concepts. 

 

In this short essay, I’ll be trying to lay out some basics of what I think models are 

about, and if this all goes horribly wrong, maybe someone can come along and give 

a better explanation. 

 

So. Models. 

 

Models represent your understanding of how things work. Put another way, a 

model is something that says, “If you give this input to this system, then it will 

output this other thing.” 

 

Physical systems give us some simple examples:  

 

If you see your pen roll off the table, your model of gravity (and how things interact 

with it) tells you that you’ll find the pen on the floor (and not suspended in the air).  

 

If you add some ice to a bowl of warm water, your model of thermodynamics tells 

you that the bowl of water will be cooler than before.  

 

If you tap a solid object, your model of sound and vibrations tells you that you’ll 

hear a sound in response. 

 

Models can be thought of as implicit or explicit. In the above examples, it’s likely 

that you built up those physics models as a result of your experiences within the 

world; you’ve passively developed a sense for what would and wouldn’t work. In 



contrast, you can also have models that are formed, link by link, as a result of a 

more verbalized understanding. 

 

For example, many of our models regarding health and nutrition might be things 

that we learned secondhand. You might have read somewhere that “long periods of 

sitting have deleterious health effects independent of adults meeting physical 

activity guidelines”, so your model for the health effects of sitting down outputs 

“deleterious health effects”.  

 

One thing explicit models might be lacking in, though, is in granularity. Because the 

very nature of trying to transmit information can be lossy (especially when it comes 

to translating what one learns from experience), there can be a fuzziness to models 

formed from explicit chains of reasoning when supplementary information is 

lacking.  

 

For example, in the above model regarding sitting, “deleterious health effects” is 

still an output that remains vague unless you also have a model of the background 

knowledge about what those health effects are, and what they actually look like 

when they afflict someone. 

 

Models are about expectations. The things you expect and predict can be thought 

of as a consequence of the models you have. 

 

For example, if you spend a lot of time on social media, you’ll likely develop a good 

intuition of which times are best to post, such that you get the most engagement. 

Then, if you imagine posting on a Friday evening, for example, your expectation of 

how many Likes you’ll get is your model. 

 

Surprise is an indicator of model inadequacy. When something is unexpected, it’s 

something previously unaccounted for by our understanding of how the world 

works. This is a good time to take a step back and reevaluate our models because 

we want our models to be accurate; they’re useful to the extent that they help us 

navigate the world. 

 

http://annals.org/aim/article/2091327/sedentary-time-its-association-risk-disease-incidence-mortality-hospitalization-adults
http://annals.org/aim/article/2091327/sedentary-time-its-association-risk-disease-incidence-mortality-hospitalization-adults
http://annals.org/aim/article/2091327/sedentary-time-its-association-risk-disease-incidence-mortality-hospitalization-adults


For example, if your best friend gets visibly distressed at what you thought would 

be a harmless practical joke, this is pointing to something off with your current 

understanding of how your friend operates. There is very likely something you don’t 

know about them. 

 

Models are in our heads, and they are almost always “wrong”. Having human brains 

means that there are certain limits on how much information we can be storing, 

recalling, or using. We’re always going to be trading off granularity for compression.  

 

However, the hope is that these tradeoffs proceed independently of accuracy and 

instrumentality. Even when we’re working with highly simplified models, we’d like 

them to be helpful for the sorts of situations we find ourselves in. For example, a 

model of people as NPCs following a script is clearly horribly representing the truth, 

but it might provide insights into actions often enough to justify its use. 

 

So, as some people are fond of saying, “All models are wrong, but some models are 

useful.” 

 

And that’s a quick crash course on models. 

 

Thus, when we do talk about “shared model building”, I hope we can talk about 

creating greater group consensus on our understanding of systems and how they 

work. I’d like for it to mean that we creating common background knowledge on 

these expectations. 

 

And not, say, loaning out miniature replicas of the Empire State Building.  

  



21] When It Doesn’t Matter: 

[Sometimes, you just want to pick an option because the power law means that 

you’ve already covered most of your bases.] 

 

There’s lots of rules in life. And one of them is the rule “A rule never applies fully to 

every situation. Except maybe this one.”  

 

I think one of the most important skills to pick up is the ability to discern when to 

follow which rule. For example, when should we follow the rule of “Defer to expert 

opinion on matters you know little on” and when should we follow the rule of “Trust 

your gut and make your own conclusions”? Or, when is it appropriate to follow the 

rule of “Always follow your own rules” vs “Break your own rules whenever it is 

expedient to do so”? 

 

More interestingly, perhaps, a rule I’ve been noticing myself thinking more about is 

the rule that “Your choice really doesn’t matter. Just pick A”. 

 

Here’s an example I recently bumped into with a friend: He was applying for a 

software position and found himself hung up on a question that asked him to 

explain how his viewpoint would add something new to the team. I pointed out that 

his resume, which he’d submitted, was probably more important. There were also 

several other short answer questions which he’d already composed well-written 

answers to. 

 

At this stage, I reasoned, the actual content of the answer didn’t actually matter that 

much because most of the influential parts had already been completed. Whether 

or not he mangled the one question probably had less impact on the overall 

application than he thought, and he was likely giving it undue weight. 

 

From one angle, this is a natural extension of things like power laws and the Pareto 

Principle: Some things are just going to be disproportionately responsible for 

whatever thing you care about, and you really will just have the luxury to skip over 

the rest off the stuff.  

 



And from another angle, this is just a natural expression of the inside vs outside 

view: The attitude to complete a task is conducive to a mindset that hones in on the 

problem, such that completing it is the main goal. The mindset when looking at all 

the interlocking pieces is to model their relationship to one another, and it’s here 

that the apparent frivolity of the first attitude is apparent. 

 

I’m claiming no originality here, and maybe this is an insight most people already 

have. I do think it’s worth restating obvious stuff in new ways, so that’s what this 

mini essay is for. 

 

There’s a lot of things our choices can get us, but it’s not always worth our time to 

think all of them out. We’re probably biased towards thinking our choices have 

more effect than they actually do. (See here and here.) 

 

So, say, you bump into a shiny new decision, and you’re wracked with indecision 

about what to do…   

 

As a rule, you may want to just sit back and pick the first option. 

  

http://faculty.chicagobooth.edu/nicholas.epley/undoing_egocentrism.pdf
http://haas.berkeley.edu/behavioral_lab/images/Schroeder2016


22] Back to Square One: 

[I try to sort out some thoughts about how stuff has changed for me. A half-assed 

attempt to write a thesis about how everything is Active, i.e. requires deliberate 

effort to get it done right.] 

 

It’s been a month since I last posted something on MLU. If I were a reader, I’d be 

feeling disappointed at the lack of constant content, as that’s sort of a thing I try to 

prioritize. And I really don’t have much to say in my defense. Somewhere along the 

way in about October, I found myself writing less, thinking less, and generally 

having a less self-improvement/rationalist bent in my thoughts. 

 

That’s also about when I started college. So now it’s a little while later, and I’m trying 

to reorient, and I have a lot of questions. I’ve tried to keep mindlevelup generally 

focused on having self-contained essays, and I haven’t written a lot about my own 

thoughts—at least not in the sort of personal way that might be more typical of 

other blogs. 

 

For this post, I’ll be discarding some of that polish and shine to just write about 

where I’m sort of at, in a more personal way.  In the interest of getting something 

new up, I’m sacrificing structure for speed.  

 

I guess college is the big thing. Heading to school, I knew that I would face value 

drift. I knew that the sorts of things which I valued were going to change, and I was 

going to watch them change. And I headed in anyway. It’s perhaps unfortunate, but 

the current me definitely values things like self-improvement and helping others 

less than some versions of me throughout this year. 

 

And I don’t think the gains from domain knowledge and socializing with others has 

been very commensurate. Sure, I’ve got courses which go over things, and now I 

know more about how some things in computers work, for example. And I’ve met 

some new people, and there are plans for some grand entrepreneurial projects in 

the works. But it doesn’t really feel like I’ve come a long way. 

 



The overly heroic part of my brain looks at the above paragraph I’ve written about 

how not everything has gone to “The Best of All Possible Futures” and says 

something like “Well Owen, clearly you just haven’t been trying hard enough. Break 

things down into more granular pieces, specify what you want to get done, and 

then act on it. This isn’t hard. We’ve already solved the whole “how to actually do 

tasks” skill, right?” 

 

But I really don’t know. 

 

There’s this type of back-and-forth I’ve found myself going through when I notice 

these sorts of suboptimalities—some part of my brain points out that the solution 

is already there, and I notice that the solution doesn’t feel right. But I don’t know if 

that’s because it “shouldn’t” feel right (i.e. that it not feeling right is actually what 

feeling right feels like), or because it’s actually not the right solution. 

 

To give an example: I often feel sleepy throughout the day. And the charitable 

interpretation is that feeling sleepy is a signal that I need rest, and the thing to do to 

best help myself in the long-term is to head to sleep. Except that I’ve also had 

instances where I felt “fake sleepy”, and the tiredness wore off as soon as I stopped 

doing the task at hand. In those cases, it seemed like my brain thought the task at 

hand had been boring or useless, and it was less about needing the sleep and more 

about getting away from the task. 

 

So back to this general thing about my brain saying, “Well, why don’t you just do 

more things, Owen?”, I’m not sure. I could do more things, but that feels exhaustive 

and tiring, and isn’t there something about how doing things you want to do 

shouldn’t feel like that?  

 

Except I’m not all confident about the whole “you can always get yourself to do 

what you want to do” paradigm anymore either.  

 

Since showing up at college, one thing I have been proud of is developing a habit of 

exercising basically every day. One of the things you end up learning while 

exercising is that there are certain stresses, ways of pushing your body, which are 



good and desirable and you want to go towards them, otherwise you don’t reap all 

the benefits. 

 

So seeking out those kinds of pressures seems maybe good. 

 

Which means that finding more ways to push yourself might be desirable, which 

means that generally being Zen and totally fine with everything and always feeling 

happy and good about life might not be the best state of mind to always be in. 

 

Speaking of which, I’ve basically found myself to be in a state of mind roughly akin 

to being super Zen and totally fine with everything these past few weeks. It feels 

like my emotional scales have been drastically cut from both the upper and lower 

bounds. The result has been my feeling “generally good, but not great” in response 

to basically everything. 

 

And I don’t think that’s been good. So I’ve been listening more to the more reactive 

parts of me and trying to cultivate more of those reactions, bringing in more highs 

and lows in response to the events happening around me. 

 

There’s stuff about Fading Novelty here too, and about how college as a novel 

stimulus has changed and other things about establishing habits in response to 

new environmental cues, etc. etc. But they’re currently not my focus. 

 

In addition to trying to feel a broader range of emotions, I’ve generally noticed less 

of my habits of mind kicking in. I’m not the stalwart sentinel I could have honestly 

claimed to be earlier this year. 

 

One thing which I haven’t gotten better at is the sort of deep analysis I see other 

people in effective altruism doing. By that I mean things like being able to give 

answers to why they think certain things in the world will turn out to be a certain 

way which don’t seem like complete bullshit.  

 

Like the people who seem to do really well on forecasting. If you’re not a domain 

expert (or even if you are), the sort of mental process that you use to try and figure 



out a question like “What is the price of cotton candy going to be in three months?” 

still seems largely foreign to me. 

 

And of course now that one active part of my brain is pushing me to be more 

specific and is loudly insisting that I very well could become a member of that 

group, should I dedicate time to practicing specific skills. 

 

I don’t mean to knock that part of myself, though. I really, really, really do think that 

operationalization is one of the key rationality skills. Being able to take fuzzy 

notions and force them to take specific form is super duper important. 

 

People, as I’ve written before, seem to be lazy evaluators; like the programming 

paradigm, certain queries don’t get evaluated until totally necessary. They’re happy 

to pass around the symbolic representation of their life’s plans or whatever around 

in their head, never actually unwrapping the box to see what’s inside until reality 

breaks it open. Asking yourself questions, actively evaluating your own queries, etc. 

forms the bedrock of what I think makes some people so effective. 

 

And the technique itself seems to be a part of a more general paradigm about 

Being Active. I’ve been mulling on this idea of Being Active for a while, and I had this 

great massive blog post lined up that would synthesize a whole bunch of related 

ideas from this year into the concept. 

 

I don’t know when that whole post will materialize in all its edited form, seeing as it 

hasn’t been written yet. But I’ll try to give the 80/20 of it here: 

 

Being Active: 

Being Active is about being deliberate. It’s about the attitude behind what’s 

happening when you counter your brain’s default to lazy evaluation. It’s about 

forcing your vague notions to take shape. 

 

More than that, I think Being Active is the key tool behind combatting deceptive 

similarities. 

 



By deceptive similarities, I’m referring to this other weird quirk where our brains will 

often tend to substitute an easier-to-solve thing in place of a harder one, often with 

the misguided belief that solving the easy task will also imply solving the hard one. 

 

You’re mistaking conceptual connections for causal ones. 

 

Consider, for example, the student who disregards obvious advice on grounds of it 

“sounding obvious”. Instead of asking the question “Can I actually use this advice / 

will it provide value to me?”, she’s asking herself the question “Have I heard this 

advice a million times before?” 

 

It’s a subtle shift, but a dangerous one because the answers to the two questions 

are often quite decoupled. 

 

Or, for example, the student who decides to spend one hour walking through 

examples in her math textbook. Instead of trying to do the task of “Practice my 

ability to generate the next step in math” he’s doing the task of “Practice my ability 

to verify that the steps are correct”. 

 

Once again, even though the two things are similar at first glance, the first one is far 

more effective at actually getting the results we care about. It also happens to be 

(surprise!) more effortful! 

 

So at least preliminarily, there seems to be something here about how our brains 

are trying to believe in some view of the world where they can scrape by by doing 

the easy thing and then reap the rewards of the hard thing. 

 

(Note the Recognize vs Generate distinction also comes up here. In many cases of 

the deceptive similarity, we’ve swapped a difficult generation problem for a far 

easier verification one.) 

 

By Being Active, the, I’m espousing the view that “If you’re not doing something 

deliberately and with intent, then it’s probably useless”. In other words, if you want 



to do something, do it right. Do the hard version that requires you to put in more 

effort, and be on the lookout when your brain tries to sneak in the easier version. 

 

I’m not hating on our brains, though. One charitable way of looking at it is that 

some part of you really does think that you can get the same results—it’s literally 

just trying to help you by pointing you to the easier route. Except of course, that it’s 

misguided. 

 

Being Active, of course, requires energy. And, realistically speaking, you’re going to 

have lapses in energy, concentration, and whatever else it is that drives your ability 

to be Active and deliberate in your tasks. Which means you’ll probably need to 

recalibrate your expectations for how much actual, good Active work you can get 

done every day. 

 

But I think that’s okay. Being Active means doing the quality work that gets you to 

where you want to be. Everything else is just sort of half-assing it.  

 

So that’s the quick overview of Being Active. 

 

One other thing I’ve been thinking about is rederiving things from first 

principles…over and over and over again.  

 

There’s this problem that seems related to how we fail to note that conceptually 

related =/= causally related, and that’s about how rationality skills don’t transfer 

from domain to domain. 

 

That is, if you’ve solved a problem of temporal discounting when it comes to 

dieting, you could very likely still face discounting problems when it comes to 

playing video games.  

 

I think that this is because, despite the commonality of a generalized principle (in 

this case, time-inconsistent preferences) lying beneath both, what actually ends up 

being largely responsible for determining success in each scenario of dieting / video 



games is the actual steps you take, e.g. removing snacks from your house or 

turning off the WiFi. 

 

But the conceptual similarity tricks us into thinking we’ve learned the generalized 

principle when really what we need to do is buckle down and do some more 

operationalizing. 

 

What this also means is that I don’t want to be discouraged when I find myself 

facing largely the same self-improvement problems across different domains 

because I don’t actually have too many good reasons to suspect skills can transfer. 

 

There’s something similar to the deceptive similarity going on here, where I assume 

that I can solve a problem in domain X because it relies on principle Z, and I’ve 

already solved another problem in domain Y that also relied on principle Z. Except 

this doesn’t seem to actually hold much of the time. 

 

So that means that I’ve found myself often apparently running in circles, thinking 

things like “Haven’t I solved this problem already?” when I really haven’t. 

 

The other related idea is that of rationality as mostly maintenance. I don’t think that 

large GTD systems work well because most systems tend towards disarray. In my 

own experience, every single attempt to try hardcore scheduling / to-do list 

management has failed. 

 

I currently use one to-do list for short-term items, Google Calendar for time-based 

reminders, and email myself important to-dos. That’s currently it.  

 

I’ve pivoted towards trying to focus on answering the question, “What is the 

smallest unit of a system i can have that captures all the things I need?” And starting 

a tool with the expectation that it’ll stop working at some point seems perhaps 

more realistic. 

 

It’s sad, looking back to see that the sorts of mental architecture, this entire edifice 

of conceptual castles that I’ve built on this blog, has somehow become a little more 



dead. I don’t currently practice everything that I write about on mindlevelup, and I 

feel bad about that. 

 

There’s more to look into, and maybe this type of exploring (aka more freeform) 

could be useful. Even now, though, typing this up, I feel bad for potential readers 

because this is super definitely not optimized for reader consumption. It’s not what 

I’d like to read, but it’s what feels easiest to write right now. 

 

And I’m trying to work my way back. 

 

I’d like to live in my castle again, thank you very much. 

  



23] Feelings Matter: 

[If you already think that emotions are important from a self-improvement 

standpoint, feel free to skip over this. one] 

 

Here’s something I forget enough that seems worth repeating, at least for me: your 

feelings matter, and they matter a lot more than I might give them credit for. 

 

This is a core CFAR rationality idea—listening to your System 1, reconciling your 

intellectual and emotional sides, and all that. If you’ve been reading what others in 

the community have been writing for long enough, this probably seems boring and 

super evidence at this point. Still, though, I notice that I’ve been slow to be 100% 

behind endorsing this angle, and there’s not a lot on MLU about getting in touch 

with your intuitions.   

 

There are good reasons to be hesitant. There are, of course, also bad ones. 

 

For me, it seems like most of my unwillingness to consider this in more detail takes 

the form of “this sounds like other stuff that I know is bullshit”. And that actually 

does seem pretty reasonable. Implication by association is a fast heuristic that does 

often cash out in the real world. 

 

First, a quick overview of what I mean by caring about your feelings / System 1 / 

unconscious / emotions: 

 

For one broad example, there are things that we “have” to do, like filling out taxes, 

responding to jury duty, finishing homework, etc. which aren’t very appealing to do. 

As a result, we have a tendency to put off these tasks; such procrastination is a 

vicious cycle that screws us over.  

 

Here, it’s not that we don’t know that it’s beneficial to get said task done (indeed, 

we’d prefer a world where the task was magically done for us already), but there’s 

something else that holds us back from finishing the task on time. Surprising 

perhaps no one, it turns out that the way we feel towards things influences our 

ability to get the task done.  



 

Anyway, the reason I think I was hesitant to go out and fully push for the “feelings 

matter” angle seems to be because it sounds just the like the sort of bad advice 

your internal stereotypical TV guru spits out: “Your mind controls your body, and 

your body the world. Your mind is the key to the world.” 

 

I’m not really a fan of those self-help gurus. And that seems to have made me more 

recalcitrant when it comes to espousing advice that sounds a lot like what they’d 

say. 

 

(Was I failing to *actually* consider Obvious Advice? Or just falling prey to status 

and identity considerations? You decide!) 

 

The other reason is that feelings are a fuzzy thing. With introspection being our 

main method of access, we can’t always count on accuracy. This is especially 

relevant when some of the most interesting things in this space come from aliefs, 

i.e. things that we secretly want / think / feel / believe, which we don’t necessarily 

explicitly endorse, but implicitly expect. 

 

This of course sounds a lot like the sort of quasi-Freudianism that everyone’s 

learned to stay wary of— the sort of practice that mainly involves making stuff up. If 

you can be “truly” feeling X, independent of whether or not you explicitly claim to 

feel X, this opens a lot of doors to bad reasoning. 

 

And that’s problematic, as I want to endorse feelings (and all the other internal stuff 

in our heads) as an important component of figuring out self-improvement, while 

also (on some level), trying to anticipate potential criticism based on comparisons 

to these largely derided schools of thought. 

 

But I think it’s good to put all that aside for the time being. 

 

I’m happy now to assert that feelings matter, and paying attention to this hard-to-

objectively-measure quality in your head is actually incredibly relevant to getting 

things done. 



 

This brings up a whole bunch of questions like “Well, can you teach these sorts of 

skills, then?” which groups like CFAR and Leverage seem to be looking into. 

 

They might be poorly defined, and maybe there’s a better abstraction we can use. 

But there’s little use denying that they point to something very valuable. 

 

Meta: It’s sorta neat to see the convergence in this blog as I end up in a rather 

similar state of conclusions as CFAR, at least when it comes to rationality as a 

domain. I’m curious if, looking back at the progression of these posts, the 

progression in ideas is easily traceable for anyone new to all of this—i.e., if 

someone were to read all of MLU, would they be able to say, “Ah! Looks like X, Y, 

and Z led to Owen changing his thoughts!” 

  



24] Conceptual Similarity Does Not Imply Actionable Similarity: 

[It’s good to have words which describes things. It’s also good to have words which 

tell us about the common structure of things. It’s not good when we get them 

mixed up.] 

 

This is another essay about naming things, dichotomies, and where subtle mix-ups 

can lead to errors. More specifically, I’d like to draw your attention to situations 

where a very real conceptual commonality is present between several problems, 

but this commonality doesn’t actually provide much insight into a unified solution 

for the aforementioned problems. 

 

Concretely, we can refer to time-inconsistent preferences, the well-documented 

phenomenon where we’ll relent to in-the-moment urges, often for a temptation we 

will later regret. For example, a student might put off studying until the last 

moment, choosing instead to read a riveting novel. Or a partygoer might drink far 

too much they can handle, knowing they’ll soon end up regretting it. 

 

In both of these cases, there is indeed something we can abstract from the nature 

of each of these situations—a human considers doing X and soon regrets it, instead 

wishing they had done Y. My claim here is that “time-inconsistent preferences”  

form a type of descriptive classification because they can help us see the larger 

shape of what’s going on, but they don’t tell us how to solve the general problem. 

 

Or, more specifically, I claim that in these situations where you’ve got a descriptive 

classification, it’s actually the specific details (and not the ability to recognize that 

you’re engaging in a general phenomenon) which provide the most leverage 

towards solving your problem. 

 

In the above two examples, it might be that our struggling student needs to 

reexamine their priorities. Perhaps the regret is misplaced and actually doing 

poorly on the upcoming test isn’t even that big of a deal. Or perhaps our student 

could rearrange their schedule around and study with a friend to shave off some of 

the aversion. 

 



The point is, this ends up looking quite different from what our overzealous 

partygoer might want to do. Our partygoer may want to consider the sort of 

circumstances which brought them to said party in the first place; it might be the 

case that avoiding certain triggers means they could sidestep potential binge 

opportunities entirely. 

 

The point is, there’s a sort of mental misstep that can happen where being able to 

simply identify the generalized principle at work could give the false impression 

that you also know how to solve the problem. But the two are very much 

independent, as the generalized principle is, in these cases, a descriptive 

classification and not one that focuses on actions or implementation. 

 

It might seem like I’m splitting hairs here—there’s a sort of argument that the above 

might represent, the sort of thing where I argue that well technically everything is 

implementation-specific because at some point, you’ll always need to get specific. 

After all, you can’t actually directly act on advice to “remove triggering 

environmental cues” (unless you’ve got a weird set of billiard firearm fauna). 

 

And I’m not trying to be the person who’s trying to win by technicalities or 

definitions. Having the sense of the general shape of the sort of problem you’re 

facing can be helpful. Knowing what sorts of general solutions tend to work can 

provide a helpful template you can fill in with your environment-specific details. It 

can provide a good springboard for brainstorming ways forward. 

 

EX: “Okay, I know that habit formation works best with strong, related sensory cue. 

What’s something related to flossing that I could use…?” 

 

But I still do think that this sort of conceptual muddling can be pernicious, 

especially in the related case where two tasks seem similar, despite having vastly 

different effects. So let’s pivot a little bit to a slightly different situation: situations 

where your brain, when faced with an apparent conceptual similarity, assumes 

their actionable similarity, and then defaults to the easier one. 

 



For example, Hunting for Practicality is about how, even when we try to internalize 

advice, it often gets cached in our brains in a way that’s akin to declarative semantic 

memory—we end up representing how the concepts are linked to each other and 

perhaps what properties they hold.  

 

But, really, the information we should be trying to internalize should be procedural 

in nature—we care about how the advice can actually affect our actions in practice. 

 

The default is to represent the information as a concept map; that’s a rather simple 

translation of the information presented to you that doesn’t require much 

additional effort. Trying to actively consider how your future actions will change as 

a result of heeding the advice in question.  

 

And in the absence of other factors, the less effortful option wins out. 

 

For second related example, In Defense of the Obvious is about how just receiving 

advice can set off our brain’s dismissal signals too quickly when it sounds like 

something we’ve heard a million times before. Yet, the advice is often still valuable 

even when it pattern matches to “boring” or “obvious”. Overriding the immediate 

dismissal response and doing the advice anyway is often a better response. 

 

Once again, verifying whether or not you’ve heard such advice before ends up 

being an easier task than noting the dismissal, filing it away, and then looking into 

yourself to see if you actually are doing said obvious advice. It is also the more 

effortful one. 

 

As a third example, consider a student trying to study math. They have a couple of 

choices: One thing they could do is read through the textbook and trace through 

the examples, making sure they can follow each step. Or, they could cover up the 

example problem and try to work through it themselves. 

 

Looking through the textbook can provide the illusion of “exercising your math 

muscles”, but it’s the actual act of trying to solve problems which improve your 

https://mindlevelup.wordpress.com/mindlevelup-the-book/starting-advice/
https://mindlevelup.wordpress.com/mindlevelup-the-book/starting-advice/


ability to solve problems. And of course doing the real math is what’s harder, in 

terms of time and effort involved. 

 

The issue with all three of these examples seem to be about the mental labels we 

use. Both the ineffective option and the active option can fall under the same 

category (e.g. “studying for math”), despite their major differences.  

 

(The overall pattern here seems to be that of the Recognizing vs Generating 

distinction: roughly speaking, it’s much more difficult to put the pieces together at 

first, than to merely verify that the pieces fit.) 

 

One view is that this sort of behavior is an example of self-signaling. After all, it’s 

much easier to feel productive than to actually be productive. I also think that, on 

some level, your brain thinks that you really can get all of the same benefits by 

doing the easier thing. In this case, your brain is hopeful and also wrong. 

 

There are two takeaways here:  

 

One is the importance of putting in deliberate, mindful effort, a thesis I hope to 

expound on in a later post. 

 

The second one is perhaps a more familiar variant on the (now) well-worn phrase 

“the map is not the territory”. In this case, your ontology is not the reality. 

Inferences you make based on similarities may not transfer to other inferences of a 

similar type.  

 

(Aka “Similarity-based connections are not themselves connected by similarities!”) 

  

https://mindlevelup.wordpress.com/2017/09/24/recognizing-vs-generating/


The CFAR Series: 
[Written in February-March 2017, this is a series of essays exploring topics in 

rationality after attending a CFAR workshop.] 

 

  



1] Ontologies and Operating Systems: Post-CFAR 1 

[I recently came back from volunteering at a CFAR workshop. I found the whole 

experience to be 100% enjoyable, and I’ll be doing an actual workshop review soon. 

I also learned some new things and updated my mind. This is the first in a four-part 

series on new thoughts that I’ve gotten as a result of the workshop.] 

 

I’ve been thinking more about the idea of how we even reason about our own 

thinking, our “ontology of mind”, and how our internal mental model of how our 

brain works. 

 

(Roughly speaking, “ontology” means the framework you view reality through, and 

I’ll be using it here to refer specifically to how we view our minds.) 

 

Before I continue, it might be helpful to ask yourself some of the below questions: 

● What is my brain like, perhaps in the form of a metaphor?  

● How do I model my thoughts?  

● What things can and can’t my brain do?  

● What does it feel like when I am thinking?  

● Do my thoughts often influence my actions? 

 

<reminder to actually think a little before continuing> 

 

I don’t know about you, but for me, my thoughts often feel like they float into my 

head. There’s a general sense of effortlessly having things stream in. If I’m 

especially aware (i.e. metacognitive), I can then reflect on my thoughts. But for the 

most part, I’m filled with thoughts about the task I’m doing. 

 

Though I don’t often go meta, I’m aware of the fact that I’m able to. In specific 

situations, knowing this helps me debug my thinking processes. For example, say 

my internal dialogue looks like this: 

 

“Okay, so I’ve sent to forms to Steve, and now I’ve just got to do—oh wait what 

about my physics test—ARGH PAIN NO—now I’ve just got to do the write-up for—

wait, I just thought about physics and felt some pain. Huh… I wonder why…Move 



past the pain, what’s bugging me about physics? It looks like I don’t want to do it 

because…  because I don’t think it’ll be useful?” 

 

Because my ontology of how my thoughts operate includes the understanding that 

metacognition is possible, this is a “lever” I can pull on in my own mind. 

 

I suspect that people who don’t engage in thinking about their thinking (via 

recursion, talking to themselves, or other things to this effect) may have a less 

developed internal picture of how their minds work. Things inside their head might 

seem to just pop in, with less explanation. 

 

I posit that having a model of your brain that is less fleshed out affects our 

perception of what our brains can and can’t do. 

 

We can imagine a hypothetical person who is self-aware and generally a fine 

human, except that their internal picture of their mind feels very much like a black 

box. They might have a sense of fatalism about some things in their mind or just 

feel a little confused about how their thoughts originate. 

 

Then they come to a CFAR workshop. 

 

What I think a lot of the CFAR rationality techniques gives these people is an 

upgraded internal picture of their mind with many additional levers. By “lever”, I 

mean a thing we can do in our brain, like metacognition or focusing (I’ll write more 

about levers next post). The upgraded internal picture of their mind draws 

attention to these levers and empowers people to have greater awareness and 

control in their heads by “pulling” on them. 

 

But it’s not exactly these new levers that are the point. CFAR has mentioned that 

the point of teaching rationality techniques is to not only give people shiny new 

tools, but also improve their mindset. I agree with this view—there does seem to be 

something like an “optimizing mindset” that embodies rationality. 

 

https://en.wikipedia.org/wiki/Focusing


I posit that CFAR’s rationality techniques upgrade people’s ontologies of mind by 

changing their sense of what is possible. This, I think, is the core of an improved 

mindset—an increased corrigibility of mind.  

 

Consider: Our hypothetical human goes to a rationality workshop and leaves with a 

lot of skills, but the general lesson is bigger than that. They’ve just seen that their 

thoughts can be accessed and even changed! It’s as if a huge blind spot in their 

thinking has been removed, and they’re now looking at entirely new classes of 

actions they can take! 

 

When we talk about levers and internal models of our thinking, it’s important to 

remember that we’re really just talking about analogies or metaphors that exist in 

the mind. We don’t actually have access to our direct brain activity, so we need to 

make do with intermediaries that exist as concepts, which are made up of concepts, 

which are made up of concepts, etc etc. 

 

Your ontology, the way that you think about how your thoughts work, is really just 

an abstract framework that makes it easier for “meta-you” (the part of your brain 

that seems like “you”) to more easily interface with your real brain.  

 

Kind of like an operating system. 

 

In other words, we can’t directly deal with all those neurons; our ontology, which 

contains thoughts, memories, internal advisors, and everything else is a conceptual 

interface that allows us to better manipulate information stored in our brain.  

 

However, the operating system you acquire by interacting with CFAR-esque 

rationality techniques isn’t the only way type of upgraded ontology you can acquire. 

There exist other models which may also be just as valid. Different ontologies may 

draw boundaries around other mental things and empower your mind in different 

ways. 

 

Leverage Research, for example, seems to be building its view of rationality from a 

perspective deeply grounded in introspection. I don’t know too much about them, 

http://leverageresearch.org/blog/further-vistas-in-introspection


but in a few conversations, they’ve acknowledged that their view of the mind is 

much more based off beliefs and internal views of things. This seems like they’d 

have a different sense of what is and isn’t possible. 

 

My own personal view of rationality often views humans as merely a collection of 

TAPs (basically glorified if-then loops) for the most part. This ontology leads me to 

often think about shaping the environment, precommitment, priming/conditioning, 

and other ways to modify my habit structure. Within this framework of “humans as 

TAPs”, I search for ways to improve. 

 

This is contrast with another view I hold of myself as an “agenty” human that has 

free will in a meaningful sense. Under this ontology, I’m focusing on metacognition 

and executive function. Of course, this assertion of my ability to choose and pick my 

actions seems to be at odds with my first view of myself as a habit-stuffed zombie. 

 

It seems plausible then, that rationality techniques which often seem at odds with 

one another, like the above examples, occur because they’re operating on 

fundamentally different assumptions of how to interface with the human mind. 

 

In some way, it seems like I’m stating that every ontology of mind is correct. But 

what about mindsets that model the brain as a giant hamburger? That seems 

obviously wrong. My response here is to appeal to practicality. In reality, all these 

mental models are wrong, but some of them can be useful. No ontology accurately 

depicts what’s happening in our brains, but the helpful ones can allows us to think 

better and make better choices. 

  

The biggest takeaway for me after realizing all this was that even my mental 

framework, the foundation from which I built up my understanding of instrumental 

rationality, is itself based on certain assumptions of my ontology. And these 

assumptions, though perhaps reasonable, are still just a helpful abstraction that 

makes it easier for me to deal with my brain. 

  

https://mindlevelup.wordpress.com/2017/01/14/instrumental-rationality/
https://mindlevelup.wordpress.com/2017/01/14/instrumental-rationality/


2] Levers, Emotions, and Lazy Evaluators: Post-CFAR 2 

[This is a scattershot of topics following from the first post that all use the idea of 

ontologies in the mental sense as a bouncing off point. I’d recommend reading the 

first post before proceeding. Also, the below expressed views are my own and don’t 

reflect CFAR’s in any way.] 

 

Levers: 

When I was at the CFAR workshop, someone mentioned that something like 90% of 

the curriculum was just making up fancy new names for things they already sort of 

did. This got some laughs, but I think it’s worth exploring why names have power in 

this context. 

 

Last post, I briefly touched upon the idea of a “lever” within an ontology, and I’m 

exploring it more in-depth here. 

 

Our minds do lots of things; they carry many thoughts, and we can recall many 

memories. Some of these phenomena may be more helpful for our goals, and we 

may want to name them. 

 

When we name a phenomenon, like Focusing, we’re essentially drawing a boundary 

around the thing, highlighting attention on it. We’ve made it conceptually discrete. 

This transformation, in turn, allows us to more concretely identify which things 

among the sea of our mental activity correspond to Focusing.  

 

Focusing can then become a concept that floats in our understanding of things our 

minds can do. We’ve taken a mental action and packaged it into a “thing”. This can 

be especially helpful if we’ve identified a phenomena that consists of several steps 

which usually aren’t found together. 

 

By drawing certain patterns around a thing with a name, we can hopefully help 

others recognize them and perhaps do the same for other mental motions, which 

seems to be one more way that we find new rationality techniques. 

 



This then means that we’ve created a new action that is explicitly available to our 

ontology. This notion of “actions I can take” is what I think forms the idea of levers 

in our mind. When CFAR teaches a rationality technique, the technique itself seems 

to be pointing at a sequence of things that happen in our brain. Last post, I 

mentioned that I think CFAR techniques upgrade people’s mindsets by changing 

their sense of what is possible.  

 

I think that levers are a core part of this because they give us the feeling of, “Oh 

wow! That thing I sometimes do has a name! Now I can refer to it and think about it 

in a much nicer way. I can call it ‘focusing’, rather than ‘that thing I sometimes do 

when I try to figure out why I’m feeling sad that involves looking into myself’.” 

 

For example, once you understand that a large part of habituation is simply if-then 

loops (ala TAPs, aka Trigger Action Plans), you’ve now not only understood what it 

means to learn something as a habit, but you’ve internalized the very concept of 

habituation itself. You’ve gone one meta-level up, and you can now reason about 

this abstract mental process in a far more explicit way. 

 

Names haves power in the same way that abstraction barriers have power in a 

programming language—they change how you think about the phenomena itself, 

and this in turn can affect your behavior.   

 

Emotions: 

CFAR teaches a class called “Understanding Shoulds”, which is about seeing your 

“shoulds”, the parts of yourself that feel like obligations, as data about things you 

might care about. This is a departure from Nate Soares’s Replacing Guilt series, 

which tries to sever people from guilt entirely. 

 

In further conversations with staff, I’ve seen the even deeper view that all emotions 

should be considered information. 

 

The basic premise seems to be based off the understanding that different parts of 

us may need different things to function. Our conscious understanding of our own 

http://lesswrong.com/lw/o7c/making_intentions_concrete_triggeraction_planning/
https://mitpress.mit.edu/sicp/full-text/sicp/book/node29.html
http://mindingourway.com/guilt/


needs may sometimes be limited. Thus, our implicit emotions (and other S1 

processes) can serve as a way to inform ourselves about what we’re missing.  

 

In this way, all emotions seem channels where information can be passed on from 

implicit parts of you to the forefront of “meta-you”. This idea of “emotions as a data 

trove” is yet another ontology that produces different rationality techniques, as it’s 

operating on, once again, a mental model that is built out of a different type of 

abstraction. 

 

Many of the skills based on this ontology focus on communication between 

different pieces of the self. 

 

I’m very sympathetic to this viewpoint, as it form the basis of the Internal Double 

Crux (IDC) technique, one of my favorite CFAR skills. In short, IDC assumes that 

akrasia-esque problems are caused by a disagreement between different parts of 

you, some of which might be in the implicit parts of your brain.  

 

By “disagreement”, I mean that some part of you endorses an action for some well-

meaning reasons, but some other part of you is against the action and also has 

justifications. To resolve the problem, IDC has us “dialogue” between the conflicting 

parts of ourselves, treating both sides as valid. If done right, without “rigging” the 

dialogue to bias one side, IDC can be a powerful way to source internal motivation 

for our tasks. 

 

While I do seem to do some communication between my emotions, I haven’t fully 

integrated them as internal advisors in the IFS sense. I’m not ready to adopt a 

worldview that might potentially hand over executive control to all the parts of me. 

Meta-me still deems some of my implicit desires as “foolish”, like the part of me that 

craves video games, for example. In order to avoid slippery slopes, I have a blanket 

precommitment on certain things in life. 

 

For the meantime, I’m fine sticking with these precommitments. The modern world 

is filled with superstimuli, from milkshakes to insight porn (and the normal kind) to 

mobile games, that can hijack our well-meaning reward systems.  

http://www.psychotherapy.net/data/uploads/5113ce91c0a4d.pdf


 

Lastly, I believe that without certain mental prerequisites, some ontologies can be 

actively harmful. Nate’s Replacing Guilt series can leave people without additional 

motivation for their actions; guilt can be a useful motivator. Similarly, Nihilism is 

another example of an ontology that can be crippling unless tempered with ideas 

like humanism.  

 

I’m unsure if that’s the case with me and “emotions as a data trove”, but I don’t 

think I’m yet ready to go all the way down this rabbit hole. 

 

Lazy Evaluators: 

In In Defense of the Obvious, I gave a practical argument as to why obvious advice 

was very good. I brought this point up up several times during the workshop, and 

the response seemed quite positive. 

 

While that essay focused on listening to obvious advice, there appears to be a 

similar thing where merely asking someone, “Did you do all the obvious things?” will 

often uncover helpful solutions they have yet to do. 

 

(I brought this up in Human Incompleteness, but I’m running a bit more with the 

idea here) 

 

My current hypothesis for this (apart from “humans are programs that wrote 

themselves on computers made of meat”, which is a great workshop quote) is that 

people tend to be lazy evaluators. In programming, lazy evaluation is a way of 

solving for the value of expressions at the last minute, not until the answers are 

absolutely needed. 

 

It seems like something similar happens in people’s heads, where we simply don’t 

ask ourselves questions like “What are multiple ways I could accomplish this?” or 

“Do actually I want to do this thing?” until we need to…Except that most of the time, 

we never need to—Life putters on, whether or not we’re winning at it. 

 

https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/
https://mindlevelup.wordpress.com/2017/01/21/human-incompleteness/
https://en.wikipedia.org/wiki/Lazy_evaluation


I think this is part of what makes “pair debugging”, a CFAR activity where a group of 

people try to help one person with their “bugs”, effective. When we have someone 

else taking an outside view asking us these questions, well, maybe it’ll be the first 

time we even consider them ourselves. 

 

Therefore, it looks like a helpful skill is to constantly ask ourselves questions and 

cultivate a sense of curiosity about how things are. Anna Salamon refers to this skill 

of “boggling”. I think boggling can help with both counteracting lazy evaluation and 

actually doing obvious actions. 

 

Looking at why obvious advice is obvious, like “What the heck does ‘obvious’ even 

mean?” can help break the immediate dismissive veneer our brain puts on obvious 

information. 

 

EX: “If I want to learn more about coding, it probably makes sense to ask some 

coder friends what good resources are.” 

 

“Nah, that’s so obvious; I should instead just stick to this abstruse book that 

basically no one’s heard of—wait, I just rejected something that felt obvious.” 

 

“Huh…I wonder why that thought felt obvious…what does it even mean for 

something to be dubbed ‘obvious’?” 

 

“Well…obvious thoughts seem to have a generally ‘self-evident’ tag on them. If they 

aren’t outright tautological or circularly defined, then there’s a sense where the 

obvious things seems to be the shortest paths to the goal. Like, I could fold my 

clothes or I could build a Rube Goldberg machine to fold my clothes. But the first 

option seems so much more ‘obvious’…” 

 

“Aside from that, there also seems to be a sense where if I search my brain for 

‘obvious’ things, I’m using a ‘faster’ mode of thinking (ala System 1). Also, aside from 

favoring simpler solutions, also seems to be influenced by social norms (what do 

people ‘typically’ do). And my ‘obvious action generator’ seems to also be built off 

my understanding of the world, like, I’m thinking about things in terms of causal 



chains that actually exist in the world. As in, when I’m thinking about ‘obvious’ ways 

to get a job, for instance, I’m thinking about actions I could take in the real world 

that might plausibly actually get me there…” 

 

“Whoa…that means that obvious advice is so much more than some sort of self-

evident tag. There’s a huge amount of information that’s being compressed when I 

look at it from the surface…’Obvious’ really means something like ‘that which my 

brain quickly dismisses because it is simple, complies with social norms, and/or 

runs off my internal model of how the universe works.” 

 

The goal is to reduce the sort of “acclimation” that happens with obvious advice by 

peering deeper into it. Ideally, if you’re boggling at your own actions, you can force 

yourself to evaluate earlier. Otherwise, it can hopefully at least make obvious advice 

more appealing. 

 

I’ll end with a quote of mine from the workshop: 

 

“You still yet fail to grasp the weight of the obvious.” 

  



3] Resolve: Post-CFAR 3 

[This post is about Resolve as an ontological framework for rationality. Resolve is 

about trying hard, but it’s also about more than that. I think that it is pointing to a 

useful cluster of ideas that are related to determination and grit. This is part three 

of a five-part series on how I updated my mind after CFAR. Once again, the views 

expressed here are mine and not CFAR’s.] 

 

One of the coolest paradigms I picked up at the CFAR workshop was something 

taught by Duncan Sabien, called Resolve, which gets its name from the Resolve 

Cycle. 

 

The Resolve Cycle is a CFAR technique where one sets a 5 minute timer and 

resolves to solve the problem in the allotted time. Despite no formal backing, this 

technique has proven surprisingly effective for people (me included).  

 

While I do think that the lazy evaluation I covered last post explains part of why 

Resolve Cycles are awesome (you’re forced to ask yourself hard questions), there’s 

something deeper about “actually trying to solve the problem” here. The attitude 

that “I will solve this problem in five minutes!” seems to trigger a positive reframe, 

and I think this sort of attitude generalizes to a determined attitude. 

 

Resolve builds off this determined attitude and turns it into an entire ontological 

worldview.  

 

To a first approximation, Resolve means being driven by our own internal 

motivation instead of incentives present in the external environment. There’s a 

Nietzschean sense where you’re “fully coming into your power” as a human with 

your intentions, and you’re mindfully acting on them.  

 

It’s about saying “I’m going to shut up and solve this problem, biases and obstacles 

be damned.”   

 

Two ideas I’ve been thinking about recently seem to tie into Resolve as an ontology. 

 

http://thirdfoundation.github.io/#/main
https://mindlevelup.wordpress.com/2017/02/20/levers-emotions-and-lazy-evaluators-post-cfar-2/


 

Actually Trying: 

The first of these ideas is that of Actually Trying, which seems to be an underlying 

thread in the rationality community. Actually Trying is where you, uh, actually try to 

achieve your goals. You’re relentlessly going all out.  

 

I posit that most people are not Actually Trying in life. It seems to me that, often, 

when people are doing a task, they are looking for excuses to stop, rather than 

reasons to continue. That includes me; I don’t always find myself wanting to win.  

 

Actually Trying refers to when you’re using every resource at your disposal to tackle 

your problems. You’re trying every path available to you. And if there are no paved 

paths, then you’re picking up bricks and laying your own. 

 

Consider: 

 

A student who starts a math problem, can’t immediately solve it, and then gives up, 

saying, “Well, at least I tried.” 

 

A student who starts a math problem and can’t immediately solve it. So she 

identifies multiple ways to try and solve it, tries all four ways. Re-reading the book 

again, she realizes she still doesn’t know how to solve it. So she systematically 

writes down how her thought processes and identifies what exactly what she 

doesn’t know. She tries checking online, but the internet is down. So she calls a 

friend, who also doesn’t understand things. Finally, she knocks on all the doors in 

her neighborhood, and it turns out that Mrs. Jones has a masters degree in 

mathematics and helps her out. Success! 

 

I’d say the second student is Actually Trying. 

 

She’s searching for multiple solutions in an attempt to solve the problem. When the 

first student encounters difficulty, they take it as a signal to stop. The second 

student merely sees each obstacle as closed path, and she simply continues on.  

 

http://mindingourway.com/desperation/
https://mindlevelup.wordpress.com/2016/03/18/wanting-to-win/


Actually Trying is about doing literally everything you can. 

 

(In the above example, there also seems to be a distinction between doing 

something out of a sense of duty or obligation versus out of a deep internal sense 

of wanting.) 

 

When we’re Actually Trying, we’re systematically trying to get to the goal. We’re 

searching across all potential solutions with an intent to get it done; our aim is to 

fully win.  

 

I don’t think the “Actually Try” mindset kicks in for most people until the stakes are 

raised.  

 

I’m trying to point at the differences that happen when everything you care about 

hangs in the balance. It’s the difference between trying to learn a foreign language 

because you’re sort of interested and trying to learn a foreign language because if 

you don’t half of the world explodes. 

 

If you see yourself doing more to achieve your goals in the second scenario, then 

consider the question of, “If you can see additional paths to victory in the second 

example, what’s stopping you from doing those in the first example?” 

 

For a quick mental heuristic, you may want to try Raising the Stakes: Ask yourself, “If 

the lives of my friends hung in the balance (or something else similarly drastic), is 

this really all that I’d do?” 

 

In the field of AI, the idea of the “nearest unblocked strategy” probably best 

approximates what Actually Trying as all about. (I’d highly recommend reading the 

article for additional intuitions of what I’m trying to gesture at.) 

 

To be clear, I’m not suggesting that you go and Actually Trying at all the time. I 

suspect that’d only be working yourself ragged, which probably wouldn’t be optimal 

anyway. I also don’t suggest Actually Trying for everything in life. The point is to be 

https://arbital.com/p/nearest_unblocked/


able to have something like this in reserve for those times when you’re working on 

something where failure isn’t an option. 

 

 

Formalism: 

Taking Time is a related idea, where you’re, um, actually taking time to do things. 

Where Actually Trying is about powering through, Actually Taking Time is about 

sitting down and doing things right. 

 

Consider: 

  

A student thinks about the things they have to do today. They mentally list the 

items and then go on with their day. They finish some of their things. 

 

A student thinks about the things they have to do today. They sit down, write a list 

on paper, and do some minor scheduling. They think of potential obstacles, make a 

few contingency plans, and then go on with their day. They finish almost all of their 

things. 

 

If you’re Taking Time you’re saying something like, “Okay, let me actually take the 

time to sit down and reason this out in a systematic way.” You’re willing to actually 

go and do things right, instead of just half-assing them. 

 

Taking Time appears to be, in part, powered by the idea of cultivating Formalism in 

what you do.  

 

Formalism is about rituals. 

 

It feels present in the second example, where having a specific ritual for something 

makes it feel more important or official. The person has a more structured format 

to think about things. In the first example, the action only exists in the person’s 

head, where it’s less grounded. 

 



Formalism is about having specific cues, rituals, or general things that help connect 

our mental tasks to the real world. It’s about specifically carving out the time and 

environment to do something, making it more “official”. We embody Formalism 

when use our environment to create more concrete associations with our mental 

intentions (be it through conceptual, temporal, or physical means). 

 

I think that finding ways to build more Formalism into our tasks can improve our 

efficacy.  

 

A personal example for me was that I found it easier to make running into a habit 

after I downloaded a running timer. In a way, this “manifested” my desire to run in a 

way that anchored it to the real world. For me, this changed running from “this is 

something in my head I want to do” to “now I’m starting my running timer which 

means it’s officially running time”. 

 

The most important point is that though the actual anchors you use in Formalism 

might not greatly improve the tasks themselves (EX: a running timer doesn’t 

actually increase your stamina), they do change how we think about the tasks. 

 

We see things with greater weight; it’s no longer about a wispy thought, but you’ve 

formalized it into an official Thing that you are doing. As a result, we might be able 

to improve our attempts at habituation, or just cultivate a stronger sense of 

engagement with the task at hand. 

 

So if you’re looking for ways to think more deeply on topics, Actually Try, or Take 

Time, it may be worth considering how to build some more Formalism into your 

habits. 

 

 Some potential suggestions: 

● A timer + specific sound as a particular cue. 

● A certain notebook / document used for writing specific plans. 

● Going to a coffeeshop / particular place to do work. 

● Setting aside specific times for certain tasks. 

  

https://play.google.com/store/apps/details?id=com.c25k&hl=en


Tying this all back to Resolve, most people will probably be content with flimsy 

mental notions. If you’re going to “do it right”, you need to be able to actually put in 

effort and Take the Time to sit down and work through it. 

 

Resolve comes in where, whether or not you’re directly building in Formalism, 

you’re willing to spend time/energy to formally do whatever task you’re trying to 

accomplish. 

  



4] Back to Basics: Post-CFAR 4 

[Having covered the ideas behind ontologies, this post explains how I’m trying to 

reorient with newcomers to rationality in mind. I talk about maintaining 

transparency and practicality. This is part four of a five-part series about my 

thoughts after volunteering at a CFAR workshop. As usual, the views expressed 

here are my own and don’t reflect CFAR’s] 

 

As I get deeper and deeper into rationality, I’m encountering ideas that, without 

some prerequisites, look pretty weird. I’m at the point where I might start engaging 

more fully with the meta-rationality literature, where ideas start to become far 

more…esoteric. 

 

But to a newcomer, even “normal” rationality can seem a little insane.  

 

I know this because when I first started learning this stuff, I had people from CFAR 

telling me things like, “Yeah, so the point of this whole rationality isn’t actually to 

teach people the techniques themselves, per se, but to get them to create their own 

stuff,” and I thought they were crazy.  

 

Of course, now I’m starting to get it, but Past Me was having a hard time wrapping 

my head around the idea. 

 

People also said things to me like, “Motivation isn’t really a thing you get. It’s more 

like… moderating a disagreement with two parts of yourself, where you’re merely 

letting both sides talk, And then at the end, you either want to do the thing or you 

don’t.” 

 

 I found statements like these really, really confusing. As someone who’d only just 

started figuring out agency, this was understandably difficult to swallow. 

 

My point is that the idea of inferential distance becomes ever more relevant as I 

push to the frontiers of rationality. (Obvious, perhaps, but still important!)  

 

http://www.rationality.org/
http://lesswrong.com/lw/oi6/metarationality_repository/
https://wiki.lesswrong.com/wiki/Inferential_distance
https://mindlevelup.wordpress.com/2017/02/20/levers-emotions-and-lazy-evaluators-post-cfar-2/


I’m thinking about people like the person I was last year who stumbles upon the 

ideas I have now and not understanding. I’m wondering if the stuff I write here on 

MLU becoming even less accessible for friends of mine who might just be sorta 

interested in this type of stuff. 

 

So that’s one part of what I’ve been thinking about. The other part is trying to draw 

some high-level generalizations from the idea of an ontology. 

 

I’ve posited that ontologies change our sense of what is possible, and they lend 

themselves to different rationality techniques. Rationality techniques, to me, are 

things we can do to help improve our thinking / decisions in reality. (Other people 

may think of rationality differently.) 

 

We’d expect, then, for helpful ontologies to cash out at some point in the real world, 

where they hopefully have some connection to people’s actions. For example, 

Resolve may be good for enabling people to power through things, while “humans 

are mainly habits” can help us build better daily routines. 

 

From the outside view, then, someone using rationality techniques should appear 

to be winning at life. Whatever that means. 

 

For real, though, here are some things I might consider “winning” (subjectively 

speaking): 

 

● Having a daily exercise regimen, or any sort of regular “hard” commitment 

● Stuff people generally find impressive (writing a book, inventing a product, 

etc.) 

● Generally positive mood, strong emotional stability 

● Agenty, able to set goals and achieve them 

● Being super productive (relative to other people) 

● Consistently, erm, winning the lottery (Okay, maybe my examples suck, but 

the discussion of what the heck constitutes winning at life is one for another 

day.) 

 

https://mindlevelup.wordpress.com/2017/02/20/resolve-post-cfar-3/


The point is that if whatever change your ontology granted you is purely internal 

(which might in itself be a confused concept because stuff in your brain influences 

your actions, but we’ll leave that for another time), or isn’t immediately visible to the 

outside world, then I claim that it’s likely your ontology isn’t very useful. 

 

Of course, there are ontologies like the introspection model which have a very 

internal foundation. I’m willing to suspend my judgment as I explore these alternate 

models of mind, where influencing direct action “isn’t the point”, like meditation. 

 

Still, even for things like meditation, there’s a sense in which it’s still helping you via 

whatever physical / mental benefits you’re deriving from them. So on one level up, 

you’re still doing them for the benefits, even if caring about the benefits isn’t the 

best way to acquire them. 

 

Therefore, merging the above two points, I’d like to keep two general principles in 

mind when moving forward: 

 

Clarity: 

My ultimate goal is something like finding a way to effectively bridge inferential 

distances for new people trying to learn everything in the LW-sphere. (Maybe 

something like Arbital’s dependency graphs?) But that’d require a lot of work to 

cross-reference and build. 

 

For the meantime, I’d like to at least be clear about where my reasoning is from. 

After all, there’s no rule that says the words I write have to absolutely correspond 

with what’s in my head. The illusion of transparency is often just that—transparent 

and invisible to spot. 

 

Practicality: 

This follows directly from my point about winning at life. At some level, whatever 

new shiny rationality concept I’m learning should change my actions. My belief here 

is that, as much fun as it is to philosophize, solving things in reality is the ultimate 

priority. 

 

http://mindingourway.com/dark-arts-of-rationality/
http://mindingourway.com/dark-arts-of-rationality/
https://arbital.com/
https://en.wikipedia.org/wiki/Illusion_of_transparency


To that end, I’ll be focusing on the sorts of concrete takeaways or benefits you can 

expect to see from adopting certain concepts/ontologies. I suspect that this might 

be disabling in certain contexts, but as much as possible, I want to stay on the 

object level. (I see it being a problem when talking about abstract concepts that 

may be important for understanding the world, but are either too large or removed 

from most object-level actions.) 

 

Moving forward, I want there to be constant highlights of heuristics and mindsets 

people can adopt, in terms of “upgrades”. 

  



5] Concrete Takeaways: Post-CFAR 5 

[This post is all about ideas / tricks / useful tools of mind. This is part five of a five-

part series on how I changed my mind after attending a CFAR workshop.] 

 

This is a collection of TAPs, heuristics, and concepts that I’ve been thinking 

about recently. Many of them were inspired by my time at the CFAR workshop, but 

there’s not really underlying theme behind it all. It’s just a collection of ideas that 

are either practical or interesting. 

 

TAPs: 

TAPs, or Trigger Action Planning, is a CFAR technique that is used to build habits. 

The basic idea is you pair a strong, concrete sensory “trigger” (e.g. “when I hear my 

alarm go off”) with a “plan”—the thing you want to do (e.g. “I will put on my running 

shoes”).  

 

If you’re good at noticing internal states, TAPs can also use your feelings or other 

internal things as a trigger, but it’s best to try this with something concrete first to 

get the sense of it.  

 

Some of the more helpful TAPs I’ve recently been thinking about are below: 

 

Ask for Examples TAP: 

[Notice you have no mental picture of what the other person is saying. → Ask for 

examples.] 

 

Examples are good. Examples are god. I really, really like them.  

 

In conversations about abstract topics, it can be easy to understand the meaning of 

the words that someone said, yet still miss the mental intuition of what they’re 

pointing at. Asking for an example clarifies what they mean and helps you 

understand things better. 

 

http://lesswrong.com/r/discussion/lw/o7c/making_intentions_concrete_triggeraction_planning/


The trigger for this TAP is noticing that what someone said gave you no mental 

picture.  

 

I may be extrapolating too far from too little data here, but it seems like people do 

try to “follow along” with things in their head when listening. And if this mental 

narrative, simulation, or whatever internal thing you’re doing comes up blank when 

someone’s speaking, then this may be a sign that what they said was unclear. 

 

Once you notice this, you ask for an example of what gave you no mental picture. 

Ideally, the other person can then respond with a more concrete statement or 

clarification. 

 

Quick Focusing TAP: 

[Notice you feel aversive towards something → Be curious and try to source the 

aversion.] 

 

Aversion Factoring, Internal Double Crux, and Focusing are all techniques CFAR 

teaches to help deal with internal feelings of badness. 

 

While there are definite nuances between all three techniques, I’ve sort of 

abstracted from the general core of “figuring out why you feel bad” to create an in-

the-moment TAP I can use to help debug myself.  

 

The trigger is noticing a mental flinch or an ugh field, where I instinctively shy away 

from looking too hard. 

 

After I notice the feeling, my first step is to cultivate a sense of curiosity. There’s no 

sense of needing to solve it; I’m just interested in why I’m feeling this way. 

 

Once I’ve directed my attention to the mental pain, I try to source the discomfort. 

Using some backtracking and checking multiple threads (e.g. “is it because I feel 

scared?”) allows me to figure out why. This whole process takes maybe half a 

minute. 

 

http://lesswrong.com/lw/21b/ugh_fields/


When I’ve figured out the reason why, a sort of shift happens, similar to the felt 

shift in focusing. In a similar way, I’m trying to “ground” the nebulous, uncertain 

discomfort, forcing it to take shape. 

 

I’d recommend trying some Focusing before trying this TAP, as it’s basically an 

expedited version of it, hence the name. 

 

Rule of Reflexivity TAP: 

[Notice you’re judging someone → Recall an instance where you did something similar / 

construct a plausible internal narrative] 

[Notice you’re making an excuse → Recall times where others used this excuse and 

update on how you react in the future.] 

 

This is a TAP that was born out of my observation that our excuses seem way more 

self-consistent when we’re the ones saying then. (Oh, why hello there, Fundamental 

Attribution Error!) The point of practicing the Rule of Reflexivity is to build empathy. 

 

The Rule of Reflexivity goes both ways. In the first case, you want to notice if you’re 

judging someone. This might feel like ascribing a value judgment to something they 

did, e.g. “This person is stupid and made a bad move.” 

 

The response is to recall times where either you did something similar or (if you 

think you’re perfect) think of a plausible set of events that might have caused them 

to act in this way. Remember that most people don’t think they’re acting stupidly; 

they’re just doing what seems like a good idea from their perspective. 

 

In the second case, you want to notice when you’re trying to justify your own 

actions. If the excuses you yourself make suspiciously sound like things you’ve 

heard others say before, then you may want to jump less likely to immediately 

dismissing them in the future. 

 

Keep Calm TAP: 

[Notice you’re starting to get angry → Take a deep breath → Speak softer and slower] 

https://en.wikipedia.org/wiki/Fundamental_attribution_error
https://en.wikipedia.org/wiki/Fundamental_attribution_error


 

Okay, so this TAP is probably not easy to do because you’re working against a 

biological response. But I’ve found it useful in several instances where otherwise I 

would have gotten into a deeper argument. 

 

The trigger, of course, is noticing that you’re angry. For me, this feels like an 

increased tightness in my chest and a desire to raise my voice. I may feel like a 

cherished belief of mine is being attacked. 

 

Once I notice these signs, I remember that I have this TAP which is about staying 

calm. I think something like, “Ah yes, I’m getting angry now. But I previously already 

made the decision that it’d be a better idea to not yell.” 

 

After that, I take a deep breath, and I try to open up my stance. Then I remember to 

speak in a slower and quieter tone than previously. I find this TAP especially helpful 

in arguments—ahem, collaborative searches for the truth—where things get a little 

too excited on both sides.   

 

 

Heuristics: 

Heuristics are algorithm-like things you can do to help get better results. I think that 

it’d be possible to turn many of the heuristics below into TAPs, but there’s a sense 

of deliberately thinking things out that separates these from just the “mindless” 

actions above. 

 

As more formal procedures, these heuristics do require you to remember to Take 

Time to do them well. However, I think that the sorts of benefits you get from make 

it worth the slight investment in time.  

  

Modified Murphyjitsu: The Time Travel Reframe: 

(If you haven’t read up on Murphyjitsu yet, it’d probably be good to do that first.) 

 

http://lesswrong.com/lw/o6p/double_crux_a_strategy_for_resolving_disagreement/
https://mindlevelup.wordpress.com/planning-101/


Murphyjitsu is based off the idea of a premortem, where you imagine that your 

project failed and you’re looking back. I’ve always found this to be a weird temporal 

framing, and I realized there’s a potentially easier way to describe things: 

 

Say you’re sitting at your desk, getting ready to write a report on intertemporal 

travel. You’re confident you can finish before the hour is over. What could go 

wrong? Closing Facebook, you begin to start typing. 

 

Suddenly, you hear a loud CRACK! A burst of light floods your room as a figure pops 

into existence, dark and silhouetted by the brightness behind it. The light recedes, 

and the figure crumples to the ground. Floating in the air is a whirring gizmo, filled 

with turning gears. Strangely enough, your attention is drawn from the gizmo to the 

person on the ground: 

 

The figure has a familiar sort of shape. You approach, tentatively, and find the 

splitting image of yourself! The person stirs and speaks. 

 

“I’m you from one week into the future,” your future self croaks. Your future self 

tries to tries to get up, but sinks down again. 

 

“Oh,” you say. 

 

“I came from the future to tell you…” your temporal clone says in a scratchy voice. 

 

“To tell me what?” you ask. Already, you can see the whispers of a scenario forming 

in your head…  

 

Future Your slowly says, “To tell you… that the report on intertemporal travel that 

you were going to write… won’t go as planned at all. Your best-case estimate failed.” 

 

“Oh no!” you say.  

 

Somehow, though, you aren’t surprised…  

 



At this point, what plausible reasons for your failure come to mind? 

 

I hypothesize that the time-travel reframe I provide here for Murphyjitsu engages 

similar parts of your brain as a premortem, but is 100% more exciting to use. In all 

seriousness, I think this is a reframe that is easier to grasp compared to the twisted 

“imagine you’re in the future looking back into the past, which by the way happens 

to be you in the present” framing normal Murphyjitsu uses. 

 

The actual (non-dramatized) wording of the heuristic, by the way, is, “Imagine that 

Future You from one week into the future comes back telling you that the plan you 

are about to embark on will fail: Why?” 

 

Low on Time? Power On! 

Often, when I find myself low on time, I feel less compelled to try. This seems sort 

of like an instance of failing with abandon, where I think something like, “Oh well, I 

can’t possibly get anything done in the remaining time between event X and event 

Y”. 

 

And then I find myself doing quite little as a response. 

 

As a result, I’ve decided to internalize the idea that being low on time doesn’t mean 

I can’t make meaningful progress on my problems. 

 

This a very Resolve-esque technique. The idea is that even if I have only 5 minutes, 

that’s enough to get things down. There’s lots of useful things I can pack into small 

time chunks, like thinking, brainstorming, or doing some Quick Focusing.  

 

 I’m hoping to combat the sense of apathy / listlessness that creeps in when time 

draws to a close. 

 

Supercharge Motivation by Propagating Emotional Bonds: 

[Disclaimer: I suspect that this isn’t an optimal motivation strategy, and I’m sure 

there are people who will object to having bonds based on others rather than 

themselves. That’s okay. I think this technique is effective, I use it, and I’d like to 

http://mindingourway.com/failing-with-abandon/


share it. But if you don’t think it’s right for you, feel free to just move along to the 

next thing.] 

 

CFAR used to teach a skill called Propagating Urges. It’s now been largely subsumed 

by Internal Double Crux, but I still find Propagating Urges to be a powerful concept. 

 

In short, Propagating Urges hypothesizes that motivation problems are caused 

because the implicit parts of ourselves don’t see how the boring things we do (e.g. 

filing taxes) causally relate to things we care about (e.g. not going to jail). The actual 

technique involves walking through the causal chain in your mind and some 

visceral imagery every step of the way to get the implicit part of yourself on board. 

 

I’ve taken the same general principle, but I’ve focused it entirely on the 

relationships I have with other people. If all the parts of me realize that doing 

something would greatly hurt those I care about, this becomes a stronger 

motivation than most external incentives. 

 

For example, I walked through an elaborate internal simulation where I wanted to 

stop doing a Thing. I imagined someone I cared deeply for finding out about my 

Thing-habit and being absolutely deeply disappointed. I focused on the sheer 

emotional weight that such disappointment would cause (facial expressions, what 

they’d feel inside, the whole deal).  

 

I now have a deep injunction against doing the Thing, and all the parts of me are in 

agreement because we agree that such a Thing would hurt other people and that’s 

obviously bad. 

 

The basic steps for Propagating Emotional Bonds looks like: 

● Figure out what thing you want to do more of or stop doing. 

● Imagine what someone you care about would think or say. 

● Really focus on how visceral that feeling would be. 

● Rehearse the chain of reasoning (“If I do this, then X will feel bad, and I don’t 

want X to feel bad, so I won’t do it”) a few times. 

 



Take Time in Social Contexts: 

Often, in social situations, when people ask me questions, I feel an underlying 

pressure to answer quickly. It feels like if I don’t answer in the next ten seconds, 

something’s wrong with me. (School may have contributed to this). I don’t exactly 

know why, but it just feels like it’s expected. 

 

I also think that being forced to hurry isn’t good for thinking well. As a result, 

something helpful I’ve found is when someone asks something like, “Is that all? 

Anything else?” is to Take Time. 

 

My response is something like, “Okay, wait, let me actually take a few minutes.” At 

which point, I, uh, actually take a few minutes to think things through. After saying 

this, it feel like it’s now socially permissible for me to take some time thinking.  

 

This has proven in several contexts where, had I not Taken Time, I would have 

forgotten to bring up important things or missed key failure-modes. 

 

Ground Mental Notions in Reality not by Platonics: 

One of the proposed reasons that people suck at planning is that we don’t actually 

think about the details behind our plans. We end up thinking about them in vague 

black-box-style concepts that hide all the scary unknown unknowns. What we’re left 

with is just the concept of our task, rather than a deep understanding of what our 

task entails. 

 

In fact, this seems fairly similar to the the “prototype model” that occurs in scope 

insensitivity.  

 

I find this is especially problematic for tasks which look nothing like their concepts. 

For example, my mental representation of “doing math” conjures images of great 

mathematicians, intricate connections, and fantastic concepts like uncountable 

sets. 

 

Of course, actually doing math looks more like writing stuff on paper, slogging 

through textbooks, and banging your head on the table. 

https://mindlevelup.wordpress.com/planning-101/
https://en.wikipedia.org/wiki/Scope_neglect
https://en.wikipedia.org/wiki/Scope_neglect


 

My brain doesn’t differentiate well between doing a task and the affect associated 

with the task. Thus I think it can be useful to try and notice when our brains our 

doing this sort of black-boxing and instead “unpack” the concepts. 

 

This means getting better correspondences between our mental conceptions of 

tasks and the tasks themselves, so that we can hopefully actually choose better. 

 

3 Conversation Tips: 

I often forget what it means to be having a good conversation with someone. I think 

I miss opportunities to learn from others when talking with them. This is my handy 

3-step list of Conversation Tips to get more value out of conversations: 

 

1) "Steal their magic": Figure out what other people are really good at, and then get 

inspired by their awesomeness and think of ways you can become more like that. 

Learn from what other people are doing well. 

 

2) "Find the LCD"/"Intellectually Escalate": Figure out where your intelligence 

matches theirs, and learn something new. Focus on Actually Trying to bridge those 

inferential distances. In conversations, this means focusing on the limits of either 

what you know or what the other person knows. 

 

3) "Convince or Be Convinced”: (This is a John Salvatier idea, and it also follows from 

the above.) Focus on maximizing your persuasive ability to convince them of 

something. Or be convinced of something. Either way, focus on updating beliefs, be 

it your own or the other party’s. 

 

Be The Noodly Appendages of the Superintelligence You Wish To See in the World: 

CFAR co-founder Anna Salamon has this awesome reframe similar to IAT which 

asks, “Say a superintelligence exists and is trying to take over the world. However, 

you are its only agent. What do you do?” 

 

I’ll admit I haven’t used this one, but it’s super cool and not something I’d thought 

of, so I’m including it here. 

https://jsalvatier.wordpress.com/
https://mindlevelup.wordpress.com/2016/10/21/iat-and-cev/


 

 

Concepts: 

Concepts are just things in the world I’ve identified and drawn some boundaries 

around. They are farthest from the pipeline that goes from ideas to TAPs, as 

concepts are just ideas. Still, I do think these concepts “bottom out” at some point 

into practicality, and I think playing around with them could yield interesting 

results. 

 

Paperspace =/= Mindspace: 

I tend to write things down because I want to remember them. Recently, though I’ve 

noticed that rather act as an extension of my brain, I seem to treat things I write 

down as no longer in my own head. As in, if I write something down, it’s not 

necessarily easier for me to recall it later. 

 

It’s as if by “offloading” the thoughts onto paper, I’ve cleared them out of my brain. 

This seems suboptimal, because a big reason I write things down is to cement them 

more deeply within my head. 

 

I can still access the thoughts if I’m asking myself questions like, “What did I write 

down yesterday?” but only if I’m specifically sorting for things I write down. 

 

The point is, I want stuff I write down on paper to be, not where I store things, but 

merely a sign of what’s stored inside my brain. 

 

Outreach: Focus on Your Target’s Target: 

One interesting idea I got from the CFAR workshop was that of thinking about 

yourself as a radioactive vampire. Um, I mean, thinking about yourself as a memetic 

vector for rationality (the vampire thing was an actual metaphor they used, though). 

 

And the interesting thing they mentioned was to think, not about who you’re 

directly influencing, but who your targets themselves influence.  

 



This means that not only do you have to care about the fidelity of your 

transmission, but you need to think of ways to ensure that your target also does a 

passable job of passing it on to their friends. 

 

I’ve always thought about outreach / memetics in terms of the people I directly 

influence, so looking at two degrees of separation is a pretty cool thing I hadn’t 

thought about in the past. 

 

I guess that if I took this advice to heart, I’d probably have to change the way that I 

explain things. For example, I might want to try giving more salient examples that 

can be easily passed on or focusing on getting the intuitions behind the ideas 

across.  

 

Build in Blank Time: 

Professor Barbara Oakley distinguishes between focused and diffused modes of 

thinking. Her claim is that time spent in a thoughtless activity allows your brain to 

continue working on problems without conscious input. This is the basis of diffuse 

mode. 

 

In my experience, I’ve found that I get interesting ideas or remember important 

ideas when I’m doing laundry or something else similarly mindless.  

 

I’ve found this to be helpful enough that I’m considering building in “Blank Time” in 

my schedules. 

 

My intuitions here something like, “My brain is a thought-generator, and it’s 

particularly active if I can pay attention to it. But I need to be doing something that 

doesn’t require much of my executive function to even pay attention to my brain. 

So maybe having more Blank Time would be good if I want to get more ideas.” 

 

There’s also the additional point that meta-level thinking can’t be done if you’re 

always in the moment, stuck in a task. This means that, cool ideas aside, if I just 

want to reorient or survey my current state, Blank Time can be helpful. 

 

https://mindlevelup.wordpress.com/2016/04/15/135/


The 99/1 Rule: Few of Your Thoughts are Insights: 

The 99/1 Rule says that the vast majority of your thoughts every day are pretty 

boring and that only about one percent of them are insightful.  

 

This was generally true for my life…and then I went to the CFAR workshop and this 

rule sort of stopped being appropriate. (Other exceptions to this rule were 

EuroSPARC [now ESPR] and EAG) 

 

Conclusion: 

I bulldozed through a bunch of ideas here, some of which could have probably 

garnered a longer post. I’ll probably explore some of these ideas later on, but if you 

want to talk more about any one of them, feel free to get in contact from the About 

page. 

 

  

https://espr-camp.org/


6] CFAR Workshop February 2017 Review: 

[Actual CFAR workshop review.] 

 

I recently mentored at a CFAR workshop, and this is a review of the actual 

experience. In broad strokes, this review will cover the physical experience 

(atmosphere, living, eating, etc.), classes (which ones were good, which ones 

weren’t), and recommendations (regrets, suggestions, ways to optimize your 

experience). I’m not officially affiliated with CFAR, and this review represents my 

own thoughts only. 

 

A little about me: my name is Owen, and I’m here in the Bay Area. This was actually 

my first real workshop, but I’ve had a fair amount of exposure to CFAR materials 

from EuroSPARC, private conversations, and LessWrong. So do keep in mind that 

I’m someone who came into the workshop with a rationalist’s eye. 

 

I’m also happy to answer any questions people might have about the workshop. 

 

Physical Experience: 

Sleeping / Food / Living: 

(This section is venue-dependent, so keep that in mind.) 

Despite the hefty $3000 plus price tag, the workshop accommodations aren’t 

exactly plush. You get a bed, and that’s about it. In my workshop, there were always 

free bathrooms, so that part wasn’t a problem.  

 

There was always enough food at meals, and my impression was that dietary 

restrictions were handled well. For example, one staff member went out and 

bought someone lunch when one meal didn’t work. Other than that, there’s ample 

snacks between meals, usually a mix of chips, fruits, and chocolate. Also, hot tea 

and a surprisingly wide variety of drinks. 

 

Atmosphere / Social: 

(The participants I worked with were perhaps not representative of the general 

“CFAR participant”, so also take caution here.) 



People generally seemed excited and engaged. Given that everyone hopefully 

voluntarily decided to show up, this was perhaps to be expected. Anyway, there’s a 

really low amount of friction when it comes to joining and exiting conversations. By 

that, I mean it felt very easy, socially speaking, to just randomly join a conversation. 

Staff and participants all seemed quite approachable for chatting. 

 

I don’t have the actual participant stats, but my impression is that a good amount of 

people came from quantitative (math/CS) backgrounds, so there were discussions 

on more technical things, too. It also seemed like a majority of people were familiar 

with rationality or EA prior to coming to the workshop. 

 

There were a few people for whom the material didn’t seem to “resonate” well, but 

the majority people seemed to be “with the program”. 

 

Class Schedule: 

(The schedule and classes are also in a state of flux, so bear that in mind too.) 

Classes start at around 9:30 am in the morning and end at about 9:00 pm at night. 

In between, there are 20 minute breaks between every hour of classes. Lunch is 

about 90 minutes, while dinner is around 60 minutes. 

 

Most of the actual classes were a little under 60 minutes, except for the flash 

classes, which were only about 20 minutes. Some classes had extended periods for 

practicing the techniques. 

 

You’re put into a group of around 8 people, which switches every day, that you go 

to classes with. So there’s a few rotating classes that are happening, where you 

might go to them in a different order. 

 

Classes Whose Content I Enjoyed: 

As I was already familiar with most of the below material, this reflects more a 

general sense of classes which I think are useful, rather than ones which were 

taught exceptionally well at the workshop. 

 

TAPs:  



Kaj already has a great write-up of TAPs here, and I think that they’re a helpful way 

of building small-scale habits. I also think the “click-whirr” mindset TAPs are built off 

can be a helpful way to model minds. The most helpful TAP for me is the Quick 

Focusing TAP I mention about a quarter down the page here. 

 

Pair Debugging:  

Pair Debugging is about having someone else help you work through a problem. I 

think this is explored to some extent in places like psychiatry (actually, I’m unsure 

about this) as well as close friendships, but I like how CFAR turned this into a more 

explicit social norm / general thing to do. When I do this, I often notice a lot of 

interesting inconsistencies, like when I give someone good-sounding advice—

except that I myself don’t follow it.   

 

The Strategic Level:  

The Strategic Level is where you, after having made a mistake, ask yourself, “What 

sort of general principles would I have had noticed in order to not make a mistake 

of this class in the future?” This is opposed to merely saying “Well, that mistake was 

bad” (first level thinking) or “I won’t make that mistake again” (second level 

thinking). There were also some ideas about how the CFAR techniques can recurse 

upon themselves in interesting ways, like how you can use Murphyjitsu (middle of 

the page) on your ability to use Murphyjitsu. This was a flash class, and I would 

have liked it if we could have spent more time on these ideas. 

 

Tutoring Wheel: 

Less a class and more a pedagogical activity, Tutoring Wheel was where everyone 

picked a specific rationality class to teach and then rotated, teaching others and 

being taught. I thought this was a really strong way to help people understand the 

techniques during the workshop. 

 

Focusing / Internal Double Crux / Mundanification: 

All three of these classes address different things, but in my mind I thought they 

were similar in the sense of looking into yourself. Focusing is Gendlin’s self-directed 

therapy technique, where people try to look into themselves to get a “felt shift”. 

Internal Double Crux is about resolving internal disagreements, often between S1 

http://lesswrong.com/r/discussion/lw/o7c/making_intentions_concrete_triggeraction_planning/
http://lesswrong.com/r/discussion/lw/oo3/concrete_takeaways_postcfar/
http://lesswrong.com/lw/oka/planning_101_debiasing_and_research/


and S2 (but not necessarily). Mundanification is about facing the truth, even when 

you flinch from it, via Litany of Gendlin-type things.  

This general class of techniques that deals with resolving internal feelings of “ugh” I 

find to be incredibly helpful, and may very well be the highest value thing I got out 

of the class curriculum. 

 

Classes Whose Teaching/Content I Did Not Enjoy: 

These were classes that I felt were not useful and/or not explained well. This differs 

from the above, because I let the actual teaching part color my opinions. 

 

Taste / Shaping: 

I thought an earlier iteration of this class from EuroSPARC was clearer. Here, I 

wasn’t exactly sure what the practical purpose of the class was, let alone what the 

general thing it was pointing at. To the best of my knowledge, Taste is about how 

we have subtle “yuck” and “yum” senses towards things, and there can be a way to 

reframe negative affects in a more positive way, like how “difficult” and 

“challenging” can be two sides of the same coin. Shaping is about…something. I’m 

really unclear about this one.  

 

Pedagogical Content Knowledge (PCK): 

PCK is, I think, about how the process of teaching a skill differs from the process of 

learning it. And you need a good understanding of how a beginner is learning 

something, what that experience feels like, in order to teach it well. I get that part, 

but this class seemed removed from the other classes, and the activity we did 

(asking other people how they did math in their head) didn’t seem useful. 

 

Flash Class Structure: 

I didn’t like the 20 minute “flash classes”. I felt like they were too quick to really give 

people ideas that stuck in their head. In general, I am in support of less classes and 

extended times to really practice the techniques, and I think having little to no flash 

classes would be good. 

 

Suggestions for Future Classes: 



This is my personal opinion only. CFAR has iterated their classes over lots of 

workshops, so it’s safe to assume that they have reasons for choosing what they 

teach. Nevertheless, I’m going to be bold and suggest some improvements which I 

think could make things better. 

 

Opening Session: 

CFAR starts off every workshop with a class called Opening Session that tries to get 

everyone in the right mindset for learning, with a few core principles. Because of 

limited time, they can’t include everything, but there were a few lessons I thought 

might have helped as the participants went forward: 

 

In Defense of the Obvious: 

There’s a sense where a lot of what CFAR says might not be revolutionary, but it’s 

useful. I don’t blame them; much of what they do is draw boundaries around fairly-

universal mental notions and draw attention to them. I think they could spend 

more time highlighting how obvious advice can still be practical. 

 

Mental Habits are Procedural:  

Rationality techniques feel like things you know, but it’s really about things you do. 

Focusing on this distinction could be very useful. 

 

Record / Take Notes: 

I find it really hard to remember concrete takeaways if I don’t write them down. 

During the workshop, it seemed like maybe only about half of the people were 

taking notes. In general, I think it’s at least good to remind people to journal their 

insights at the end of the day, if they’re not taking notes at every class. 

 

Turbocharging + Overlearning: 

Turbocharging is a theory in learning put forth by Valentine Smith which, briefly 

speaking, says that you get better at what you practice. Similarly, Overlearning is 

about using a skill excessively over a short period to get it ingrained. It feels like the 

two skills are based off similar ideas, but their connection to one another wasn’t 

emphasized. Also, they were several days apart; I think they could be taught closer 

together. 

http://lesswrong.com/lw/ong/levers_emotions_and_lazy_evaluators/
http://lesswrong.com/lw/o3j/mental_habits_are_procedural/
https://relentlessdawn.wordpress.com/2016/08/13/turbocharging-training/


 

General Increased Cohesion: 

Similarly, I think that having additional discussion on how these techniques relate 

to one another be it through concept maps or some theorizing might be good to 

give people a more unified rationality toolkit. 

 

Mental Updates / Concrete Takeaways: 

This ended up being a lot of words. If you’re interested, see my 5-part series on the 

topic here. 

 

Suggestions / Recommendations: 

This is a series of things that I would have liked to do (looking back) at the 

workshop, but that I didn’t manage to do at the time. If you’re considering going, 

this list may prove useful to you when you go. (You may want to consider 

bookmarking this.)  

 

Write Things Down: 

Have a good idea? Write it down. Hear something cool? Write it down. Writing 

things down (or typing, voice recording, etc.) is all really important so you can 

remember it later. 

 

Build Scaffolding: 

Whenever you have an opportunity to shape your future trajectory, take it. Whether 

this means sending yourself emails, setting up reminders, or just taking a 30 minute 

chunk to really practice a certain technique, I think it’s useful to capitalize on the 

unique workshop environment to, not just learn new things, but also just do things 

you otherwise probably “wouldn’t have had the time for”. 

 

Record Things: 

Here’s a poster I made that has a bunch of suggestions: 

https://mindlevelup.wordpress.com/2017/02/18/ontologies-and-operating-systems-post-cfar-1/


 



 

Don’t Be Afraid to Ask for Help: 

Everyone at the workshop, on some level, has self-growth as a goal. As such, it’s a 

really good idea to ask people for help. If you don’t understand something, feel 

weird for some reason, or have anything going on, don’t be afraid to use the people 

around you the fullest (if they’re available, of course).  

 

Conclusion:  

Of course, perhaps the biggest question is “Is the workshop worth the hefty several 

thousand price?” 

 

Assuming you’re coming from a tech-based position (apologies to everyone else, I’m 

just hitting what seems to be the most common place CFAR participants seem to 

come from), the average hourly wage is something like $40. At ~$4,000, the 

workshop would need to save you about 100 hours to break even. 

 

If you want rigorous quantitative data, you may want to check out CFAR’s own study 

on their participants. I don’t think I’ve got a good picture of quantifying the sort of 

personal benefits, myself, so everything below is pretty qualitative. 

 

Things that I do think CFAR provides: 

 

1) A unique training / learning environment for certain types of rationality skills that 

would probably be hard to learn elsewhere. Several of these techniques, including 

TAPs, Resolve Cycles, and Focusing have become fairly ingrained in my daily life, 

and I believe they’ve increased my quality of life.  

 

Learning rationality is the main point of the workshop, so the majority of the value 

probably comes out of learning these techniques. Also, though, CFAR gives you the 

space and time to start thinking about a lot of things you might have otherwise put 

off forever. (Granted, this can be achieved by other means, like just blocking out 

time every week for review, but I thought this counterfactual benefit was still 

probably good to mention.) 

 

http://rationality.org/studies/2015-longitudinal-study#life-satisfaction


2) Connections to other like-minded people: As a Schelling point for rationality, 

you’ll meet people who share similar values / goals as you at a CFAR workshop. If 

you’re looking to make new friends or meet others, this is another benefit. 

(Although it does seem costly and inefficient if that’s your main prerogative.) 

 

3) Upgraded mindset: As I wrote about here, I think that learning CFAR-type 

rationality can really level up the way you look at your brain, which seems to have 

some potential flow-through effects. The post explains it better, but in short, if you 

have not-so-good mental models, then CFAR could be a really good choice for 

boosting how you see how your mind works. 

 


