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Foreword: 

  

This is a collection of blog posts that appeared on mindlevelup in 

2016. I’ve gone through them all and made some slight edits for readability. 

In addition, I’ve added a small annotation [like this] before each essay that 

either summarizes it or details how I’ve changed my mind on the topic it’s 

about. 

 

 The content here is a mixture of introspection, cognitive science, and 

motivation. Above all, I’m trying to write about human rationality, the art of 

becoming more right and winning at life. If you want a quick intro to the 

field, I’d recommend reading Rationality 101 (the last essay) first. 

 

 As a collection of essays written throughout the year, the writing 

quality does follow an upward trend. If you just want the “good” essays, I’d 

recommend starting from Living in the Moment and skipping everything 

before that. 

 

 Lastly, I’d recommend not being-reading all of these and instead 

picking a few that seem interesting at a time and checking them out. I think 

you get more value if you give the ideas some time to bounce around in your 

head. 

 

 I hope you find this helpful! 

 

-  
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1. Life as a Student: 

[This was the essay that started things off. I like a good deal of the 

rhetoric used here, although I haven’t actually thought too much about 

education reform. Mainly to get people at school thinking a bit more.] 

 

Our school system has been under attack for a while now, it seems; 

especially salient is the stress high schoolers face as they prepare for college. 

Getting into college is now like an ultra-high stakes game– and everyone is 

playing to win. 

 

Here in the Bay Area especially, many students have their eyes set on 

those top-tier colleges, which easily come to mind– UC Berkeley, Stanford, 

MIT, and the like. That in itself is not a bad thing. 

 

The problem is these colleges can take only so many students, and 

they’re also very exclusive. The schools we seem to all want to go to only 

accept 10% or less of applicants. Which means right off the bat, the other 

90% of us aren’t getting in. 

 

But this doesn’t seem to faze us. We take those extra classes, cram in 

those extracurricular and vie to be just “a little more extraordinary” than the 

person before us, hoping that extra summer lecture we took at Stanford on 

molecular biology will make all the difference. 

 

And this has some startling effects on our surroundings. Tutoring 

centers are a great example of this. We’ve created a $100 billion dollar 

industry that profits off this hope. We think that extra boost in grades is 

what it takes– it’s become more of a norm than ever to take SAT boot 

camps– and of course the tutoring centers are more than happy to oblige. 

 

I’ve seen instructors who say they are happy to work at tutoring 

centers because it allows them to help students realize their goals and reach 

their dream schools. 

 

That’s great for the student who can afford the help, but getting into 

college is a zero-sum game– a student who is “pruned” for colleges 

effectively takes spots away from applicants who don’t have access to those 

kinds of resources.  But equitableness aside, there’s a fundamental issue 

that I believe is more disruptive– what colleges look for. 

http://www.forbes.com/sites/jamesmarshallcrotty/2012/10/30/global-private-tutoring-market-will-surpass-102-billion-by-2018/
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“Academic excellence. Dedication. Genuine Interest.” These are trite 

descriptions of what colleges look for. And we’ve taken it to the extreme. 

We’ve taken to shooting for 4.0’s, becoming president of 3 clubs, and hunting 

for summer internships at universities to rise to the occasion. 

 

What does this imply about the type of person colleges look for? 

 

Times are changing. In a global society, we’re facing problems that test 

our commitment to not just our local communities, but to citizens across the 

world. To create the next generation of leaders, problem solvers, and 

visionaries, we need feeling, thinking, open-minded humans. We need 

people able to deal with the rapidly changing world environment, create new 

ideas, and offer new perspectives. 

 

But the current school system is not doing this. 

 

We’re saying that success looks like straight A’s and juggling multiple 

after-school activities. 

 

We’re not stressing thinking, life skills, or a broader world view. Being 

a human is more about doing well in classes. But it seems that job has been 

relegated elsewhere. 

 

Instead, students are led to believe that they can bolster their college 

application by seeing who can “complete the most objectives”, and the 

scores from standardized testing only increases this terrible example of 

gamification. 

 

Testing, often, isn’t the most effective way to gauge learning at all.  

 

So it’s not just the fact that we have students overworking themselves 

for a sliver of possibility, but that the entire process isn’t what optimal 

learning looks like. 

 

What can we do? There are all sort of ideas for reforming the system. 

Hopefully, we can work on those. But in the meantime, it’s worth it to 

examine how school fits in with your personal value framework. 
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What do you care about? Past that 4.0, past the Ivy League education, 

what are you looking for? 

 

If you’re hell-bent on staying in the competitive circuit (and I’m sure 

many of you will), and don’t have the best idea of what to major in during 

your time on college or what to do right after, I suggest you check out 

www.80000hours.org . 

 

80,000 Hours isn’t not about education reform, in the narrowest 

sense.  Instead, they give great advice on choosing a career, which can 

definitely help pare your school choices down. Also, they talk about doing 

the most with your job– how you can help the most people AND earn the 

most money. 

 

So we started by examining some shortcomings of the general college 

application process and filtered it to see its effects on the student industry, 

life, and culture. We’re still a long way from any ideal situation. 

 

But you can change your own mindset. You can stare at the reality 

before you– the tests, the stress, the culture. 

 

And you can choose to reject it. 

 

You can choose to move on, take what you can from school, and still 

do what you want. You don’t need to get sucked into any culture of mass-

high achievement or laundry lists of achievements. 

 

Life is about more than this. 

 

Have you read any of the world’s top 100 books? Or looked into 

humanity’s greatest threats to our existence? 

 

There’s an entire world of human experience out there, and it would 

be a shame if all we got out of our formative years was a finely developed 

skill for filling out bubbles… 

 

 

 

 

http://www.80000hours.org/
http://www.global-catastrophic-risks.com/
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2. Why Try Hard? 

[While I do think that the General Action Plan described here tends to 

be a good way to think about goals, I don’t like this essay much. It’s not 

something I’d try writing again today. Too many bad jokes and poor 

organization.] 
 

Life is pretty hard.  Seriously, it scores an 11/10 on the Mohs scale.  Scratch 

that, it’s more like a 12/10.  Which is probably why many people go through life 

without too many dreams and ambitions.   

 

I mean, it’s hard to just deal with daily problems of living, not to mention 

everything else happening in all the crazier parts of the world. 

 

But you’re going to be different.   

 

You’re going to try and make a difference, and change the world.  Except that 

everyone around you seems to be talking about the “naiveté of youth” and seems 

pretty jaded (6.5 Mohs) about life.  Obviously their cynicism isn’t sharp enough to 

scratch all of life (6.5 < 12), so you listen their warnings and run off to face the final 

boss anyways. 

 

After all, if you really try hard, things should work out, right? You’ve got the 

drive, the dream, the baseball cap, and the yellow electrical mouse.  Why wouldn’t 

things work out for you, the main character? 

 

Deep down though, you probably also already realize the futility of trying to 

create systemic change.  I mean, those jaded mentors of yours once had your 

idealism too.  And they also wanted to make the world a better place.  But they 

ventured out into the world, and came back, battered and wizened-- more attuned 

to the reality we live in. 

 

“Might it be smarter,” that little voice in your head asks, “to bow to the reality 

of the situation, and lower your sights?” 

 

And the reality of the situation is terrible.  We have hundreds of thousands of 

lives being lost each day.  Terrible diseases that cripple our livelihood and tear 

families apart.  Climate change that causes loss of biodiversity and threatens to 

flood communities across the globe.  We could very well be crushed by an asteroid, 

or suffer terribly at the hands of full-scale nuclear war.   
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A lonely blue and green speck in an unkind, frozen nightscape.   

 

Against such unequal odds, people tend to localize:  “Fighting worldwide 

hunger is impossible,” they say, “what can one person like me do?” This is a normal 

response.  The perils and problems in this world are enormous!  How can we even 

hope to solve them?   

 

“But maybe, that voice nags, “if I do my part, if I donate to my community’s 

food bank, I can make that little bit of difference in my own little world. And I can be 

satisfied with that.” There is something poetic about this-- doing what you can in 

your own little world.  “Forget saving the world,” it cries, “if I can inspire change in 

my community, then that will be enough for me.  I will have done my part.”  

 

But will you really?  Will you be truly satisfied that you’ve done all that you 

can to try and solve the world’s problems?   

 

Well, you could trying listening to me instead. I’m the other voice.   

 

You know, the stupid one?  The delusional one that refuses to accept reality 

as-is?  The one that insists, no matter the odds, that we should try to make things 

better?  The one that looks at the huge problems the world is facing and says, “If so 

much is wrong, it’s all the more reason to try and set them right!”   

 

Your mentors may have wanted to improve the world, but did they have a 

map, a strategy, an action plan? 

 

“Of course,” you may respond, “who doesn’t have a plan?  You really are the 

stupid voice.” 

 

But for many of us, in our heads, trying to solve these big world problems 

looks a little like this: 

 

Step 1: Learn that world hunger is a big issue. 

Step 3: Solve world hunger. 

 

First off, you’ll probably notice that Step 2 is missing.  You’ll also probably 

notice that the above plan looks a little simple.  There’s a lot of heart (caring about 
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the problem), but it’s missing a lot of head (trying to come up with an actual plan to 

solve the problem).   

 

You may ask: “What good are plans? If you care enough about things, you’ll 

find a way!”  

 

Plans are deliberate maps to your goal-- getting what you want.  We use 

plans because they are more effective at getting to our goals.  Compared to, say, 

just sitting at home hoping that your dreams come true.   

 

It’s just a feature of our universe: If we want to affect reality, we’ll have to do 

things in reality; we can’t just imagine something and have it happen-- that's just 

not how things work. 

 

In the same way, if we want to achieve our goals, we’ll be looking for the best 

plan possible.  A better plan is one that has a higher chance of getting us what we 

want.  So, to really get things done, we’ll need a well-made plan. 

 

And therein lies the key.   

 

Everyone that came before you who wanted to make a difference probably 

had a fairly good notion of what the problems were, but how many of them actually 

took the time to really research/create a strategy of what to do about it? 

 

“But that’s not fair to them,” you may cry out, “they didn’t have access to 

resources like we do today!  The Internet has exploded in the past few decades, and 

my phone has more computing power than what used to require an entire room!  

You can’t expect them to have been able to create detailed plans or research things 

out fully!  It was good enough that they even cared!” 

 

Precisely.   

 

They might not have had access to the wonderful resources we have today-- 

which would have seriously hampered their researching ability/ability to make 

plans. 

 

“Right,” you may say, “then how can you expect anyone to do anything about 

these issues?  They’re too large-- you just admitted that it’s impossible to make 

plans that solve anything this big!” 
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But you can totally research to your heart’s content.  You are living in a world 

where information is literally at your fingertips.  As a human being, you’re already 

hard-wired to make plans and achieve your goals! 

 

So don’t give up on your plans of solving worldwide problems just yet!  You 

have at least two advantages over all the idealistic youth that came before you in 

generations past:   

 

1) With the Internet, you have access to a vast majority of all of humanity’s 

acquired knowledge-- over 5,000 years of accumulated lore. 

 

2) Armed with the idea that plans get things done, you can create strategies 

that actually lead to your goals. 

 

 To end, I’ll be giving you a basic framework that you can apply to create plans 

that allow you to achieve your goals: The General Action Plan (GAP): 

 

 The main idea is broken into 4 steps: 

 

1) Identify your goal:  

This is what you want to get done.  It’s going to be the focus of all your 

actions. 

 

EX: “Convince all my friends that procrastination is terrible; get them to 

change their habits” 

 

2) What do you need to do to get it done? 

If the goal is large, break it up into subsections of things you can do.  Identify 

categories.  If you end up with a few general sections, identify subgoals for each 

section.  Repeat as needed. 

 

EX: “I will need to focus on Outreach, Persuasion, Creating a Movement, and 

Publicity if I want to get my friends to change their habits.” 

 

3) What is stopping you from getting it done? 

 Identify things that make it hard for you to start.  List smaller things you need 

to do for each subsection. 
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 EX: “I will have difficulty convincing people.  I need to motivate myself to get 

this done.  I will have trouble getting the social media attention I’ll need.” 

  

 

4) Break it down again. 

Take all the vague-sounding things you wrote down earlier, and break it 

down again into smaller actions.  The trick behind the G.A.P. is to take conceptual 

things that are hard to do into actual actionable items. 

 

EX: “Outreach becomes: 

1) Create a poster 

2) Talk to friends 

3) Make a Facebook post. 

  

 Breaking it down again: 

 

 Create a poster: 

1) Outline poster 

2) Ask friend to supply visuals 

3) Post around school 

 

 Talk to friends: 

1) Make a list of friends who would be interested 

2) Find out what your main idea should be 

3) Find opportunities to talk with them 

 

Concluding Thoughts: 

 

 When faced with impossible odds, don’t try to shoot lower-- make a better 

plan.  We’re living in a really great plan where we can network with people across 

the globe and learn about almost anything. 

 

 No matter what things you want to accomplish, having a basic understanding 

of breaking it down should make it much easier to understand how to get big, 

complex, and fuzzy ideas like “teach the value of persistence” done.   

 

 Instead of focusing on the abstract “idea-ness” of the goal, focus on what the 

goal would look like if you were successful, and focus on cultivating those 

symptoms.  And remember to take all the general concepts and clarify them. 
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 A lot of paralysis when it comes to getting anything done is uncertainty .  If 

you don’t know what you can do to solve a problem, it’s much scarier.  But if you 

can hone in on what exactly you need to get done, even if it’s an impossible task, 

you at least know what you can do. 

 

 So back to the original question, “Why try hard?”   

 

 “Because YOU can.”   
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3. Metacognition and Mindfulness: 

 [I was on a metacognition-kick for a while, and this was my first attempt to 

explain it. I don’t think I did a very good job describing meta-levels or the benefits of 

mindfulness (which I’m still exploring). I do think the examples of internal thought 

processes are pretty solid, though.] 

 

Today’s discussion takes a look at how we can look at the thoughts going on 

in our brain— noticing our thoughts.  The general term is “metacognition”, which 

refers to thinking about our thinking. 

 

In general, “meta-X” is X that refers to class X.   

 

Here’s a brief example: Say we have a set of readings from electricity smart 

meters across our neighborhood.  We can see snapshots of how much energy 

people are using, what times they’re using it at, and what it’s being used on.  Let’s 

call that our standard “data”.   

 

Our “metadata” in this case would be information about the information we 

have about how electricity is used in our neighborhoods.  This could be data like 

what percentage of the snapshots were taken during the nighttime or what the 

most popular times for peak energy usage are. 

 

We’re going one level up, in a sense. 

 

In our case, though, the goal is to notice what we are thinking, and develop a 

separate awareness of our ideas outside of our thoughts.  Cultivating this type of 

awareness can be very helpful, and I’ll try to outline the exercises I’ve used: 

 

1. Know that recognizing your thoughts is possible.  If you can recognize 

when you are aware of the implications of a thought, give yourself a mental 

thumbs-up, a smile, or something that signals to yourself “good job”.  The sooner 

the better. 

  

2. Writing down your thoughts also helps; you get a better understanding of 

what you are thinking about.  

 

 Example: When I notice myself going through any “odd” mindstate, I’ll try to 

break down my thoughts, piece by piece, to see where the problem lies.   
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Also, I keep a journal every day, detailing my beliefs on things, at the time of 

writing.  This also becomes handy later on when I change my mind. 

 

3. Remind yourself you are trying to practice metacognition: 

 

 Example: For a while, I wore a blue wristband that served as a trigger for me 

to remember  

I was trying to actively think about my thoughts.  Every time I saw the 

flash of blue on my arm, I’d remember to actively perceive my thoughts.  The 

more I kept it on my mind, the easier the habit became to internalize.   

 

 Additionally, I found reading Gödel, Escher, Bach *4 to be a great 

introduction to metalevels and consciousness, and it really started the internal 

dialogue for me with my thoughts. 

 

 In the field of psychology, there is another phenomenon known as 

“mindfulness”, which has roots in Buddhism.   

 

It’s associated with a host of benefits, but our focus here is on the awareness 

it helps train.  There are a lot of great guides out there, and the main idea is very 

simple.  (I would recommend Mindfulness in Plain English). 

 

The ten-second summary is that mindfulness consists of being aware of your 

own body’s actions/sensations.  For example, you can focus solely on your 

breathing—the feel of the air travelling in, travelling out, and how your chest 

responds.  That’s it; the more you do this, the better awareness you can develop, 

and stronger your focus becomes. 

 

By combining an understanding of metalevels, writing down your own 

thoughts, and some basic mindfulness practice, it hopefully becomes easier to see 

your thoughts as they appear. 

 

I know it’s hard to describe an abstract process like this, so I hope the below 

examples I’ve taken from my own recent experiences help better illustrate my 

point: 

 
 

<When reading/typing online> 

I’m bored; let’s check out what’s on Facebook? 
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<Realizing I thought this> 

 

I’m just thinking this because my focus is waning.  I just checked Facebook an 

hour ago!  Chances are, there’ll be no notifications.  Plus, I might see an article that 

grabs my attention and further hijacks my attention from what I’m doing here, 

which is far more important.   

Instead, I’ll get up/walk around for a few minutes and then get back to work-- 

I’ll save time and won’t get distracted. 

 
 

<After waking up> 

I’m tired and want to go back to sleep.  It’s more comfortable in bed. *9 

 

<Realizing I thought this> 

 

I’m just being lazy because the lights aren’t on.  Once I power through and 

flip the light switch, I’ll be much more awake.  And when I’m awake, I like staying 

awake-- I can do lots of fun things and get stuff done.  So I’ll turn on the lights, 

ignore my fatigue, and that should help put me on the right track. 

 
 

 <When I have to do something I don’t want to do> 

 Why do I have to do this?  This is ridiculous!  I’m feeling very angry! 

 

<Realizing I thought this> 

Slow down.  You’re getting angry, which won’t help things.  Breathe in/out.  

Can you convince them to not have you do this?  If yes, then try convincing them.  If 

no, then smile *10 and do it without any hard feelings-- you’ll optimize this way. 

 
 

 So this week is just about familiarizing yourself with the idea that you can 

think about what you are thinking about. 
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4. Precommitment: 

 [I think precommitment is a very cool idea. I’d suggest skipping this essay and 

going straight to Fighting Procrastination for a better description, though. The 

description here was pretty subpar, although the “mental precommitment” idea 

might be a novel intuition pump.] 

 

(A note on terminology:  I use “decision” to mean instances where you have 

to pick between several options.  I use “choice” to indicate these options.) 

 

This is a technique I use that I find helpful for staying on-track and avoiding 

distractions—precommitment.  The idea behind precommitment is to lock yourself 

into good choices.  This is an example of self-imposed choice architecture.  

 

Now a few words of caution: This will definitely not work for everyone, and it 

doesn’t always work for me, either.  But I think the ideas and motivations behind 

the technique can be helpful for others, and it’s my hope that you salvage 

something useful from this concept. 

 

I’m going to link two related concepts with the idea of precommitment: 

 

1- The removal of choices 

 

2- A mental heuristic when faced with temptation. 

 

I’ll refer to (1) as physical precommitment and I’ll refer to (2) as mental 

precommitment. 

 

For either of these two to be effective, you need to anticipate a decision 

coming up where you have to make a choice.  However, if you could just make the 

“right” choice at that point in the future, then we wouldn’t need to precommit.  So 

not only do you have to anticipate a decision coming up, but you should also see 

that you have a high chance of not choosing the “right” choice then.  So the choice 

the “future you” makes might not be the choice the version of you in the present 

would like the “future you” to take.  

 

A good analogy is found in Odysseus and the Sirens.  Odysseus knows that 

once he hears the Siren’s song, he will want to leave the ship and go towards them 

(and his certain death).  Anticipating this change in priorities, he asks his men to tie 

https://en.wikipedia.org/wiki/Precommitment
https://en.wikipedia.org/wiki/Choice_architecture
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him up before they proceed, in line with his priorities now (life over the Sirens) 

versus later (the Sirens over life). 

 

Humans are often inconsistent, and there are many examples where our 

individual desires in decisions can overpower our initial goals.  For instance: 

 

1- Hamza decide now that he wants to cut down sugar in his diet.  However, Hamza 

knows there is a stash of cookies in his pantry, and he tends to get snackish in the 

afternoon…  

 

2- Owen needs to finish typing his essay, but he knows he is often distracted by 

Facebook and other social media sites while on the computer… 

 

3- Amir wants to finish studying his chapter in his Algebra textbook, but he knows 

that his attention wanders after around an hour—watching YouTube videos or 

playing video games will seem very attractive…  

 

In all of the above cases, there is a decision coming up in the future.  In each 

case, one choice will be in line with your goals, and the other will not.  However, you 

anticipate that choosing the right choice will be hard for you at the time when you 

face the decision. 

 

Also, we need to recognize that this shift of priorities occurs.  If we are 

unaware of the fact that we make inconsistent choices, we cannot allay the 

situation. 

 

If you decide to use physical precommitment, the idea is to eliminate the 

potential to make the “wrong” choice before the time to face the decision arises.  

Here are some examples following the first 3 scenarios: 

 

1- Knowing that he may crave sugary snacks, Hamza removes all cookies and 

candies from his pantry.  Instead, he stocks it with fruits, nuts, and vegetable sticks.  

If he gets snackish in the afternoon now, his only choice is to eat non-sugary foods. 

 

2- Owen sets up a series of web extensions like Stay Focusd and Kill News Feed to 

limit his options on the web.  If he is on the computer at all, working on his essay is 

the only thing he can really do.  

 

https://chrome.google.com/webstore/detail/stayfocusd/laankejkbhbdhmipfmgcngdelahlfoji?hl=en
https://chrome.google.com/webstore/detail/kill-news-feed/hjobfcedfgohjkaieocljfcppjbkglfd?hl=en
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3- Amir goes to his library and uses a study room.  He brings just his textbook and 

some water.  If he loses concentration, he can take a small breather, but it’s now 

much less likely that he will become totally off-tracked from his studying. 

 

In some cases of physical precommitment where the self-imposed 

restrictions can be easily self-removed, it may help to have a friend act as an 

accountable 3rd party.  For example, if you worry you will remove the extensions 

you just installed, a willing friend can create a supervised user account on Chrome 

for you. 

  

 The key is to see what “bad” choices you may be tempted to take, and 

remove them, so your only options left are the ones you wanted to take originally. 

 

 Mental precommitment is the idea of capturing your mindset now by writing 

it down or recording it in some way, so that when you are faced with the decision in 

the future, you can still make the “right” choice. 

 

Example: When I wanted to wake and be productive in the mornings, I kept 

the mindset of “I want to get up and get things done” while writing a letter to 

myself.  I keep it on my bedside, so now I associate it with that mindset when I get 

up.  You already know what the “right” choice is-- you wrote it down already, along 

with your mindset at the time.     

 

If you write it out/do an analysis of what the “correct” choice is, you can also 

tell yourself you’ve already decided, when the time to face the decision comes up.   

 

As a mental note, you can tell yourself that no matter what reasons your 

brain has come up with to choose the “wrong” action, you don’t have to listen 

because you’ve already done the calculations. 

 

 It’s more of a rational counter to rationalization by your brain.  The two major 

implicit assumptions are that: 

 

 1- Right now, you are not thinking clearly. 

 

 2- The “past you” was thinking clearly and already saw the best course of 

action. 

 

 So you should just ignore your brain and trust your past self.  
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 Of these two ideas, physical precommitment is definitely not new, but I think 

it’s still very helpful for getting the things you want done.  Mental precommitment is 

a personal thing I’ve been trying recently with mixed results, but I thought it may be 

useful to people looking for a way to put a counter to rationalization into words. 

 

 If you can put both of them together, you’ll probably experience the best 

outcome.   

  

 I know that neither precommitment strategies address the change in 

priorities that we anticipate before the decision arises.  It seems like the best-case 

scenario is to maintain the same goals and priorities, no matter what the situation.  

Then we don’t need to go into all these complex workarounds to ensure we make 

the right decision.  We’d just… make the right decision. 
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5. Looking at the Bright Side of Things: 

[I don’t think this essay was well thought out. Basically I’m suggesting 

overloading your brain with good reasons to do something, which might make it 

easier to do.] 

 

The Idea: 

There are lots of things we’d like to get done, but that we don’t always like to do.  

This could be from a disconnection between what you really care about (i.e. your 

life goals) and how your choices relate to them.  Other times, it may be enough just 

to remind yourself why you’re doing X in the first place. 

 

The Goal: 

By identifying positive benefits (which should be desirable to you) to doing X, you 

can associate nice feelings with X, and hopefully feel more motivated to do X. 

 

The Practice: 

Identify something you would like to get done, but doesn’t appeal to you.  Make a 

list of all the reasons why doing it is great-- all the benefits that would result, if you 

got it done.  Rehearse these benefits whenever you notice yourself having to 

begrudgingly force yourself to do X.   

 

The Example: 

Say we want to get our math homework done-- we know it’ll be helpful in the future 

because we’ve decided on a math-oriented career, so having proficient math skills 

can help with that.  But you still don’t want to do math because it’s boring or 

tedious. 

 

Try really hard to think of benefits to doing this work, anyway.  An example list is: 

 

 I should do it because it’ll help me in the future.  I may regret not sharpening 

my fundamentals later on. 

 

 I should do it because math gives me a great opportunity to test my 

assumptions and ability to coherently reason, which is helpful for building 

my logical reasoning skills. 

 

 I should do it because solving math problems strengthens my ability to make 

plans and generate options, which are general skills that I can apply to real-

life problems. 
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 I should do it because even if I don’t like it, sticking with something I don’t like 

increases my discipline and ability to stick through hard times, which is still 

useful, as I can easily see many future scenarios where I have to do other 

things I don’t like.  Increasing my discipline now helps me on both this and 

future problems. 

 

The key is keep these reasons off the top of your head as a counter to any 

negative feelings you’ve built up associated with task X. 

 

Play around with this and see if it helps with that “ugh” feeling. 
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6. How Your Thoughts Turn Into Words: 

[I’m not too sure how transferrable or useful it is to tell people that thinking 

about metacognition is metacognition, but that’s about all this one is about,] 

 

The Idea:  

I’m going to explain how I subjectively view my “thoughts into words” process, and 

then try to take this idea one step further.  If you follow along, you may (hopefully) 

be able to boost your metacognition level! 

 

The Steps:  

I view my thinking process a little like this: 

 

1. I get a thought, which is best described as a concept or idea I can intuitively 

understand, but is not put into words. 

 

2. Shortly after that, my brain begins to take that thought and parse it into 

“brainspeak” in my head.  This is where the voice in my head comes in and 

starts “translating” the thought into a language. 

 

3. I start to speak aloud, or I finish composing the words in my head first, and 

then say it aloud. 

 

So if you had to summarize the steps of how I turn thoughts into words, which 

we’ll call the Thought to Speech Transition, you may say something like, “The 

Thought to Speech Transition process is about how thoughts first start out as 

wordless concepts, that are next turned into words inside the head, that are finally 

spoken aloud”. 

 

The Cool Part: 

Now that you know what the Thought to Speech Transition process is, try accessing 

it from your mind:  Your thoughts might be a little something like this: 

 

“Let me think… the Thought to Speech Transition…” 

<before your brain even begins to think, “it’s when wordless…”> 

<insert sudden flash of the wordless concept where you intuitively grasp what the 

Thought to Speech Transition but haven’t said it aloud in “brainspeak” yet>. 

 

Basically, the act of thinking about how thoughts start as wordless concepts, 

which then turn into coherent language phrases in “brainspeak” will allow you to 
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really feel that wordless concept (that your thoughts start as wordless concepts) 

before it develops into a full-fledged thought. 

 

As your brain tries to say, “Thoughts start as wordless concepts…” you’ve already 

grasped the wordless concept of the Thought to Speech Transition. 

 

So really focus on what it feels like to “know” the entire contents of your thought, 

but before you’ve really “translated” it into language in your head.  It might feel a 

little like a “flash” or “jolt” of info. 
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7. Your Strength as a Student *: 

[I still highly endorse the ideas here. Skill-building as a student seems to both 

stack well later on in life and provide more career growth. Also, the optimizing 

question about clubs providing other things also seems valid.]  

 

 You’re a student and you care about making the world better, be it through 

fighting hunger, reducing carbon emissions, you name it-- anything that pushes you 

to try and work towards a brighter future.  What do you do? 

 

 For many people, it may be to join with an existing student group, or to 

create one on their own.  This also has the added benefit of adding that coveted 

“leadership” skill onto your college app, which undoubtedly makes such an option 

even more appealing. 

 

 Many organizations like Interact praise “service above self”, and they have 

hundreds of thousands of students signed on.  But how much impact can working 

in one of these student groups, let alone a smaller one of your own devising can 

you really make? 

 

 As a student group, you’ll face some unique challenges: 

 

 Funding, the backbone of any organization, is much harder to manage as a 

student.  Most banks and credit unions won’t allow minors to open checking 

accounts for organizations (at least, not without an adult’s approval).  This can slow 

down operations, as the adult becomes the middleman for the funding, authorizing 

purchases and the like. 

 

Otherwise, keeping your funds in a school account can also be limiting, as 

schools have their own limitations on what you can and cannot spend funds on.  

Notably, funds cannot be donated to nonprofit organizations, which can limit the 

maximum good your organization can do to merely things you can physically 

accomplish (meaning you cannot donate to extend your help overseas to charities 

like the Against Malaria Foundation). 

 

 Finally, it is very difficult for student groups to wade through the 501c3 

process (which is often a strong signal of a “real” charity) without both adults to 

complete the incorporation process, and legal help to understand what forms to fill 

out and what to fill in them. 

 

https://www.againstmalaria.com/
http://lesswrong.com/lw/did/what_is_signaling_really/


- 26 - 

 

But money is only half of the story.  Many other clubs looking to solve issues 

tout “service”-- the dedication of one’s time towards helping others-- as the 

centerpiece of their operations.  While this is indeed a noble effort, student service 

is also limited in a few ways: 

 

1) Participating in service requires time and effort.  This necessarily takes time 

away from other potential actions, which might be more beneficial (more on 

this later). 

 

2) A student’s time is far less valuable than any professional’s.  A student’s hour 

can be bought and paid for much easier than a lawyer’s.  (Especially in the 

case of service, where one is literally giving their time away).  

 

 In the case of a student club, not only is your time not worth much, but time 

isn’t probably the best way of helping the scenario, as money can often be more 

effective than direct service at making a difference.  (Both of which are limited if 

you are a student.) 

 

Clubs can harness the collective power of students, but the problem is that 

the power of students simply isn’t very large.  A large portion of their time is taken 

up by school, and they have limited social and financial privileges in society.  

 

The issue, I believe, isn’t that there’s anything wrong with the actual club 

setup.  Any student organization looking to impart positive change will likely face 

the same time/money problems.  Where I think things go wrong is where we go 

from “making the world better” to “starting a student club to do something about 

it”.  Students can make a large impact, but I don’t believe it is likely that it will be 

with a student group. 

 

Now this is pretty disheartening for even me to type as I actually lead a 

student group myself.  I’ve also put in time/effort in the hopes of it providing a slew 

of positive benefits.  In my own experience, I do not believe that this was the best 

move to achieve my goals. 

 

What alternative, then, would I recommend?  As a student, your best option 

may still be to continue studying.   

 

http://lesswrong.com/lw/65/money_the_unit_of_caring/
http://lesswrong.com/lw/65/money_the_unit_of_caring/
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(Yes, this appears to play straight into the hands of the “kill all free thought” 

argument-- that students mindlessly memorizing subjects will stifle their humanity 

and curb their ability of free expression. However, do try to hear me out.) 

 

I’m not advocating for rote memorization, or learning skills that won’t be 

helpful.  There is growing evidence that developing transferable skills, such as 

valuable connections or learning to program, can pay off enormously later on.  This 

will greatly increase the chances you can make a difference in the long-term. 

 

If you end up working at a better job, you now have a greater pool of income 

to donate to effective charities that work towards causes you care about.  Or, if 

you’ve developed strong professional skills (e.g. marketing), your value to the 

nonprofit sector increases greatly.  Your time spent helping out is dramatically 

more beneficial than if you had volunteered as a mere student.    

 

The question then is if the tradeoff-- losing the potential benefit of service 

and minor donations is worth it in exchange for potentially increased ability to help 

out down the road.   

 

I favor the side that says we should focus on improving our skills now to help 

out more later on. 

 

Now, it may seem that I’m making what appear to be a lot of ungrounded 

claims here… is there any evidence which support my side? 

 

Actually, yes.  80,000 Hours and the Global Priorities Project teamed up to 

research this question, in the context of the adult world of investing your money vs 

donating it now to see how the impact stacks up, and they created the flowchart 

below: 

 

https://80000hours.org/articles/career-capital/
http://www.givewell.org/charities/top-charities
http://globalprioritiesproject.org/2015/02/give-now-or-later/
https://80000hours.org/
http://globalprioritiesproject.org/
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 To tailor this to our student example (whether a student ought to focus on 

personal development or donating time/money now), we can note the following 

differences: 

 

1) For reasons stated above, we can reasonably expect a student group to be 

less effective than a typical charity, as students have limited privileges. 

 

2) Focusing on personal development as a student can be more effective then 

personal development later on, as skills learned earlier can be applied 

earlier, allowing more room to actually use the skill you learn. 
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 From this, it appears that the dilemma between donating time/money as a 

student vs focusing on learning helpful personal skills leans even more towards the 

side that favors continued studying, as it yields greater benefit, and the alternative 

yields less positive impacts. 

 

Perhaps I’m not making a fair comparison here, as it’s very possible to study 

these areas on the side, while also participating in student clubs.  Also, there are 

undoubtedly social benefits to meeting in a group with like-minded people; the 

potential for new ideas increases when you add more brains to the group.  Clubs 

can be helpful for gathering like-minded people, making new friends, or providing a 

good learning environment. 

 

Ultimately, I think this may be less a question of taking action with easily 

measurable (but minimal) effect vs increasing long-term potential for impact, and it 

may be more of a question about why you are in a club in the first place.   

 

But for now, I stand with the research.  Though coordinating in student 

groups to tackle large issues may be an appealing option, if you are entirely 

motivated by making the greatest difference you can, you may be better off hitting 

the books instead. 
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8. Why Are Things Why They Are? 

[Reference points as hidden assumptions forms the key point of this essay. 

Also, an interesting thought experiment with disease.] 

 

 There’s a well-documented cognitive bias in the field of psychology known as 

the status quo bias, which is basically the tendency for people to prefer things as 

they currently are to any alternative.  This obviously doesn’t happen all the time, as 

we’re still often driven to try and improve our lives, in one aspect or another.   

 

 But I think this does illustrate the inclination for people to assume things 

from a “standard” point of view.  That means they’ll judge something by how far it 

departs from the average.  For example, knowing that a child going blind due to a 

birth defect may feel more devastating than learning that a senior has lost sight in 

both eyes due to glaucoma.  

 

In the former case, blindness isn’t “supposed” to happen to young children, 

so we may judge it to be worse than the latter case of a senior going blind due to 

health complications which is bad, but not altogether unexpected; it’s more 

“normal” for a senior to go blind than a child. 

 

I believe using an “average reference point” can lead us to overlook some 

areas that could be potentially improved in our lives. 

 

Consider Alzheimer’s disease, the crippling neurodegenerative illness that 

slowly erodes memory, destroys brain function, and eventually leads to death.  This 

is what many people would believe to be a terribly way to die. Consequently, there 

are many organizations and researchers working to cure this disease. 

 

As a thought experiment, imagine a world where Alzheimer’s disease isn’t a 

potential disease, but the norm-- maybe everyone has a gene that causes it, as it 

doesn’t manifest until later in life.  If everyone faced decreasing brain function and 

loss of memory as they headed into their later years, would we still be so driven to 

stop it?  Or does making it the normal case reduce our motivation because “it’s 

natural”? 

 

This example brings up a few points.  One is the status quo bias, and the 

other is the use of an objective reference point. 

 

https://en.wikipedia.org/wiki/Status_quo_bias
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Firstly, the idea of not tampering with the natural order is paralleled in other 

areas of our lives.  There is often reluctance towards “going against nature” because 

this isn’t “how things were meant to be”.  In our hypothetical world, however, would 

it be morally correct to continue to find a cure for Alzheimer’s, even if it affected 

everyone and was “natural?”   

 

From our perspective, we would may more easily say “yes”.  Whether or not 

everyone gets Alzheimer’s, in our own world we can already see that it is a source 

of suffering and pain.  In our own world, we are trying to cure it because of this 

suffering; it should be the same in our hypothetical world-- perhaps we should try 

even harder because more people are suffering from the disease.   

 

Yet even in our own world where an analogous situation exists, there is still 

the oft-repeated rejoinder that we shouldn’t try and change the status quo because 

it’s “not natural”. 

 

It may indeed be wise to pause before radically changing our environment, 

but this should be because affecting large causally interconnected systems (like our 

biosphere) can lead to potentially unwanted, unpredictable effects, not because we 

have some moral obligation to maintain the status quo-- especially if lives and 

happiness are at stake. 

 

But from the perspective of someone living in our hypothetical world, it’s 

much harder to even generate the possibility of curing someone of Alzheimer’s.  In 

the hypothetical world, it’s not an anomaly that has to be fixed, but it’s a feature of 

the environment that just is. 

 

Thus, to come up with innovative ideas, like curing Alzheimer’s in a world 

where everyone gets it, we probably need some way of questioning our 

assumptions and moving past the average reference point.   

 

 One possible fix is to also develop an objective reference point.   

 

Instead of comparing things you’ve done to what others have done (or what 

people on average do), it may be constructive to compare what you’re doing to 

other things you could be doing to get to your goal-- an objective reference point 

based off you and your potential actions.  I think the key here is to engage the part 

of your brain that generates actions/solutions, and get it to go all out, coming up 

with lots of additional things you can do to get to your goal.   

http://www.nickbostrom.com/fable/dragon.html
http://mindingourway.com/desperation/


- 32 - 

 

 

This way, you’re comparing yourself to “better” versions of yourself, which 

means you are considering things you can do-- not what other people have done.  

Objective reference points allow you to stay within the bounds of reality, but also 

get your mind thinking past norms and anomalies, to hypotheticals and 

counterfactuals, which hopefully leads to a freer generation process that can 

produce ideas like curing Alzheimer’s in a world where everyone gets it-- ideas that 

move past existing paradigms.   

 

 Aside from helping with your action/solution generation, keeping an 

objective reference point can help when other people try to shift the reference 

point.  Shifting the reference point is where you change the “average” you’d typically 

compare yourself to in order to make your own actions seem larger or smaller-- 

without actually changing your actions, so it’s all just by comparison. 

 

 For example, consider that I am trying to get my roommate to reduce his 30 

minute showers to save water.  The dialogue might be a little like: 

 

 “Hey Bob, water’s tight right now.  Do you think you could try limiting your 

showers to under ten-ish minutes?” 

 “Alice, don’t be ridiculous.  Why do I have to do anything?  People are wasting 

hundreds of gallons a day on their lawns!  Go tell them to reduce!” 

 

 While Bob does bring up a good point (that we should target profligate water 

users to maximize water reduction), his comparison of such water wasters to his 

own habits has not actually changed the situation.  It sort-of dodges the question 

and shifts responsibility onto the other parties. 

  

 So it’s not so much of a problem that Bob brings up the other water wasters 

(especially if he’s actually interested in reducing water usage) , but if he’s using 

them only as an excuse to justify his own (comparatively not-so-bad) habits, then it 

may still be questionable. 

 

 Of course, the reason we tend to use average reference points is that, for the 

most part, they tend to work pretty well in life.  Most things are relative, and having 

a comparative understanding is usually enough.  It’s important to be wary of those 

who use reference point trickery, though, in some situations.  And in tackling some 

harder problems, or trying to see beyond what exists, having an objective reference 

point can be a handy tool to have. 
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9. What Actually Works? 

[The first in a series of posts where I wonder about what it takes to really get 

good at workflow and productivity. Lots of baseless speculation. Later essays, like 

Realistic Expectations and Actually Practicing do a better job of unifying themes.] 

 

 I’ve written a little already about some ideas for boosting motivation.  I also 

have some more ideas I haven’t written about yet.  But do these ideas really help? 

 

 I’m inclined to answer “no”, which is a little self-defeating.  Writing about 

these ideas might help develop a better picture about the ideas in general, but 

when I’m actually in the moment, they really suck.   

 

The problem seems to be what I addressed briefly in the Precommitment 

essay: what I want to do in the moment is not what I’ll want to have done in the 

future.  Basically, actions that seem like a good idea at present will be actions I’ll 

regret taking later on.  This appears to be hard to address because the same brain 

trying to get me doing things is also the same one giving great excuses for why I 

should just laze around.  So it seems like the main issue is how my brain is set up.  

Trying to use motivational techniques in the context of a brain that doesn’t want to 

do things is ineffective, to say the least.   

 

This means that the largest gains to my workflow and motivation will 

probably come from tackling how my brain views things on a more fundamental 

level, rather than trying to come up with a clever mental construct and attempting 

to slap that over a problem which lies levels deeper. 

 

In light of this, I don’t think that keeping certain mental constructs in mind 

can reliably “motivate” you to get things done.  At least, I haven’t found something 

like that yet.  Instead, it may be much more worth my time to focus on making 

productivity my default mindstate. 

 

My revised view looks at trying to make “getting stuff done” a more ingrained 

part of my mental system.  I shouldn’t have to struggle by implementing “mind 

hacks” to go against my typical inclination to laze around-- by typical inclination 

should just be to “get stuff done”. 

 

Much like how businesses automatically consider cost when it comes to 

decisions, the goal is to make productivity an assumption when making decisions.  
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It’s the difference between concluding “I should be productive” as a result of 

axioms, versus having “I am productive” as one of my axioms for life. 

 

I’m not too certain what this entails (though CBT appears to be a good start), 

but I hope it is more effective than my current approach. 
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10. Frames: It’s All a Matter of Perspective: 

[Obviously this is about framing. There’s another nice thought experiment 

with ninjas, as well as mental categories as assumptions. Tries to change 

assumptions regarding work.] 

 

 Framing is an intriguing concept that comes to us from the field of cognitive 

psychology.  In a nutshell, framing is a phenomenon where people answer 

quantitatively identical situations differently, dependent on the actual wording.   

 

 This has some very interesting implications.  The US government spends 

approximately some $600 billion on its military budget.  Any outside threat of 

violence to our citizens appears to be taken very seriously. 

 

 Consider this thought experiment:  Say there exists a rogue nation of ninjas 

hell-bent on killing American citizens.  These ninjas are able to slip into our country 

undetected and slowly poison the foods of citizens, leading to over half a million 

deaths every year.  Surely, given our already demonstrated desire for the safety of 

our citizens, we would be heavily determined to remove such a ninja threat; annual 

casualties of over 500,000 wreaked by one lone nation would be unheard of! 

 

 And yet, if the safety of our citizens is the biggest reason for our heavy 

military spending, then we have made a huge blunder, for the rogue nation I 

described in the paragraph above already exists: 

 

Enter heart disease, the leading cause of death in the United States. 

 

However, despite it claiming hundreds of thousands of lives, accounting for 

over 25% of all US deaths every year, the United States spends only around $120 

billion on all disease research altogether about ⅕ of what it spends on military 

spending. 

 

If the lives of citizens is our highest priority, it appears that focusing on 

disease research may impact a larger share of US deaths (for comparison, the total 

amount of US lives lost in every war it’s fought in is approximately how many US 

lives are lost every year due to disease). 

 

But we might not think of it that way if we mentally put “disease deaths” and 

“combat deaths” in separate categories.   

 

https://en.wikipedia.org/wiki/Framing_effect_(psychology)
http://www.uta.edu/faculty/richarme/MARK%205342/Articles/Tversky%2081.pdf
http://www.huffingtonpost.com/nicolas-j-s-davies/the-record-us-military-bu_b_8227820.html
https://en.wikipedia.org/wiki/United_States_military_casualties_of_war
http://www.cdc.gov/nchs/fastats/deaths.htm
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 Now there are other benefits to military spending, and I’ve purposefully 

simplified matters to show how framing can play a difference.  The main takeaway 

here is that we can often overlook solutions if they aren’t phrased in the same way. 

 

 So how does this factor into day-to-day motivation?  I’m often disappointed 

when I end up losing focus— because of social media, a good book, or anything else 

and I end up ruing the “lost productivity time” as a result. 

 

 But things other than directly working towards your goal can also help you 

out.  For example, interacting with friends and socializing has benefits for letting 

you test/verify your ideas, taking a break can help prevent mental burnout, and 

shorter work-times may even help boost productivity. 

 

 Given this, I think the important idea is to view these “transgressions” as less 

of a failure to conform to a purely productive schedule, but as important auxiliary 

steps to getting to where you want to be.  Of course, taking this attitude and just 

using it as an excuse to not to work is also not where we want to be. 

 

 Instead, it may be most helpful to plan for going off-task, or to purposefully 

introduce break times and places to “goof-off” within your schedule, as a sort-of 

“upkeep” to make sure you can keep on chugging along.  This seems to slowly turn 

into the Pomodoro Technique, which appears promising. 

 

 I’ve been using something similar (with intermittent breaks) but formalizing 

an iterated work-time may make it harder for me to weasel out of things (all or 

nothing rules may be better than qualitative treatments), so I’ll probably try really 

following it and seeing if there are positive workflow changes. 

 

 For now, though, it’s probably good to just develop an attitude to the “fun” 

things in life that actually has them as “helpful to achieving goals, though in a more 

roundabout indirect way”. 

 

  

 

  

 

  

 

  

https://en.wikipedia.org/wiki/Pomodoro_Technique
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11. Wanting to Win: 

[A personal anecdote that develops into trying to understand why absolution 

of responsibility can lead to stupid non-optimizing actions. Flows well into Intent to 

Overkill.] 

 

 The other day, I believe I finally began to understand what Stuck In The 

Middle With Bruce is all about.  I thought it unlikely that I would actively try to fail, 

much less try to sabotage my own efforts. 

 

 But then I caught myself in the middle of wanting to lose. 

 

 I find this at highly cross-purposes with my goal of trying to win at life.  There 

are lots of things to get done, little time to do them, and having a bug that pushes 

you in the opposite direction is very unhelpful. 

 

 In short, the feeling came up when I looked into the application for a 

scholarship.  I noted that I was probably ineligible to apply and moved on.  Was this 

actually the right move, though?  In my mind, I saw that I was imagining a scenario 

where there was no chance I would be eligible, rather than a possible scenario 

where the foundation was willing to let me apply as well. 

 

 So I just wanted to go on with life because it “probably wouldn’t work out”. 

 

 There’s another discussion to be had here about relevant probabilities and 

likelihoods, but the part I want to focus on was my default assumption that denial 

would be the end result.  Looking at the costs and benefits of inquiring, however, 

makes my immediate decision to give up look rather foolish. 

 

In the case of a scholarship, inquiring via phone or email is a 10 minute cost, 

at most, but the potential benefits are several thousand dollars of funds.   

 

Instead of focusing on this potentially excellent outcome, I kept the strict 

denial image in my mind and told myself it would be impossible.  In terms of 

wanting to lose, I believe the source of this error is centered on the absolution of 

responsibility. 

 

Basically, I believe I wanted to think that there would be no way I could 

succeed so I wouldn’t have to work harder or do something extra.  I was making 

excuses to be lazy, rationalizing my lack of action. 

http://www.starcitygames.com/magic/misc/2005_Stuck_In_The_Middle_With_Bruce.html
http://www.starcitygames.com/magic/misc/2005_Stuck_In_The_Middle_With_Bruce.html
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In Reification Shielding, Nate Soares goes over a similar concept-- how giving 

names to phenomena can cause people to be loath to change, instead blaming 

their situation on their newfound term. 

 

However, I think this goes a little deeper.  Like Bruce, I was actively hoping for 

a negative outcome-- I actually wanted something bad to happen so I would have 

an excuse.  I wanted to be able to throw my hands in the air and absolve myself of 

responsibility; instead of focusing on the positive (or even doing some quick 

calculations), I immediately latched onto the null-outcome and used it to convince 

myself it wasn’t worth doing. 

 

The sad truth is there isn’t a way to absolve yourself of responsibility for your 

actions.  Heroic responsibility states that it’s always your fault.  Remembering that 

it’s often useful to compare yourself with other potential versions of yourself, 

rather than others, makes it painfully clear that the versions of you that take that 

extra step, that do all they can to help others, are doing a better job than you are at 

being You--meaning you always have room to improve. 

 

 So for now, I’ll be on the lookout for that feeling of wanting to let someone 

else take the blame, of wishing for the negative outcome.  And I’ll be reminding 

myself that wanting to win is hard— but winning is even harder.   

 

  

http://mindingourway.com/reification-shielding/
http://malcolmocean.com/2015/02/iron-ring-heroic-responsibility/
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12. Miracle Barriers: 

[Confusing concept that I don’t really endorse anymore. If you do read this, 

just assume that it’s about noticing uncertainty/fuzzy spots in your mind 

specifically, rather than the weird “everything will be fine” phrasing.] 

 

 Life is rarely simple.  Much of the events and behavior we are concerned 

about in life is multifaceted, with many contributing causes.   

 

For a quick example, political analyst Phil Tetlock speaks at length about how 

the political judgment of “foxes”, people who utilize lots of information compare to 

“hedgehogs”, people who apply one grand theory to multiple fields.  Foxes 

performed better than hedgehogs in long-term predictions. 

 

(And algorithms tended to trump both parties.) 

 

So that brings us to today’s quick post about noticing thoughts that are 

suspiciously simple.   

 

What does that feel like?  For me, it’s about those thoughts where I say, 

“Okay, and after reaching X, everything will turn out fine.”  There’s an implicit 

assumption here that X is a panacea for my problem, or an end-state for my goals. 

 

It’s a feeling that after X is achieved, everything after will be smooth sailing, 

which might not be true, especially if X is based on some other factors you aren’t 

accounting for.   

 

It might be; yet, it might also be a sign of not wanting to look further at 

something that’s painful to consider.  Saying that “X will solve everything” is a fairly 

bold claim.  Even if you had reason to believe that X would be helpful, it probably 

pays to look at the evidence some more. 

 

You may be shoving all the unanswered questions, doubts, and uncertainties 

you have about your issue into a box and just refusing to look at it, which would be 

unhelpful.   

 

So as a quick heuristic, it may pay to notice that feeling of “and then I don’t 

need to do any more thinking after this point”, because there’s usually more 

thinking to be had after point X.  It’s even less about the miracles and more about 

looking into where you least want to think. 

http://longnow.org/seminars/02007/jan/26/why-foxes-are-better-forecasters-than-hedgehogs/
https://hbr.org/2015/02/what-research-tells-us-about-making-accurate-predictions
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13. Mark Your Progress: 

[Short essay about how writing where you left off / your latest mental 

developments can prevent you from re-thinking the same thoughts.] 

 

 I was thinking the other day about how to better structure my morning 

routine to get more stuff done and it occurred to me that I had tried this task 

before. 

 

More than that, I recalled that I had identified specific problems I was 

facing—I felt tired when the alarm rang in the morning, I didn’t feel productive, etc.  

There are many problems of this sort, I think: what foods to be eating, how to stay 

awake in the afternoons, whether or not to spend extra time relaxing, etc. which 

crop up in everyday contemplation, especially if we have self-improvement on the 

mind. 

 

The point is that, as I thought about the problem, many of the thoughts and 

connections I was making felt very familiar; they were thoughts I’d had before.  I 

was thinking along the same lines, and I could feel that these thoughts were 

nothing new.  I wasn’t discovering new connections, but “rediscovering” lost threads 

my brain had spun before, which felt familiar again upon reunion. 

 

However, it seems like we could lose a lot of headway if we have to retrace 

the same thought path every time.  So it seems helpful to keep track, in whatever 

medium works best, of where we are mentally, especially when considering 

recurring problems in our lives.   

 

Detailing the mental journey we take throughout our problem solving 

endeavors seems obvious in retrospect, but it’s something I haven’t been doing.  

We keep notes of the work we’ve done when solving math problems so we don’t 

have to redo calculations--a similar approach could remove unnecessary “repeated 

thoughts” for other life problems, I think. 

 

Aside from allowing you to “save your progress”, keeping an “open problems” 

journal seems like the sort of habit that would allow these problems to be more 

salient in your mind, making it easier to create headway and muse on them in free 

moments.   

 

I will start keeping one of these journal and see how things go. 
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14. Multiple Modes: 

[An essay about swapping the way you think to handle different tasks. 

Obvious, yes, but probably still helpful.] 

 

 I’ve been working lately on how to make good habits stick, as a result of my 

musings from Is MLU Helpful and I realized that habits weren’t only physical 

actions, like remembering to study every day, or take notes when you read. 

 

 There are also mental habits. 

 

These are the actual cognitive tools and mental strategies you employ when 

considering any problem--how you look at it, what approaches you try, etc.  

Optimizing for a strong set of effective thought patterns seems just as, if not more, 

valuable than optimizing daily life actions. 

 

Which brings me to today’s quick post about a handy mental tool that’s been 

at the back of my mind, but I haven’t really exercised all too much-- having multiple 

mental “modes” to handle different problems. 

 

There are instances where views I found central to my concept of “me” to be 

distracting when trying to get specific tasks done.  More generally, though, this is 

stemming from the observation that there is rarely a “Swiss-army default mindset” 

that manages to optimize for all encounters. 

 

For example, the mindset of someone participating in a discussion and the 

discussion’s facilitator might be best served by running different “modes”, even if 

they are in the same talk. 

 

 Being an active participant might involve drawing upon past knowledge and 

making quick connections to what is being discussed.  There is probably also some 

synthesis going on, as new ideas are generated.  Overall, the person may be very 

directly mentally involved with the concepts being discussed. 

 

Leading the discussion, however, requires the ability to follow the 

conversation, but also the flow of conversation--where the talk is headed to, on an 

abstract level, and direct the flow to cover the agenda/action items.  The facilitator 

needs to be able to switch between an object-level and meta-level view, which may 

be best served by not being stuck too deeply in the conversation at hand. 
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So when approaching a task, it appears to be highly useful to ask yourself 

what sort of mindset would do well in the role you play in the task, and then 

adopting that mindset. 
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15. The Rocks: 

[An attempt to try and explain a weird conflict of competing desires when 

looking at biases. Should I try to account for them or remove them entirely? My 

current thoughts are that this is a confused question and the boundary is very 

fuzzy.] 

 

 Lately, I’ve been musing on the nature of self-improvement in general.  When 

I notice that something I’ve been doing-- be it mental or physical, the next 

immediate chain of thought is “Okay, how do I improve my life now, knowing this 

phenomena exists?”  In doing so, I’ve recently realized that this is missing a crucial 

distinction that can lead to more confusion later down the road. 

 

 This important divide is the question of optimizing around, or powering 

through.  So before figuring out what actions I should be taking, it seems important 

to ask myself, “What am I trying to optimize for?” 

 

 If the negative biases and habits I manage to identify are rocks, then the 

question is whether or not the best plan of action is to plan around these rocks, or 

crush them entirely.  This is far from a clear-cut division, however. 

 

 It appears that breaking bad habits, powering through, is going to be more 

costly in terms of resources spent.  Additionally, a successful plan for overcoming 

these errors will probably have a mix of these, especially if ridding oneself of the 

tendency entirely is the goal.  It’s now always clear cut, though.  Consider the 

planning fallacy: 

 

 One strategy may be to overestimate times when planning, pushing through 

the “it feels wrong” feeling to develop a better sense of how long things take.  To 

augment this, there are also planning techniques, like Murphyjitsu designed to get 

you considering “hidden factors”.  It’s far from clear how much actions that 

compensate for biases by countering their effects actually reduce the bias entirely, 

especially if the helpful action also becomes second nature. 

 

 But overall, I think this is an important distinction to keep in mind, because I’ll 

often be stuck asking myself “Should I work around X, or should I actively try to 

defeat X?”  I think I can worry a little less now, as the two seem more intertwined 

than I had first thought. 

 

 (Though this shouldn’t absolve us of deliberate practice!) 

http://blog.beeminder.com/nick/
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16. Musings: Motivation and Attitude: 

[Another exploratory post looking into what goes into motivation and my 

attitude. Probably worth skipping, as it doesn’t have much practical advice.]  

 

I didn’t actually have anything in mind for today’s post.  Instead I’ll be writing 

about how I don’t have much to talk about.   

 

So, why am I still writing this?   

 

There’s something to be said, I think, for following through with your 

commitments.  Basically, the more you do something, the more habitual it 

becomes.  If I consistently do exercises every day, for example, then I become the 

kind of person who does exercises every day. 

 

Obviously. 

 

But what if I want to skip a day?  Maybe I’m tired or cranky.  “That’s okay,” I 

tell myself, “It’s fine to skip exercise for one day, if I can be certain that I’ll slack off 

just this once”.  Of course, to do so, I have to be the type of person who does 

exercise every day, which means that I’m probably better off not skipping a day. 

 

In a sense it’s like a motivational technique; you’re putting off the act of 

procrastination, but I like to think of it as more of a thing in principle—to become 

the sort of person who works hard, you’re going to have to work hard.   

 

It seems very unlikely that I’ll be fine working hard “when I really have to” if I 

can’t even work hard under normal conditions, so I’ve resolved to attempt to follow-

through daily life with the qualities I “wished” I could display under more dire 

circumstances--thinking clearly, going all out, staying focused, and the like. 

 

Per my own advice, taking the outside view of this entire MLU endeavor 

brings up some interesting points.  It’s been 3 months since I last identified that my 

motivation was something I’d have to work on.  Alas, judging by the nature of this 

post, little has changed: 

 

My own motivation is still very cyclic—I have crests of determination, 

followed by more hedonistic troughs.  This is something I’ve noticed but haven’t 

charted.  (Note to self: chart motivation, perhaps with self-rated numerical index?) 
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I don’t believe I’ve gotten a good system for Getting Things Done.  I use both 

a schedule and a to-do list, which ensures a passable baseline of productivity, but 

this doesn’t factor in my attitude.  There are times when I want to do work, and 

there are times where doing work doesn’t seem like a big priority. 

 

This is where things begin to get messy.   

 

I know that “wanting” to do work can lead to far better results.  It’s probably 

also connected to productive states of flow.  I also know that burnout is a very real 

thing, and that rest is important.  Balancing them out, though, is proving to be 

tricky; this is especially so when I’m reading an engrossing novel, or video.   

 

The feeling of “just one more page” feels highly like some part of my brain 

has been hijacked--it is painful to disengage from whatever story I’m reading to 

pursue other parts of life.  Additionally, I don’t feel like I “want” to do work after 

such a reading session. 

 

This feels scarily similar to the addiction model of procrastination talked 

about in A Mind for Numbers. (I’d planned on writing a series of posts dealing with 

this, but I’ve been putting it off.)  In short, actions that are mentally taxing can drive 

you to find some other pleasurable activity that doesn’t cause your brain to hurt.  

This repeat flight from pain to pleasure is addicting and can make procrastinating 

via distractions a habitual response. 

 

Trying to understand what’s going on in my head seems very valuable.  One 

issue is that I don’t have a good simplified model, nor am I entirely sure what I 

should be modeling. 

 

Systematically breaking down my problem seems to be a good idea to 

pinpoint where the uncertainty lies and what the biggest barrier to productivity is.  

Perhaps the barrier doesn’t even exist at all, and I’ve just yet to accurately describe 

where I am trying to be. 

 

Like asking someone how to get from London to a refrigerator, maybe I’ve 

yet to understand exactly what it is I’m seeking.  If I don’t accurately define what I’m 

searching for, the question may be impossible to solve. 
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One level up, however, I have identified a personal distortion that may make 

it harder for me to target problems in general:  I appear to prefer “recent” works 

over earlier ones.  This applies to my own notes as well, alas. 

 

Because of this, I have a tendency to immediately classify things I myself 

wrote down as “useless” if they are about a month or older.  Saying this explicitly, I 

understand that this is foolish, but I’ve yet to convince my System 1 of this fact.   

 

Finally, on a level fraught with insecurity, I’m wondering if I’m even trying 

hard enough:   

 

Say a situation evolves where the stakes are higher—perhaps my entire 

livelihood depends on my solving this motivation question.  In such a scenario, I can 

see myself doing a wide variety of “desperate” measures to figure this thing out, 

which begs the question “Why aren’t I doing them now?” 

 

Though my life isn’t actually on the line, figuring out how to Do Things and 

Like It seems highly valuable, indeed more high-value than anything else I’ve been 

spending time on in recent memory. 

 

I suppose I’ll summarize what sorts of action items I got out of this 

meandering musing.  (I already note a “ugh” as I intend to do this.  It seems that 

writing things down as a “to-do list” firmly cements this post in time, which ruins the 

timeless “always relevant” quality I’d hoped for in my writing.  Oh well). 

 

General takeaways: 

● I need to figure out exactly what I mean by “productivity” and 

“motivation”. 

● Record my motivation level to see if trends actually occur. (Self-

reported google forms?). 

● Write those series of posts on procrastination. 

● Reduce my “present-self bias”. 
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17. Learning: A Better Way *: 

[An essay that recaps Chapter 1 of A Mind for Numbers, which explores 

some concrete ways to improve how we think. There’s also a nice flowchart at the 

end which might be helpful for studying purposes. Some thoughts on learning 

models and study tips.] 
 

 Recently, I’ve realized I need to overhaul my study habits.  This was mainly 

brought on by reading Barbara Oakley’s fabulous book A Mind for Numbers.  The 

book is designed to help cultivate an effective mindset for learning math/science, 

but these concepts are just as applicable to learning in general. 
 

There is such a treasure trove of thought provoking material that I’ve decided 

to create a new series of blog posts, one for each chapter. 

 
 

 Rather than try to completely summarize each chapter, I’ll be going over 

some of my resulting thoughts about the concepts presented (Note: Only one 

chapter has been reviewed in 2016).   
 

I should also mention that this book also has an awesome Coursera course 

which you can follow along with, which might make these posts a little more 

meaningful.  But I’ll try to make these posts free-standing so even if you haven’t 

read the book (or seen the lectures) they’ll be helpful. 
 

http://www.amazon.com/Mind-For-Numbers-Science-Flunked-ebook/dp/B00G3L19ZU
https://www.coursera.org/learn/learning-how-to-learn
http://www.amazon.com/Mind-Numbers-Science-Flunked-Algebra/dp/039916524X
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There are a few realizations that made me very anxious to start my learning 

overhaul, and I think sharing them first is a good start: 
 

1. Repeatedly reviewing notes and the textbook is a terrible way to learn: 

 I think this is something we all sort of intuitively know, but it scares me that 

my “default” study mode is to review the source material again and again… and I 

think it’s the same for many other students.  Knowing is not the same thing as 

doing, alas. 
 

2. My current study habits weren’t designed to maximize learning: 

If you think back, the methods you currently have for comprehension and 

information are most likely cobbled together from years of experience, but 

probably without some grand idea in mind.  This makes them usable, but probably 

not optimal.  If I didn’t actively decide to create study habits that promote learning, I 

find it highly unlikely that what I’m using is the best I there is. 
 

3. These posts are part of the learning process: 

By trying to convey the gist of what I’ve read, I’m actively mapping the areas 

in my own head for how these concepts involved fit together.  This way, I can see 

what I’m explaining well, what I understand, and what’s tricky for me to break down 

(perhaps because it’s shaky in my own mind as well).  Writing about learning to 

learn is a way to learn how much you’ve learned about learning to learn, it seems. 
 

AMFN begins by describing two models of thinking that Oakley refers back to 

throughout the book: focused-mode thinking and diffuse-mode thinking. 
 

https://www.coursera.org/learn/learning-how-to-learn
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Focused-mode thinking is supposed to refer to the sequential thinking mode 

when we utilize analysis and critical thinking. The prefrontal cortex is also involved, 

which makes this seem similar conceptually to Kahneman’s System Two. 
 

I liken this to when I directly try to solve a math problem.  I start out by 

asking what the problem is looking for.  Then, I begin to list out manipulations 

between the numbers to take me to the answer.  This is very step-by-step. 
 

In contrast, diffuse-mode thinking refers to a more “spread-out” or “bigger-

picture” state of mind.  I confess that I am having trouble grasping this idea as one 

concept.  I think it’s easier to see it as a few related things: 
 

One is the “free association” that my mind goes through when I’m doing a 

“mindless” task like exercising.  Thoughts are flying around, and I feel more like a 

passive observer. 
 

Second is the unconscious “background” work my brain does when I’m not 

directly thinking about a problem.  This is the progress that we might see when we 

come back to something after a break--the sort of “aha” moments when things click 

together. 
 

Thirdly is “meta-level” thinking, which looks at the bigger picture of 

things.  Being able to “zoom-out” and abstract levels also seems connected.  For 

example, I could be looking at finding the area of a triangle as an interaction 

between its “base” and “height”.  But on a higher level, it’s also one more tool in my 

math-solving toolkit.  Now, I can split things up into triangles to solve trickier area 

problems. 
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Oakley uses “diffuse-mode” to mean a combination of the above. 
 

While we’re on the idea of “zooming-out”, I think this would be a good time to 

give a powerful general tip for learning that Oakley mentions early on: 
 

TIP: When reading through any piece of work, it pays to look over the entire 

chapter first, taking note of the headings, titles, and pictures.  This helps to see 

where concepts fit into a larger picture, so it makes more sense as you read 

individual passages.   
 

I’ve personally liked the “surprise” of encountering new information on a 

page, but I think this is much less valid when reading 

nonfiction/textbooks.  (Somewhat related is the aversion to reviewing things I 

“already know”.  We’ll cover that and other “ugh” feelings later on.) 
 

Oakley also discusses the question of what can make math/science more 

challenging than other subjects. 
 

Abstraction and generalizing are also involved here.  In other subjects, 

symbols tend to have real-life referents-- a “duck” can be shown in the real world, 

but the “+” symbol is an idea; there are no wild plus signs we can use as an “anchor” 

in reality. 
 

Related to this is the idea of encryption.  Often, complex mathematical ideas 

are represented by simple symbols, like how πr2 represents a circle’s area.  There 

are a lot of ideas going on behind the scenes here-- what the exponent on the r 

means, what the r stands for, what π is, and so forth.   

 
These ideas might not always be familiar to us, especially if they don’t 

blatantly show up in everyday life.   
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I think that having these concepts down as fundamentals should make the 

manipulation of such abstract ideas easier-- sort of like how thinking in a foreign 

language is a big step to fluency.   
 

It seems like it could help to be able to not have to ask yourself “what does 

the ‘+’ refer to?” and instead just feel that “plus-ness” is a basic, intuitive idea of the 

world, like “cause-and-effect” or “thoughts”, which seem indivisibly simple. 
 

Otherwise, it seems that much of the work in math/science involves trying 

lots of different solutions, which can be harmed by sticking only to one 

approach.  Oakley calls this an Einstellung, which is German for “mindset”, an 

incorrect way of looking at the problem that doesn’t allow you to consider alternate 

solutions. 
 

TIP: Before starting problems, to help counter Einstellung, it seems like 

making a list of different ways you can tackle the problem before starting can 

improve the variety of approaches you take. 
 

Below is a basic algorithm I’ve decided to implement whenever I decide to 

study/learn.  This is very much a first draft and I suspect I will revise it many times 

along the way: 
 

1. Identify what you want to learn 

This seems super obvious, but I think it’s the key to focused learning.  You have to 

identify the things you want to get down.  Otherwise, how can you tell if you’ve 

learnt it? 

 

Don’t know? 

Maybe you’re not sure what you need to learn; here’s a few steps to try and pin 

down what you don’t know. 
 

1. Write down what you know. 

Start with the information in your mind.  As you write it out, you might start to 

uncover things that aren’t as clear on paper, or you’ll start to recall related concepts 

that seem fuzzy.  Focus on those hazy topics-- that’s where your understanding can 

improve! 
 

2. Explain it to someone else. 

Similarly, breaking down the concepts to someone else can help you figure out 

what isn’t clicking--especially if your partner can’t grasp something in 
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particular.  Also, seek out experts who might be able to point out things you don’t 

know. 
 

3. Chart out uncertainty. 

Now that you’ve gone over the areas that prove difficult to understand/explain, 

make a note of those and structure your learning process around them. 
 

Begin learning: 

Now that you know what you want to know, here are a few steps to streamline the 

actual learning process. 
 

1. Set a time limit 

Keeping your working time short allows you to keep your focus on the task at 

hand.  Having a timer as a check-up also ensures you can “regroup” if you get 

distracted.   
 

2. Utilize multiple sources 

Learning across a variety of sources allows you to build on what you know from 

different perspectives and help counter the “ugh” of repeating the same source 

material.  Novel stuff is more interesting! 
 

3. Skim through it first. 

This helps you see what you’ll be learning beforehand, so things don’t feel totally 

unfamiliar when you start reading/listening/viewing your material.  Like the next 

step, this boosts “big-picture” understanding and lets you see how all the specifics 

relate as a whole. 
 

4. Stop often to let yourself think. 

After going through a few pages, it may be helpful to pause and review the info in 

your head.  With a diffuse-mode like approach, seeing how the concepts you’re 

learning fit together can boost your overall understanding. 
 

5. Incorporate some handy cognitive tools: 

 Making some mental images 

 Link stuff together 

 Mnemonics 
 

Test and Verify: 

I have a few tips here, but anything really concrete?  It’s more like a collection of 

potential steps to take to take your learning to the next level... 
 



- 54 - 

 

 Solving real-life problems: See how well your learning adapts to practicality. 

 Checking solved problems: See how well your learning conforms to real 

solutions. 

 Anki or other spaced-repetition: Retain information 

 Attached below is a flowchart that tries to put it all together: 
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18. Macro States and Micro Actions: 

[Skippable if you read Living in the Moment, which basically subsumes this. 

But this is basically about how low-level phenomena manifest as high-level things 

like “productivity”, which is more of a process than a “thing”.] 

 

The below is probably super obvious to some people, but having just realized 

it recently, I think it’s a pretty cool framework to view productivity and getting things 

done: 

 

So when we look at how productive we are in general, we tend to take a very 

macro, or “high up”, overview--we’re looking at how much time we spend on 

reading good books, or how often we browse Reddit, on average.  The point is that 

we often make judgments about how well we’re doing by looking at long-term 

trends. 

 

But our long-term trends, the patterns we label as “productivity” are nothing 

but the sum of lots of little decisions we make that, on average, end up producing 

such a trend. 

 

Which means that as long as you focus on doing well in the moment, 

productivity will automatically arise as an epiphenomenon of your focused work!   

 

For me, this takes a lot off my shoulders, as I no longer need to worry if I’m 

contributing to a long-term trend of “doing well”.  I can turn my attention to just 

excelling at my next action and what I’m doing right now, instead of all the things 

that need to go right today in order for today to contribute to the streak of days 

that I refer to as the concept of “productivity”. 

 

In short, macro states (like productivity) arise as a result of micro actions 

(what you do “in the moment”), so if you’re doing well on the micro level, you’ll be 

seeing macro results, without having to worry about optimizing directly for them! 
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19. Living in the Moment *: 

[An exposition of tools that may be helpful for staying on track. The key 

message here is to find ways to get yourself moving, but shifting around what is 

behind your desires. Often, different states of mind want different things, so 

shifting your mindstate might be a helpful “push”.] 

 

LOAD YOUR SAVE FILES 

 

Why is it so difficult to implement good habits?  

 

Maybe you’re turbocharged with motivation and it’s not hard for you at all.  

But if you’re like me, it can seem like every day is an uphill battle--there are books 

to be read, journals to be written, exercises to be done, all while your primitive 

brain putters along in fits and starts, craving cookies and comics most of the way. 

 

But this isn’t so surprising when you break it down.   

 

Think about it--when you wake up, your room, your bed, your alarm, and a 

million other things are probably already priming you to act in your default way--

the habits you’ve developed over time will overpower any changes you’ve been 

trying to instill.  Compared to anything new, your default habits have had eons to 

sink in! 

 

Basically, you don’t automatically remember your insights and motivation 

hacks as easily as you do your “normal” habits because your normal habits have 

been your defaults for much longer, making them more ingrained.   

 

It might be helpful to think of all the positive changes you’re trying to 

implement, along with their associated thoughts as a save file package, like in a 

video game.  Unless you “load” the save file when you wake up, you’ll have to “start 

over” and have to go through many of the same challenges over and over again.  

You might see your thoughts following the same trail over and over again (see 

here). 

 

But remembering is only half of the story.  Once you’ve “loaded” your list of 

positive habits, you actually need to follow through with them.  If you don’t want to 

make these changes, it’ll be much, much harder to get them down. 

 

https://mindlevelup.wordpress.com/2016/04/01/mark-your-progress/
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It seems like if this is the case, we shouldn’t be surprised when a half-hearted 

effort to do 50 pushups a day dies halfway throughout the week--if you’re not used 

to doing exercise, it’s much easier to forget, or choose to just not do it. 

 

However, to counteract this two-fold problem, I’m not suggesting you go all-

out and burn yourself out on a barrage of reminders, alarms, memos, and mantras 

to get these habits to stick.  In such a case, you’d be actively fighting against your 

brain’s defaults, and such antagonizing can be both exhausting and ineffective (see 

here). 

 

Instead of taking a die-hard combative stance, I suggest you move to an 

attitude where your positive habits are both easier to remember and implement--

you’re optimizing your mindstate before you tackle the “hard” actions. 

 

 In short, optimizing your mindstate consists of: 

1. Identify when you are having difficulty getting yourself to do an action. 

2. Do something to put yourself in a better mental position to do the action. 

3. Doing the original action. 

 

OPTIMIZING YOUR MINDSTATE 

 

 Central to this technique is the understanding that many of your wants and 

desires are situation-dependent.  If you think back, you can probably recall 

instances where you did something you later regretted--except that it made sense 

at the time. 

 

 For example, binge-watching Netflix can seem like a good choice, if you are in 

need of some pleasing, mindless stimuli.  If you are well-rested and feeling 

disciplined, however, you may view such a choice as a poor one.   

 

You can have different “attitudes” or “modes”, where your tastes can differ.  

This “mode” is like a collection of related thoughts and habits, which have multiple 

effects.  I’m trying to point to a “mental shift” that brings with it a host of small 

changes in preferences and habits of mind. 

 

For instance, you may find that when you’re accessing a more contemplative 

attitude, you’ll be more likely to consider, not just math questions more deeply, but 

all questions in general.   

 

http://mindingourway.com/productivity-through-self-loyalty/


- 59 - 

 

The trick here is to see what sorts of activities can put you in a positive state 

of mind, so you can reframe the decisions you’re facing in a way that better fits 

what you “really” want. 

 

 (There is another question about whether or not it even makes sense to talk 

about what you “really” wants when your brain obviously “wants” something else.  

That is for another time, though, so I hope it’s intuitive enough to see the gist of 

what I’m getting at here.) 

 

Alas, I can’t identify what actions work well for you, because I’m not you, but 

activities that have worked well for me include: 

● Getting a breath of fresh air outside 

● Reading my journal/notebook 

● Cracking open a textbook 

● Watching something motivating 

 

 Once you’ve got a mental (or physical) list of activities that put you in a good 

mindstate, the next step is identifying when you’re in a harmful mindstate, and 

doing something on the list to optimize your mindstate. 

 

 Why go out of your way to do this “get into a good mindstate business”?   

 

 Recall that the point of this is to follow good habits (things you know you 

should be doing) when you’ve got a brain that doesn’t want to do them. 

 

My assumption here is that the list of actions which put you in a better 

mindstate are easier than the aversive action you’ve been not wanting to do (the 

good habit).  I think that’s fairly valid--most of these actions fall into more of the 

“relaxing” or “reset” category, which you really need not have to force yourself to 

do. 

  

 By tackling the way you look at your habits, you can make the action less 

daunting/aversive.  You’re tackling the meta-level of the way you perceive the tasks, 

before doing the tasks themselves. 

 

 Here’s a quick example of what it feels like mentally:  Suppose that I’ve 

decided to get some work done.  But I feel tired and lazy and I don’t want to do 

work.   
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I think, “I notice I currently don’t want to do work.  What’s the very next thing I 

could do that could put in a better position to want to do work?” 

 

 “Hrm, I’ll go and wash my face.  That should make me less tired.” 

 

 I go do that, and I do indeed feel less tired.  Optimizing your mindstate is 

pretty much about doing easy to do “auxiliary actions” (which have meta-level 

effects) before you tackle something “hard”, to make the hard task less hard, 

bridging the gaps between taxing tasks. 

 

THE NEXT ACTION 

 

 What the above process seems to make important is the concept of The Next 

Action.  Exactly like it sounds, The Next Action is the action you will take right after 

your current action (see here and here). 

 

 But we’re talking immediately right after your current action.  When you’re 

trying to get something done, it’s less about what you plan to do in the next 1 hour, 

but more about what you plan to do in the next 30 seconds.   

 

 I’ve noticed that when I get distracted, it’s mostly because I don’t have a 

concretely defined thing to be doing after my current moment, so I will go for the 

path of least resistance, which usually involves webcomics of some kind. 

 

 Realizing that what you do in each moment matters is very helpful, I think 

(see Micro Actions lead to Macro States).  By focusing on instant-by-instant actions, 

you’ll be creating a flow of actions in your mind. 

 

 Having a schedule that fills up the available time exactly, without spare time 

for distractions is good, but without some contingencies, it’s still highly possible to 

off-schedule.  However, by keeping a list in your mind, you’ll have an internal drive 

to go straight to the next action as you’ve completed one--it’s already in your head. 

 

NAGGING OBLIGATIONS: 

 

 One way of making sure you’ve got a continuous flow of actions is by 

deciding what you’re going to do, before you’re done with your current task.  At 

least for me, if I simulate myself doing the task I want to get done (in my head), it 

feels like doing that task next is Following The Plan. 

http://zenhabits.net/why-whats-the-next-action-is-the-most-important-question/
http://www.productiveflourishing.com/next-action/
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 Mentally, I say something like, “Okay, now I’ve got to go vacuum the floor--but 

wait I need to finish this rough draft--but I need to vacuum the floor--but I need to 

finish this first…” 

 

So it’s something of an internal back-and-forth, and I suspect that it’s not 

good for my efficiency at the current task at hand, but it does greatly increase the 

chance that I’ll do The Next Action (e.g. vacuuming the floor).  

 

 I don’t like doing things against The Plan, so I’ll feel a strong urge to go and 

do the task I’ve previously already mentally committed doing.  Doing something 

else feels Wrong, and that’s something I can capitalize on to do the task I have a 

“nagging obligation” to. 

 

TYING IT ALL TOGETHER: 

 

 Instead of looking at the problem as the difficult task of somehow achieving 

long-term productivity, instant-by-instant optimization means that you only need to 

do one thing well at a time.  I think this reduces the difficulty of the task, as it’s now 

a more minor optimization problem. 

 

 So focusing on what you will do right now should have some positive 

productivity benefits, hence this post’s title--Living in the Moment. 

 

 A lot of this, I suspect, will sound obvious and much like common-sense.  But 

that shouldn’t, I hope, be the reason you decide not to try this out.  Many of the 

best tips I’ve encountered for productivity, like “make a schedule” and “write down 

your goals” would not be amiss in a grade school student planner, but it does not 

dismiss their effectiveness. 

 

 Remember, if it feels like you’re trying very hard to force yourself to think 

differently, that’s not the best way to go about it.  It’s ultimately about putting 

yourself in a mindset where the actions are easier, and you face less resistance 

from your brain. 

 

 Lastly, this doesn’t require you to be anyone special.  It’s a powerful 

testament to human ability--by repurposing something your brain already does 

(which is what a lot of the stuff I write about tries to do), you’re able to achieve 

better results, with your own brain. 
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20. Opportunities vs Potentials *: 

[Basically, give more value to unique opportunities because they offer hidden 

value (in their uniqueness) that you might miss at first glance. Also, avoid the curse 

of hindsight which might obscure the state of things when you made a decision.]  

 

 Yearbooks are fairly popular in high school.  My friend recently 

questioned their actual utility, saying something like, “With email and social 

networks, it’s fairly easy to keep in touch with people.  Plus, you can just as 

easily write your friends personal notes and messages anytime.  Why spend 

almost $100 for a yearbook?” 

 

 I think there’s a framing problem going on here.  My friend was 

looking at the yearbook as unnecessary in terms of “potential”-- it could have 

been possible to fulfill the same function of the yearbook without getting 

one.  With some paper and pens, you can get most of your friends to write 

personal messages to you, at any time you wish. 

 

What the yearbook offers, instead, is “opportunity”-- just because you 

could have gotten all of your friends to sign some sheets of paper, would 

you have really?  In essence, the yearbook gives you a chance to commit to 

do something you might not have done otherwise.   

 

 Yearbook aside, there are a few more examples where I’ve seen this 

distinction between potential and opportunity show up, and I think the 

bigger picture is worth exploring: 

 

1. That feeling regret after you fail to stop indulging, thinking “Oh man, I 

could have stopped so much earlier!” when maybe you really couldn’t 

have stopped earlier.  (See Nate Soares’s post here.) 

2. Thinking it’s ridiculous to make an action plan at a goal-setting 

seminar because you could do it at home, even though you probably 

weren’t really going to make a plan otherwise. 

3. Feeling like you could be more productive because you have 16 hours 

to do stuff, and yet you only get in around 8 hours of work, despite the 

fact that you are a human, who needs rest and respite. 

 

 There’s a common pattern to all of these scenarios.  In some cases, we 

regret our decisions, as we consider the multitudes of counterfactuals that 

“could-have” happened.  In other cases, the “obvious” nature of certain 

http://mindingourway.com/where-coulds-go/
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activities causes us to discount them initially because “we could do them 

anywhere/anytime”. 

 

 Though some of the scenarios refer to a retrospective, while others 

are in the moment, the idea’s the same.  In general, there seems to be a 

human tendency to confuse “what could have theoretically happened in 

principle” with “what was actually within the general realm of feasibility at 

said time”.  

 

 Basically we want to be on guard for “after-the-fact” reasoning 

supplied by hindsight.  Just because other alternatives were possible doesn’t 

mean they were achievable.  The relevant question to ask, when the passage 

of time grants you crystal clear hindsight is, “Given what I knew at that time, 

could I actually have done better?” 

 

In addition to considering the relevant probabilities when ruing past 

decisions, we can apply the same caution to present choices.  Though 

counterfactuals can stab you with regret when used in hindsight, you can 

also use them to your advantage when faced with an opportunity in the 

moment.  Consider the counterfactual where you don’t get said opportunity, 

and see how likely you’d be to actually take the action without it.  Asking 

yourself, “If I didn’t take this opportunity, what are the chances I’d actually do 

this on my own?” seems to be the corresponding “anti-hindsight” question 

when faced with present decisions.   

 

On one hand, it seems far better to actually plan for these 

opportunities, like goal-setting, especially if you find them useful, but, too 

often, I myself have dismissing chances to do helpful things because I 

thought I could technically do them on my own time, so I believe it’s still a 

helpful tool to keep in mind. 

 

It seems that it pays to view opportunities as, not just the potential 

gains they offer versus other alternatives (the typical opportunity cost view), 

but also as more valuable the more they diverge from your typical 

habits/routine, as this gives you the chance to do things you otherwise 

probably wouldn’t have done without them. 
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21. Fighting Procrastination *: 

[A long-ish primer containing several different techniques to tackle 

procrastination. Also links some outside resources. This one and Living in the 

Moment were the two essays that seemed to shift things more towards practicality, 

which was good.] 

  

 I have a confession to make. 

 

 I promised a friend I’d write about procrastination on MLU… and 

promptly procrastinated on writing this article for over a month. 

 

 When we’re faced with a difficult task, it can be tempting to just go do 

something else.  Putting off hard things can be pleasant in the meantime, 

and that’s a key component of what makes procrastination. 

 

THE SCIENCE 

In A Mind for Numbers, Barbara Oakley explains that procrastination 

is like an addiction cycle.  When we have a hard task to get done, things can 

be mentally tiring.  For example, turning away from the task to go browse 

Reddit is relaxing--that mental strain is no longer there.  Before long, it can 

become habitual to turn away from hard tasks and find something to 

distract us from the moment.  The momentary pleasure we get from doing 

something easier makes suckers us into thinking that procrastination is a 

good idea, time and time again. 

 

But that doesn’t appear to tell the whole story.  Procrastination 

appears to be part of a general class of self-control problems. 

 

For example, Alice would like to stay on her vegan diet.  She wants to 

stay on her diet as she enters the steakhouse with her sister.  In the 

moment, Alice gives in and has a steak, deciding she wants one just this 

once. Walking out of the restaurant, she resolves to stay on her diet, telling 

herself that she will stay on her diet next time.   

 

This happens each time she enters a steakhouse. 

 

What keeps us (and her) from saying, “Aha!  I’ve fallen for you once, 

mental demons, and I won’t do so again.” ?  The answer lies in the 

understanding of something called “hyperbolic discounting”. 

https://www.amazon.com/Mind-Numbers-Science-Flunked-Algebra-ebook/dp/B00G3L19ZU
http://www.behaviorlab.org/Papers/Hyperbolic.pdf
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This is the reason why we may prefer $100 today, rather than $110 

one year from now, but may be fine with waiting ten years for $110, than 

nine years for $100. 

 

In short, hyperbolic discounting is a model of human decision-making 

that says people are generally more willing to receive less of a reward now, 

compared to more of a reward, but only in the short-term.  For longer time-

scales, this preference is reversed, and we tend to prefer the larger reward, 

even if it takes longer. 

 

This means that it can be easy to give into temptation in the moment, 

even when we wouldn’t want to, in other situations.  Psychologists refer to 

this behavior as “time-inconsistency”.  The immediate gratification of a close 

reward weighs far more heavily on our minds than long-term benefits. 

 

So dealing with procrastination is not just about a sticky habit, but also 

about our preferences, which can work against us in certain settings. 

 

 

TEMPORAL MOTIVATION THEORY 

 Piers Steel is an eminent psychologist who has done a huge amount of 

research into procrastination.  One of his most famous works is the 

Procrastination Equation, an ingenious way of relating different variables to 

increase motivation. 

 

 I myself haven’t any experience working with this, but Luke 

Muehlhauser has a wonderful post here, where he gives some great 

examples and explanations of all the component parts. (And Piers Steel 

comments too, under the name Procrastinus!) 

 

 I want to check this out myself, and I would recommend you do the 

same, if you want an in-depth look at procrastination. 

 

 

OUTLINE 

 I think, when we start thinking about how to tackle procrastination, 

there are two ways to look at it: 

 

https://procrastinus.com/piers-steel/about-the-author/
http://lesswrong.com/lw/3w3/how_to_beat_procrastination/
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1. There’s the psychological part I outlined above, where you need to 

work with a mind that is susceptible to self-delusion and distractions. 

 

2. There’s also a more general part where when you’re procrastinating, 

you’re not doing a task.  So general task management skills also seem 

helpful. 

 

I’ll start out by giving a general framework for getting things done, 

which has some strong support for its effectiveness.  Though this general 

framework is good for tackling aversive tasks in isolation, I think it’s less 

effective when you’re doing a chain of activities, because the temptation to 

do something else has more opportunities to crop up. 

 

 To tackle the trickier part of procrastination-- the problems posed by 

hyperbolic discounting and preference reversal, I’ll be appealing to some 

more experimental ideas, which means your mileage might vary. 

 

 In short, the general framework for doing things you’re 

procrastinating on looks like this: 

 

1. Identify what you want to get done (i.e., what you’ve been putting off). 

2. Set aside time to do it. 

3. Actually do it. 

 

 This might seem deceptively simple, but I’ll be going into more details 

on each step.  Hopefully that will help. 

 

 

THE BASICS 

 When it comes to doing things, remembering that you have things you 

want to do is the obvious first step.  Having a static place to put down all of 

your to-do’s makes it a lot easier to remember what you want to get done. 

 

 Whether you’re writing things down, using a simple system like 

Remember the Milk, or utilizing a full-blown task management machine like 

David Allen’s Getting Things Done, it pays to have some list of tasks you can 

easily check. 

 

https://www.rememberthemilk.com/
https://www.amazon.com/Getting-Things-Done-Stress-Free-Productivity/dp/0142000280
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 For me, the biggest problem is not having a set time to do things.  If I 

don’t specifically plan for something, I won’t do it.  Making a schedule comes 

in very handy.  I myself make judicious use of both Google Calendar (for 

reminders in the future) and a paper schedule (for day-to-day activities). 

 

 Piers Steel has also agreed that time management plays a key role in 

tackling procrastination. 

 

 Lastly, the actual doing part can bring some new difficulties with it.  

Though it’s relieving to know you don’t have any other obligations (as you set 

time aside), if the task you want to get done is hard or aversive, it can still be 

hard to actually do. 

 

 In such a case, it may be helpful to affect the scope and duration of 

such a task. 

 

 

POMOS AND BREAKDOWNS 

 The Pomodoro Technique is a time-based system for getting things 

done.  In short, it breaks up your work sessions into 25 minute chunks, with 

5 minute breaks after each chunk.  There’s also a larger break after every 4 

chunks.  These “pomo” sessions work really well for some people, and they 

do seem to make it easier to get started on hard tasks. 

 

 Secondly, it may help to break your aversive task into smaller bite-

sized portions.  I’ve found Workflowy to be a really cool software that allows 

me to reduce my tasks into subtasks, and so on.  It’s good for planning out 

large, complex actions, I think. 

 

 Combining short work sessions with smaller to-dos should be 

effective, in theory, but I know from experience that even these “easier” 

tasks can be difficult to do.  At some level, it seems like you need an extra 

“push” to get started. 

 

 While Optimizing Your Mindstate (and the related concept of The Next 

Action) is definitely a strong way to bridge this “intention-action” gap, there 

are also some more unique strategies that are specifically designed for 

procrastination, which I’ll explore below. 

 

http://pomodorotechnique.com/
https://workflowy.com/
https://mindlevelup.wordpress.com/2016/06/07/living-in-the-moment/
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PRECOMMITMENT: INTRO 

 Precommitment is a strategy time-inconsistent agents (like us 

humans!) can use to combat preference reversal.   

 

 When you “commit” to something at a specific time t, you are pledging 

to get something done from time t onwards.  However, we’ve seen that 

regular commitment doesn’t work very well in the moment, because 

hyperbolic discounting can lead us to rationalize not actually following 

through with our decisions when we actually face them at time t. 

 

 To counter this, you can precommit, by making the choice before time 

t, which is more effective because before time t because:  

 

1. You’re not currently under time-inconsistent preferences 

2. You have more options available to you (as a result of 1). 

 

 We can illustrate this with a classic example of dieting: let’s imagine 

Alice is trying to lose weight, but she likes to eat cookies during the 

afternoon. 

 

 Alice could throw the cookies away during the afternoon (our time t ), 

but knowing hyperbolic discounting and preference reversal, she faces a 

near-impossible choice of avoiding temptation while it looks her in the face. 

 

 In contrast, Alice could throw away the cookies in the morning (before 

time t ), when she’s not feeling snackish.  This seems much more likely to 

work, because she doesn’t actually want cookies in the morning, and it 

prevents her from eating cookies during the afternoon.  Alice has 

successfully precommitted not eating the cookies. 

 

 In short, a big part of precommitment involves making decisions 

before they get hard to make.  (Precommitment also shows up in game 

theory, but here we’re focusing on how it’s used in psychology.) 

 

 

PRECOMMITMENT: TOOLS 

 A key idea of precommitment is making decisions that are final and 

binding.  For example, if you give your loyal friend your wallet and tell him to 

http://faculty.haas.berkeley.edu/brchen/2001-104.pdf
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burn it if you don’t finish a task, you’ve now set something irreversible into 

action.  What’s usually perceived as a weakness--the inability to change 

decisions, actually plays to your advantage when you precommit. 

 

 To help with this, there are two online tools I know of that raise the 

stakes when you take on your goals. 

 

 Beeminder is an application that works well for measurable goals.  

You put real money on the line to make sure you stick to your plan. 

 

 Similarly, stickK allows people to define their goals and uses a third-

party Referee to verify if you’ve completed it.  If not, you pay up as well. 

 

 

REFRAME THE PROBLEM 

 Below, I’ll be addressing some of the more conceptual ways of 

combating preference reversal and hyperbolic discounting.  These ideas 

have less support from the psychological literature and represent some 

hypothesizing and synthesizing of different ideas, most of which are not my 

own. 

 

 First off is the idea of Schelling fences, which Scott Alexander writes 

about, is a good way to tie together precommitment with another idea, that 

of “choice nodes”, which Nate Soares talks about. 

 

 Schelling fences are imaginary boundaries we can draw when trying to 

precommit, to make sure we don’t pass a certain point.  This is especially 

useful when we face situations where we tell ourselves “just 1 more time”, 

after every movie/game/page/block/etc (Scott calls these “slippery slopes”). 

 

 Likewise, Nate explains that when we try to stop in the middle of a 

slippery slope, it can be hard (thanks, hyperbolic discounting!).  The difficulty 

we face when stopping in the middle, he explains, is something we should 

take into account.   

 

 Scott makes a similar assumption--if we know  that it’ll be hard for us 

to stop once we start an action, it pays to draw a line beforehand that we 

can’t cross, even if the version of us that gets to the Schelling fence wants to 

keep going. 

https://www.beeminder.com/
http://www.stickk.com/
http://lesswrong.com/lw/ase/schelling_fences_on_slippery_slopes/
http://mindingourway.com/where-coulds-go/
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 We can generalize from these points to look at our decisions in a 

slightly different way.  Instead of looking at actions as a smooth line, where 

we can stop at any time, we should acknowledge that there are places where 

we can choose to start, and there are places where stopping is nearly 

impossible. 

 

 So instead of looking at temptations as “no game vs 1 game”, with our 

understanding of hyperbolic discounting, we know that the real decision 

actually looks like “no game vs play all night”.  Psychologists refer to this as 

“categorical framing”.   

 

Thus, if we want to stop an action, it’s important to focus on the entry 

point--when the first decision to take that action was made, not in the middle 

of it, because it’s unrealistic to expect ourselves to stop in the middle of such 

activities. 

 

 

CHANGE THE PAYOFFS 

Even though we now have a good, logical reason for why we should 

avoid these “slippery” activities, it’s not always enough.  The closer you are to 

distractions, the easier it becomes to rationalize indulging, as the payoffs 

become disproportionately larger. 

 

 One idea that seems promising is to directly attack what makes 

hyperbolic discounting so dangerous--the disproportionate weighing of 

short-term pleasure. 

 

 If we could associate the distracting activity with a strong negative 

feeling, like the feeling of regret after a binge, we might be able to counteract 

the skewed mental weighing. 

 

 It’s important to note that hyperbolic discounting seems to happen on 

the gut level, so we’ll need some way of knowing, not just rationally, but also 

emotionally, that such an action isn’t what we really want. 

 

 One way I know how to do this is through Propagating Urges, a 

technique developed by the Center for Applied Rationality (CFAR), a 

https://www.youtube.com/watch?v=YKpH-7fs9zE
http://rationality.org/
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Berkeley-based nonprofit that creates scientifically-based self-improvement 

techniques. 

 

 I wouldn’t be comfortable trying to explain “Prop Urges” in just a few 

words, but the technique is basically about syncing up your reasons with 

your emotions, so you actually “want” to do the things you “should” be doing. 

 

 It’s really awesome to see it in action.  I’d recommend checking it out! 

 

 

EXPECTATIONS 

  Your brain, like other parts of your body, probably can’t go full-

throttle all of the time.  Your motivation will waver and differ from day to 

day. 

 

 Because of this, I think it’s unrealistic to expect spending our every 

waking hour as potential work time.  Just like how we saw that it made more 

sense to reframe our decisions to match reality, despite the potential to stop 

at any time, I think it’s also valid to do the same for our available time. 

 

 Though it might be possible to spend 16 hours a day on work, it’s 

difficult to actually do so.  We also probably can’t do cognitively difficult 

things consistently either.  If something is hard for you to do, you may be 

better off doing it in smaller chunks with breaks in-between.   

 

 Try to keep your expectations within the bounds of, not just 

possibility, but also reality. 

 

 

WRAPPING UP 

 I smashed together a lot of information for this post.  While you sort 

out what tools you think will work for you, or what techniques you might 

want to try next, I hope I can give you a basic framework for incorporating 

these habits: 

 

1. Set up a reminder system with alerts you’ll actually check (be it 

emailing yourself, a to-do list, or calendar reminders). 
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2. Start incrementally and build up. (Mark Bao has a great post on habit-

formation here).  Don’t overload yourself with things to take on. 

 

3. Celebrate small victories.  The goal is to want to do your aversive 

tasks, so focusing on a feeling of success when you really do get them 

done associates positive feelings with the task.  (See here and here). 

 

 

KEEPING IT REAL 

 I think a lot of us have this implicit assumption where only “special” 

events like meeting Bill Gates are life-changing enough to warrant behavior 

change.  Yet, is that necessary?  Could you change right now, if you really 

wanted to? 

 

 You might be thinking, “Yeah, but I’m too lazy to actually change!  That 

sounds like work, which I don’t like.” 

 

 But hopefully, at some level, you do care about upgrading your habits-

-that’s why you’re here.  Then the question isn’t really “Do you want to 

change?”, but:  

 

 “Given that you are lazy and don’t want to do work, what would enable 

you to change anyway?” 

 

 I think this attitude embodies the spirit of self-improvement rather 

well.  When you hit a roadblock on your way to your goal, you don’t have to 

give up.  You find a way to go around or power through.   

 

 If you know you’re lazy, and you also know you want to beat 

procrastination, take that into account and get started all the same. 

 

  

http://markbao.com/journal/building-sustainable-habits-why-we-make-excuses-and-resist-habit-change
http://lesswrong.com/lw/58m/build_small_skills_in_the_right_order/
http://www.habitlab.org/how-to-build-a-success-spiral/
https://mindlevelup.wordpress.com/2016/04/29/the-rocks/
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22. Measuring Students: 

[At the time, I thought this was really clever. I later found out the phenomena 

I describe below is also known as Goodhart’s Law and is easily derived from basic 

statistics. Oh well.] 

 

 Recently I’ve been looking through some college forums, like College 

Confidential, and I often see people ask something like, “I’m applying to 

Harvard.  Are there qualities I should write about/focus on to let them know 

I’m the right candidate?” 

 

 This has left me confused. 

 

 “Yes!  Actually, if you write about how you did X in high school, you will 

be guaranteed admission to Harvard, no questions asked!”   

 

Is such a reply really what they reasonably expect to hear in response? 

 

 Such an answer seems absurd in our world, but the question I want to 

explore is why.  Why does it seem like a ridiculous idea to accept people on 

the presence of one factor, and why do we hope for it anyway? 

 

 Let’s assume a world where colleges do accept people based on one 

metric, and maybe we can see where things go astray.  In this alternate 

universe, let’s say Harvard accepts everyone with an IQ of 130 or higher.  

Taken at face value, this doesn’t seem too bad.  It seems way easier on the 

admissions staff, and there’s less uncertainty for the students.  They can 

easily verify if they’re eligible by taking an IQ test. 

 

 However soon after, Harvard receives a deluge of people with 130 

IQ’s, and the admissions staff has more qualified people than it can admit.  

How surprising!  The students have discovered they can cheat the IQ tests.  

This, in turn, makes the IQ tests ineffective as a way of filtering out the 

students.   

 

Filters, like an IQ requirement, allow colleges to select for certain types 

of student.  Theoretically.  If colleges want smart students, then basing their 

decisions off some sort of test that smarter students score higher on should 

allow them to nab smarter students.  In practice, most tests can be gamed, 

which kind of defeats the purpose of the test in the first place. 
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If everyone knows that some college admits everyone who passes a 

certain metric, then everyone will try to boost said metric (yes, I’m assuming 

rational students).  But what if it wasn’t common knowledge?  If only you 

knew that Harvard accepted people who had IQ’s over 130, you could easily 

game the system and be accepted because no one else is gaming the system 

along with you. 

 

 So it looks like our curious questioner from the first paragraph is 

looking for a comparative advantage, knowledge that other people don’t 

have, to boost his/her chances.  It makes sense to look for a leg up on the 

competition.  Yet, even in our alternate universe, this doesn’t make much 

sense.  Assuming that schools were trying to filter for smart students, little 

good appears to come out of keeping that information secret. 

 

 But if colleges want smart students, why can’t they just say that they’ll 

only accept smart students?  Why go through all the trouble of using 

something like a test that can be cheated?  One problem is that “smartness” 

doesn’t really exist as a real object, unlike “apples” or “cars”.  “Smartness” is a 

blanket term we use to refer to a large class of behavior/thought processes, 

which include things like problem solving and idea generation.  If a test tells 

us who is “smart”, and “smart” people are good at things like problem 

solving, then we’re really just saying that people who do well on the test are 

also good at things like problem solving--there’s a correlation between the 

two factors. 

 

 This is also why tests should, in theory, be a good way to screen 

people.  If there is high correlation between a factor that is easier to 

measure (like test scores) and other desirable-but-harder-to-test factors (like 

relatively good aptitude at problem solving) then, depending on the strength 

of the correlation, we can be reasonably confident that most of the students 

who pass the test also display the other qualities we want. 

 

However, there may be other factors which have even higher 

correlation with test scores than the desirable-but-hard-to-test factor, like 

reaction time or writing speed.  This may be unexpected for the college, 

which chose such a test because it had good correlation with “smartness”, 

but weren’t anticipating people to train specifically for the test.  So instead of 

a class filled with students who have good problem solving skills (and other 
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“smart” behavior), the class is filled with students who are really fast at filling 

out bubbles and pattern-matching. 

 

 In short, the problem with basing decisions solely off something like a 

test score that approximates (but does not 100% correspond) to a harder-to-

measure metric could face problems when people try to maximize for the 

test, rather than the metric the test is supposed to measure (Signaling may 

be a good example of hard-to-fake information.)  In analogy, I’m reminded of 

the “nearest unblocked strategy” concept from the field of AI, where 

imperfect correlation leads to undesirable outcomes.   

 

 Perhaps this is why colleges have decided to take a more holistic view 

when it comes to gauging applicants.  When students have lots of potential 

factors to optimize, it’s less likely they’ll be able to game them.  But this also 

makes things more uncertain from the admissions perspective, especially 

when two activities or tests aren’t really comparable.  As a result, students 

would also be more hopeful as the lack of a strict yes/no test means “there’s 

always a chance”. 

 

 Of course, there’s a deeper question about inequality here.  It’s 

undeniable that not everyone is good at the same things, and not all these 

traits are equally helpful for solving different problems.  If we had a way to 

ascertain these hard-to-measure-qualities directly, then we’d remove a lot of 

the uncertainty that currently exists about eligibility.  Which means that if 

there was a foolproof “smartness” test and certain schools had a filter, then 

some people who didn’t meet the threshold would know for sure 

beforehand that they wouldn’t get in.  (Yes, there’s an assumption here that 

schools are looking only for one quality, which isn’t actually true.)   

 

If everyone is not equally adept, is it okay to exclude people from 

doing what they love, if they’re not very good at it?  It seems like our gut 

reaction is, “Yes, of course, we can’t infringe on people’s rights like that!”, but 

our current society is not an economy based on preferences.  In our world 

today, employers are looking for people who excel at doing things, not 

people who like doing them.  Which also sort of seems obvious because why 

would you hire anyone who doesn’t do a good job? 

 

So once again we have this disconnect between liking to do things and 

actually being good at them.  We want to keep people happy, but we are also 

http://www.overcomingbias.com/2015/05/what-is-signaling.html
https://arbital.com/p/nearest_unblocked/
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concerned with real-world results.  Right now, we appear to be geared 

towards outcomes, because it seems like a more efficient way to… do what 

exactly?  I can see that this current system we have could potentially lead to 

more happy people than just placing people in jobs they enjoy, or hooking 

them up to serotonin all day.   

 

But what we have right now is a system that was not designed to 

maximize human values-- our economy doesn’t have an overseer that makes 

sure things are headed in a more positive direction.  Though bleak, it seems 

possible that we’re currently in a special place that could eventually break 

down in a race to the bottom. 

 

Basically, trying to optimize for A while maxing out B for the reason 

that A and B are pretty closely related could still lead to big potential 

problems. 

 

This is also pretty much the same thing as Goodhart’s Law. 

 

  

  

http://www.overcomingbias.com/2009/09/this-is-the-dream-time.html
http://slatestarcodex.com/2014/07/30/meditations-on-moloch/
https://en.wikipedia.org/wiki/Goodhart's_law


- 77 - 

 

 

23. Akrasia (Sort Of) Explained: 

[I now think akrasia is a harder problem than I outlined here. I think the use 

of reductionism I used here to try and tease apart the meaning of “want” is still 

fairly valid, though.] 
 

Akrasia is a term that comes to us from the Greeks.  The word means 

“weakness of will”, and it’s been discussed by philosophers for thousands of 

years.  The basic idea revolves around people making choices; specifically, 

choices that they don’t think are good, but choose anyway. 

Through history, philosophers have found akrasia to be an impossible 

or contradictory concept.  From Socrates, who says that we never do 

anything if we know it’s bad, to contemporaries like Donald Davidson who 

try to show that akrasia is indeed possible, there’s been lots written on the 

subject. 

 Anyhow, if you think A is worse than B but choose A all the same, you 

are demonstrating akrasia.  For example, if you want to stop laying on the 

couch and get up and move, but find yourself still sitting, there’s a gap 

happening where your actions and goals aren’t lining up. 

 This should sound really similar to the sorts of situations where we 

combat preference reversal, or avoid distractions.  I believe this is because 

akrasia is really just a combination of time-inconsistent preferences and a 

few other factors.   

 Let’s unpack our example of sticking to the couch vs exercising: 

 R.M Hare (among others) see that if you think “exercising is better 

than laying on the couch”, this will also mean that you will choose to 

exercise.  So when your butt stays glued to the couch, this appears fairly 

contradictory.  But it seems kind of a stretch to say that exercise is strictly 

better than sitting on the couch; there’s pros and cons to each one of the 

choices (e.g. it’s not “sitting on the couch vs sitting on the couch and getting 

$20). 

 Instead, I think it makes more sense to break down what we mean by 

“better”.  What we we’re getting at seems to be closer to: 
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 “Exercising compared to sitting on the couch affords me a chance to 

stay fit, improve my mood, etc.  Compared to staying sitting, which could kill 

me early, exercising better fulfills my long-term goals of health and 

wellness.” 

(For something similar when it comes to moral judgments, see this.) 

  By breaking apart our “A is better than B” when we evaluate choices 

and instead being explicit about the pros / cons, we can remove any 

mysterious “betterness” qualities which might force us to choose a specific 

action. 

But this doesn’t explain why akrasia might happen in the first place.  

Given that I know that A has all those nice benefits which coincide with my 

long-term goals, why don’t I choose it over B? 

I believe the answer is, “Because factors other than what directly 

achieves my long-term goals also play a role in shaping my decisions.”  

Paraphrasing Michael Stocker, “Mood, energy, interest, etc. can all factor in.” 

Often, your intuitions can be a good source of information.  If you find 

yourself trying to force yourself to do something you “should do”, or if you 

find yourself “wanting to want”, it seems likely that something’s misaligned.   

I believe akrasia crops up when our actions and intentions are 

miscalibrated, so there’s tension from conflicting goals. 

We already know that humans aren’t the most consistent creatures.  

So when we make decisions, there’s going to be reasons for why we chose 

them, but they might not correlate to our long-term goals.  For example, if 

you’re reading webcomics, you may keep clicking for the immediate reward 

of an amusing image, which hyperbolic discounting inflates to be more 

valuable than, say, making dinner, which might benefit your health more. 

(This is actually a contentious point, where some philosophers make a 

distinction between “choosing B out of free will” or “being forced to choose B 

because of other factors”, the latter of which is referred to as “compulsion”. 

I think that such a distinction isn’t really what we need, because we 

can’t talk about choosing actions without reasons or incentives, so saying 

you “choose B in isolation without any external influences” seems too far an 

abstraction from real life, where nothing is really isolated.) 

http://www.scientificamerican.com/article/killer-chairs-how-desk-jobs-ruin-your-health/
http://www.scientificamerican.com/article/killer-chairs-how-desk-jobs-ruin-your-health/
http://lesswrong.com/lw/5u2/pluralistic_moral_reductionism/#empathic
https://en.wikipedia.org/wiki/Introspection_illusion
http://www.behaviorlab.org/Papers/Hyperbolic.pdf
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But in some cases, I think taking a break (i.e., not taking the course of 

action that best maximizes achievement of our long-term goals) can be the 

right thing to do.  Like I mentioned earlier, humans have lots of goals.  We’re 

also not infinite; we run out of energy. 

If taking breaks is helps maintain our energy levels, then it actually is 

helpful to our long-term goals, just not outright.  Lots of other indirect things 

like socialization, hygiene, and more all seem to be necessary to keeping us 

running smoothly.   

Lastly, getting a good understanding for the different desires you have 

and actually weighing them seems to be a strong tactic to better align your 

actions to all your goals.  If a part of you doesn’t want to do something, try 

actually looking into why.  Some short-term “cravings” might very well have 

far more cons than pros (which align with things you care about), but 

remember that you also need rest and other Good Things to function well! 

By understanding that we can hold multiple goals, which different 

actions satisfy to varying extents (sometimes in ways that contradict with our 

long-term goals), akrasia can happen.  I don’t think that akrasia is considered 

contradictory, though.  It looks that way if you just focus on your long-term 

goals. 
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24. Is Mindlevelup Even Helpful? 

[Another wandering essay that tries to ground the majority of my 

introspective essays in practicality. The end conclusion is that the most direct 

benefit of these writings is in sorting things out for my own brain.] 

 

Here at MLU, I write a lot about general ideas about productivity and 

how concepts relate to one another.  Most of this material tends to be pretty 

anecdotal and hand-wavy, in the sense that we don’t have strong outside 

research backing up most of my claims.  I have found this to be problematic 

when trying to justify such thoughts to other people.  In the realm of 

phenomenology, we lack good verification tools outside of our own 

experiences. 

 

 When we’re talking about concepts and levers that seem to only exist 

in our own heads, is this valuable?  Is this even coherent?  I have no 

guarantees that the way things are represented for me is similar to you.  We 

are making some general assumptions about how all of us work.  More than 

that, is there value to investigating how our thoughts impact our behavior?  

What is the benefit of a simple mental model of how something in our brain 

works? 

 

 I assert that thinking about this sort of thing can be helpful, even 

when it doesn’t have good correlations to facts in reality.  Having an 

imperfect view of how your brain works is still probably better than just 

black boxing your model of cognition.  Like the 80/20 rule, I think you get 

much of the value from having any sort of system in place, where 

refinements offer less marginal value (compared to having a model versus 

no model). 

 

 The caveat here is that the sort of imperfect mental models that are 

helpful are also the sort that are still grounded in reality in some sense.  

Reference class forecasting, for example, doesn’t rely on good causal models 

of reality (which probably offer better predictions), but merely past history.  

But it still uses real-world data.  Much the same way, heuristics based on 

anecdotal experiences still rely on actual things that happen.  I think such is 

a distinguishing feature between mental models of this sort versus a wishful-

thinking model of “how the brain should work”. 

 

http://plato.stanford.edu/entries/phenomenology/
https://en.wikipedia.org/wiki/Blackboxing
https://en.wikipedia.org/wiki/Pareto_principle
https://en.wikipedia.org/wiki/Reference_class_forecasting
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 This is far from the only problem.  Relying on imperfect models can be 

a slippery slope towards being epistemically-lax, which may lead us to 

incorrect beliefs about reality.  Similarly, the freedom to choose our own 

data from our experiences has inherent selection biases, where cherry-

picking the right evidence can lead to poorly grounded beliefs.  Confirmation 

bias can lead us to self-select for what we want to see.   

 

Often, perceived improvement of X can be merely attributed to 

improved perception of X. 

 

 The most important factor here, however, is your behavior.  No one 

else has access to your mental state, which means it’s the things you do that 

other people tend to measure you by.  Where phenomenology can be a 

good way to experience your own lives, other people will probably take a 

more behaviorist approach towards you. 

 

If using some helpful mental models allows you do lots of impressive 

things that you don’t think you could have done otherwise, it’s all good.  Put 

bluntly, you don’t have to believe what I say, but you can verify what I do.  To 

an optimizing end, I think having systems for handling the levers and 

switches in your brain can be helpful, if it appears like they’re actually 

helping.  

 

So, what does this mean for the bulk of the content on MLU, which is 

probably biased in lots of ways?  Though the concepts may be interesting, 

this is far from the best introduction to good mental models.  It’s really just a 

helpful way to get myself to think more about these sorts of ideas.  And the 

only one who can really tell if these ideas are relatable and helpful to you is 

your own experiences. 
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25. Predictions and People *: 

[A long-ish essay on how predictions are hard to do and what this means for 

trying to see into the future. I push for the bold statement that humans can only 

optimize relatively, which I still find fairly plausible.] 

 

Imagine your life at its absolute best.  You know, the most objectively 

satisfying it could possibly be.  Or, imagine your life at its absolute worst, 

where the situation could not get any more terrible. 

 

 Alternatively, imagine one improvement to your life right now.  Or, 

imagine one way to make it worse. 

 

 Easier? 

 

 Answering the latter two questions seems much simpler than the first 

two.  For us humans, it seems dealing with relative states is far easier than 

absolute states.   

 

Looking at a choice to eat ice cream as something that is inherently 

“good” comes far more naturally than considering ways to maximize our 

happiness overall, or what ice cream could do to our overall lifespan (and by 

extension, our ability to enjoy things). 

 

Our minds don’t naturally look at the bigger picture, extend the 

reasoning, or globalize the consequences.   

 

But we’ve never really had a reason to. 

 

 Consider that in our world right now, there is always room to 

optimize.  We’re concerned with incremental improvement, rather than 

trying to achieve some objective maximum.  The entire art of human 

rationality, for example, is dedicated to merely making our decisions less 

wrong.  Nowhere are we even close to becoming paragons of agency.   

 

In other areas, our combustion engines hover around 20% thermal 

efficiency.  Diesel gets up to 40%.  A good amount of the US’s economic 

growth is due to merely shifting existing things around.  India could increase 

its productivity by nearly 50% if it fully optimized its worker distribution.   

http://lesswrong.com/
http://lesswrong.com/
http://klenow.com/MMTFP.pdf
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 The fact that our world has so much room for this type of local 

optimization creates an ingrained framing effect on our thoughts.  Because 

we only have to deal with local consequences in our everyday lives, I believe 

“looking at the bigger picture” is actually a blind spot in our cognition. 

 

I hypothesize that local optimization, thinking about how to make 

things relatively better off, is the only way we can even coherently reason 

about optimization at all— for the most part. 

 

Pretend that you’re back in the “ancestral environment” several 

thousand years ago.  You’re hungry.  Having food is better than being 

hungry.  You go to hunt something and eat it.  When there’s not too many 

hunters, this works pretty well.  It’s not until the number of hunters shoots 

up before you have to deal with the population dynamics.  So for a good part 

of human existence, it was unnecessary to grasp the overall gravity of our 

actions.  Being relatively better off was good enough. 

 

Locally optimizing may be a good heuristic for approximating good 

outcomes, but it’s definitely flawed.  Aside from problems with globalized 

action, perverse incentive structures, like multipolar traps can lead these 

heuristics astray.   

 

In our world today, where overgrazing, overfishing, and overhunting 

are all very real phenomena, we have many examples where local 

optimization is no longer a good heuristic.   

 

We can reason about the bigger picture on some level.  

Macroeconomics is an entire field formed from looking at aggregate results 

from individual actions.  Similarly, game theory offers treatments of what 

happens when individuals compete.  We’ve adopted systems that allow us to 

reason about this sort of big picture phenomenon, but this is still not an 

instinctive part of our cognitive toolkit. 

 

When five-year-olds say they want “a bajillion dollars”, I suspect they 

are thinking about how great it would be to buy all the things they want.  I 

very much doubt they are considering the global ramifications of such a 

spending spree, or what adding such an amount to the economy would do 

to devalue the dollar.   

http://slatestarcodex.com/2014/07/30/meditations-on-moloch/
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Even if we’re not always considering these large-scale impacts, it 

doesn’t make them go away.  From a superrational standpoint, we have to 

deal with the consequences of our actions from a global scale.  As a lone 

vehicle, your car doesn’t add much to the margin, when it comes to carbon 

emissions.  So what difference could it make if you, individually, decide to 

drive? 

 

Of course, you and the other several hundred million people with cars 

are thinking the exact same thing. 

 

The very fact that we have a term like “superrational” to even describe 

this sort of extended thinking means that others have approached this 

problem before.  Perhaps most famously, Immanuel Kant’s “categorical 

imperative” tries to use logic to deduce morality in a similar way. 

 

Kant has us run a thought experiment, globalizing an act in question, 

to see if a contradiction would arise.  Other philosophical views, like 

consequentialism look at the end results of an action to see if aligns with our 

values.  The common thread involves extended long-term reasoning. 

 

The problem with such reasoning is that we cannot perform such 

thought experiments all the time.  Thinking like this is costly, and predictions 

are hard. 

 

Imagine if you had to do such globalized reasoning for every action 

you took.  With every breath, you’d calculate what it means should everyone 

breathe at such a rate, and what that means for our general air quantity, and 

what upper bound that sets for future life.  Or, imagine trying to understand 

the optimal path through your house to maximize its structural lifespan, 

conditional on other people walking the same way, and how such a lifespan 

interacts with your overall values. 

 

Good luck with that. 

 

In our deterministic universe, the butterfly effect means we’re never 

really off the hook.  Our actions lead to more actions, which propagate 

endlessly outward.  If my decision to wear a horse mask while walking on the 

street means a distracted driver hits a pedestrian, how much blame should I 

https://en.wikipedia.org/wiki/Superrationality
https://en.wikipedia.org/wiki/Categorical_imperative
https://en.wikipedia.org/wiki/Categorical_imperative
https://en.wikipedia.org/wiki/Butterfly_effect
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be assigned?  Perhaps more importantly, how do I factor in such potential 

events into my judgments?   

 

When we have a ridiculous amount of moving pieces in our world, 

how confident can we be of the long-term effects of whatever we choose? 

 

To such an end, choosing actions for their short-term effects has the 

benefit of being predictable.  Sure, my choice to drink water might lead to 

some catastrophic incident down the road, but it’ll definitely quench my 

thirst in the meantime.  We have far greater confidence in these direct 

consequences coming to pass. 

 

Unfortunately for us, most of our “frames of caring”, the length of time 

into the future we care about, far exceeds our ability to make accurate 

predictions. 

 

Our world is often counterintuitive.  Optimal exercise includes periods 

of rest.  Generals know you sometimes you sometimes have to lose a battle 

to win the war.  Evaluating a company requires more than just sizing up the 

CEO.  Not directly optimizing may be a better way of reaching your goals. 

 

Sometimes just doing the obvious thing isn’t what you actually want. 

 

Philosopher Amanda Askell has addressed this in her poster “Is 

Effective Altruism Clueless?” at EA Global 2016, where she brings up the 

difficulties of predicting future events.  If helping people in the present 

makes it more likely that some horrible event takes place in a few years, we 

haven’t successfully acted on our values; the long-term effects would dwarf 

any short-term benefits.  Likewise, if committing an atrocity ends up saving 

everyone for eternity, we may want to actually do said atrocity. 

 

Alas, we don’t have the tools to make such detailed future predictions.     

 

I’d like to believe that worlds where we work towards good end-states 

with our short-term heuristics have more correlation with future worlds 

where nice things happen, compared to worlds of indifference or intentional 

cruelty.  Yet, when I can’t even predict where I’ll be one year from now, how 

confident can I be that the universe follows such orderly patterns? 

 

http://www.fnal.gov/pub/science/inquiring/questions/atoms.html
https://en.wikipedia.org/wiki/Affect_heuristic
https://en.wikipedia.org/wiki/Affect_heuristic
http://www.amandaaskell.com/
http://eaglobal.org/
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Not all of our predictions are limited to “short” time-scales, though.  

Consider that when we build a house, we’re making some (relatively) long-

term assumptions about its sturdiness.  This is in spite of the wide array of 

potential activities that could happen.  The most obvious reason that houses 

tend to stay up for a while is because they’re made out of sturdy materials.  

Compared to marshmallows, for instance, wood and brick last much longer.   

 

I think an interesting secondary reason is that society has a general 

structure that enforces house-longevity.  Our streets are designed to not go 

straight through houses, there’s a taboo against burning houses down, in 

history houses are always sturdy, etc.  There is common knowledge between 

all parties that houses are long-lasting things. 

 

Most of the important moving parts in our world center around the 

actions of other people.  If we have some sort of structure in place that 

ensures mutual understanding, we can have greater confidence in such 

predictions.  So there appears to be certain classes of actions we can be 

more sure of. 

 

Tying this back to the concept of a subtle framing effect, I believe it’s 

important to realize that we almost always deal with relative states.  Short-

term heuristics are helpful because we can identify futures that are relatively 

better off than where we are now, with good certainty.  (Note that such 

futures would be “objectively” better, compared to our current state.) 

 

This means that when we talk about concepts like “fairness” and 

“justice”, we’re probably inherently biased.  When we can’t actually conceive 

of objective states, how coherent is it for us to talk about terms like “in a 

perfectly just world”? 

 

I don’t actually know. 

 

For all that I’ve knocked our reasoning skills, we humans still somehow 

do a fairly good job of things.  Though short-term heuristics can be error-

prone, I’m not sure we can do much better.  As people, we go through life 

sequentially, in chronological order; so does everything else. 

 

So we have to go through things one step at a time.  Assuming we had 

some sort of Grand Master Plan, it too would be numbered sequentially.  
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When I look at it that way, I feel a little better about having The Next Action 

as a general heuristic. 

 

And writing this entire thing seemed like a fairly good Step One of lots 

and lots of helpful plans.  Maybe that’s a good meta-heuristic to be 

espousing. 

 

 

  

https://mindlevelup.wordpress.com/2016/06/07/living-in-the-moment/
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26. Realistic Expectations *: 

[I really like this essay. It tries to argue that most of rationality is procedural 

(a thing you do) rather than declarative (a thing you know). Also, it’s helped me 

rescale my expectations for how long it’ll take to really get a mental notion down.] 

 

 Lately, I’ve realized that there’s something I’ve been fundamentally 

doing wrong in my head when it comes to building good mental architecture:  

Whenever I decide to integrate a new habit of mind, I get easily frustrated 

when it doesn’t stick after a few days.  This has been a recurring occurrence. 

 

 I’ve finally realized that my expectations are the culprits here. 

 

 To judge how long it takes to start utilizing a certain heuristic, I appear 

to have been using an intuitionist approach, classifying such habits under a 

“mental stuff” label, because it seems like mental notions should be easier to 

learn. 

 

 Perhaps more concretely, I’ve been fooled because mental notions 

feel like declarative knowledge, but they’re really more procedural.  Knowing 

about pre-mortems seems easy; I just link it to other concepts under the 

“planning” label in my head.  But this misses the point that the whole reason 

I even understand pre-mortems is to actually use it. 

 

 I confess that I’ve had a similar experience with mathematics a while 

back.  For much of the course, I merely reviewed my notes, letting my brain 

run over the same grooves.  The familiarity of the concepts gave me the 

illusion of understanding; yes, I could grasp the main ideas, but 

comprehension and capability are miles apart.  When it came time to 

independently solve problems, I was totally lost. 

 

 What appears needed in these situations where certain topics 

“masquerade” as declarative knowledge (when you actually care about the 

procedural part) is to find analogs to concrete procedural skills.  For 

example, I have much better estimates on how long it will take to learn an 

instrument, a new magic trick, or a sport.  In my mind, the aforementioned 

actions feel very “physical”, rather than “mental”.  This appears to trigger a 

reframe. 

 

http://unt.unice.fr/uoh/learn_teach_FL/affiche_theorie.php?id_concept=90&lang=eng&id_theorie=1&id_categorie=3
https://en.wikipedia.org/wiki/Pre-mortem
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 The key, then, is to renormalize my expectations for learning new 

habits of mind, by drawing parallels to analogous skills where I have good 

estimates. Reframing the situation in this way makes it less frustrating when 

I fail to develop agency in a few days.  Learning other skills have timelines of 

weeks or months, and that’s with solid practice.   

 

To think otherwise for learning mental skills would be unrealistic. 

 

 Similarly, reference class forecasting looks at the “base rate” to make 

predictions.  Statistically speaking, I’m probably not an outlier, so using the 

average can be a good predictor of my own performance.  When it comes to 

habit change, I can see how likely I am to succeed, or how long, by looking at 

people as a whole. 

 

 I just looked up the base rate for habit change.  Looks like lots of 

people cite the Lally study which had an average length of 66 days to ingrain 

a new habit.  The data ranged from 18 days to over 250 (the study ran for 

just 12 weeks, so this was extrapolated data).   

 

 Some scientists surveyed were also fairly pessimistic on the timelines 

for breaking a habit, from two months to six months. 

 

 Urk, I’m definitely going to have to recalibrate now. 

 

 Learning new mental tricks aside, there’s a related problem I’ve been 

bumping into often, regarding my thoughts in general:  I can’t seem to hold 

all of them in my head at once. 

 

 What I’m dubbing the “transience of thought” is basically the where I 

forget lots of helpful things I read/encounter.  Progress isn’t linear.  Many of 

my helpful thoughts fall on the wayside, never to be seen again.  Or, I’ll 

forget most of the great insights from a book I recently read. 

 

 Once again, this appears to be a problem of expectations.  I’m sure 

that with the right amount of reinforcement and repetition, these ideas can 

be more deeply ingrained. 

 

https://en.wikipedia.org/wiki/Agency_(philosophy)
https://en.wikipedia.org/wiki/Reference_class_forecasting
http://onlinelibrary.wiley.com/doi/10.1002/ejsp.674/abstract
http://www.hopesandfears.com/hopes/now/question/216479-how-long-does-it-really-take-to-break-a-habit
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 This has led me to think about what it feels like to have really 

subsumed a mental heuristic.  I took a look at some mental tools I already 

use, at a deep level, and tried to describe how they feel: 

 

 Upon examining my optimizing mindset: 

 

 “Having a mental habit deeply entrenched doesn’t feel like I’ve got a 

weaponized skill ready to fire off in certain circumstances (as I would have 

hypothesized).  Rather, it’s merely The Way That I Respond in those 

circumstances.  It feels like the most natural response, or the only 

“reasonable” thing to do.  The heuristic isn’t at your disposal; it’s just A Thing 

You Do.” 

 

 In a distant way, it looks like our intuitive models and expectations 

have some effect on our actual behavior. 

 

 If I have unrealistic timeframes for mental habit change, then I’m more 

likely to get frustrated at not seeing early results.  I’m basically the analog of 

the dieter who quits after a few days.  (Expectations aside, there’s also the 

more obvious notion that our mental tools are what we use to respond to 

situations so of course they’d affect our behavior.) 

 

 One recent idea I’ve been flirting with concerns Kahneman’s System 1 

and System 2, or the “rider and the elephant” models of the mind.  In such 

models, the “rational” side is always portrayed as domineered by the more 

“primal” side; in any case, there is always an implication of a struggle for 

dominance between both sides. 

 

 Though this may be an accurate depiction of behavior in cases of 

time-inconsistent preferences, I can’t help but wonder if they set up a self-

fulfilling prophecy for our “rational” side to ultimately lose when confronted 

with “temptations”.  The implied power struggle between the sides, as a 

whole, also seems damaging.   

 

I’d like to be able to reconcile all of my different goals, not fight myself 

at every turn as different urges try to assert themselves.   

 

 I’d love to see some models with similar descriptive power, or analogs 

to actual brain functions (the models should match reality to some extent!) 

https://en.wikipedia.org/wiki/Thinking,_Fast_and_Slow
https://en.wikipedia.org/wiki/Thinking,_Fast_and_Slow
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but with a more positive spin on how the two sides of the brain interact.  A 

more goal-based model (unlike Kahneman’s, which is task/function-based, I 

believe) might involve collusion with temporal selves.  I’ve heard other talk 

about visualizing their life as a series of Prisoner’s Dilemma’s against their 

past and future selves, for example. 

 

 Such a direction looks ripe for lots of new analogies and (hopefully) 

some new perspectives on bringing together our goal systems in better 

aligned ways.   
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27. Cooperation Across Time: 

[This makes the most sense when read with other essays on Precommitment 

and decision instability (i.e. hyperbolic discounting). Sort of interesting, but I haven’t 

found the reframe described here too useful. It’s basically about separating yourself 

into different selves at different times.] 

 

 I think most of the things I want to do in the self-improvement category 

involve interacting with myself across time.   

 

When I want to remember things (or remember to remember them), I’m 

trying to access knowledge from my past.  When I’m deciding whether or not to do 

something now, I consider if the “future me” has an advantage.  My temporal selves 

prove to be an integral part of my present considerations. 

 

 When it comes to decisions and time, we know that our decision-making 

process can be biased in specific ways when it comes to viewing events from our 

past and future: 

 

 When it comes to the past, we’re too often cursed with hindsight, seeing the 

patterns only after the fact.  We rue past decisions when it really wasn’t possible to 

see them at the time.  Our recordings of the past are also shaky, often distorted in 

many ways, affected by our subjective perception. 

 

 When it comes to the future, temporal discounting means we give our future 

selves much less regard, and the planning fallacy has shown that we tend towards 

overconfidence on our future predictions.  The difficulty of predicting far future 

events, however, may justify part of such discounting; but it brings with it more 

difficulties. 

 

 It’s a balancing act, switching between easing the burden of my future self 

and consuming hedons in the short-term.  I think this could offer a better viewpoint 

than typical frames of decision-making, where everything is evaluated from the 

present standpoint.    

 

 By writing about this concept, I’m hoping to create a mental anchor for my 

thoughts on how versions of me, my goals, and time interact.  Mentally, I’m 

envisioning a segmented tape broken up into squares, while the “present me” scans 

https://mindlevelup.wordpress.com/2016/07/01/opportunities-vs-potentials/
https://mindlevelup.wordpress.com/2016/07/01/opportunities-vs-potentials/
https://en.wikipedia.org/wiki/Peak%E2%80%93end_rule
https://mindlevelup.wordpress.com/2016/08/19/predictions-and-people/
https://mindlevelup.wordpress.com/2016/08/19/predictions-and-people/
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the current square, and directions of what to do next are weighted depending on 

time/current factors, sort of like a probabilistic Turing machine. 

 

 (Well, not really.) 

 

 Anyway, it’s nice to see convergence from this topic into other ideas I’ve 

wrote about before.  Of course, this is probably because “temporal thinking” is a 

very broad concept that I can twist into many sections, so I’m careful not to turn 

this into a Theory That Explains Everything. 

 

Cooperating across time aside, I’ve also been thinking about how to better 

weigh decisions.  I’m trying to increase the detail in my causal modeling, to capture 

reality a little better. 

 

(This is not really related to the above discussion on time and selves, but I 

wanted a longer blog post.)  

 

 The quick-and-dirty heuristic that I’m currently practicing is thinking on the 

margin.  I look to see which actions have the best net effect, given my current 

situation.  This leads me to value unique opportunities more, and go through more 

shallow overviews, as the early gains in an area tend to be the greatest.   

 

For example, say I am adept at soccer, but not at finance.  When I have time 

to devote to either, maybe I’d try to do some basic finance.  I’m already pretty good 

at soccer, so additional effort doesn’t make me that much better.  In contrast, 

picking up some financial basics places me from zero to knowing the basics, which 

is a much higher gain for the same amount of effort. 

 

There’s lots of caveats here, including arguments for specialization and 

against knowing “a little bit of everything”.  But the main idea of looking at change, 

given where I am on the “progress curve” is the general gist of what I’m trying to 

practice. 

 

  

https://en.wikipedia.org/wiki/Probabilistic_Turing_machine
http://www.econlib.org/library/Topics/College/margins.html
http://www.econlib.org/library/Topics/College/margins.html
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28. Exploring the Thingspace of Thingspace: 

[Highly conceptual. Basically, the takeaway here is that it’s often easier to 

gesture at a collection of related things rather than a thing itself. The 3-d space 

model can be very useful for trying to describe “related-ness”.] 

 

 In some conceptual discussions, I’ve found it useful to appeal to “intuitive 

thingspace”, a general term for a broad cluster of ideas that seem related.  Risking 

recursive repercussions, I thought it might be interesting to explore the intuitive 

thingspace of thingspace.   

 

 (I’ve added “intuitive” as a prefix to make it clear I’m focusing on the relations 

between similar ideas that are “readily apparent”.  Also, while Yudkowsky used 

“thingspace” to refer to the general cluster of “X-ish things” that fell into category X, 

I’m using it more for general intuitive clusters.) 

 

 While conceptspace looks at the ridiculous exponentiation of attributes 

across a huge distribution, thingspace is gesturing at the nebula of “related” terms 

that come to mind easily from the “seed idea”.  We’re focusing on what sorts of 

ideas are triggered, looking for the ones that seem entangled in some way with the 

different attributes of the focus of our thingspace. 

 

 Basically, thingspace is the “space” of related concepts to a word/idea, the 

array of things that seem to share some similar traits, by means of association, 

analogy, metaphor, or any other connections that our brains tend to use.  I visualize 

them a little like standard map/concept maps: 

 

This is what the thingspace of thingspace looks sort of looks like for me: 

http://lesswrong.com/lw/nl/the_cluster_structure_of_thingspace/
http://lesswrong.com/lw/o3/superexponential_conceptspace_and_simple_words/
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 “Conceptspace”, “ideaspace,” “mindspace”, and “meatspace” are the words 

that come out first.  Following that, there are general thoughts about concepts, 

ideas, and gesturing vaguely at things in a fuzzy n-dimensional maps of thoughts.  

Other related ideas that appear are along the lines of models, ontology, and mental 

representations. 

 

While your intuitive thingspace for the concept of “thingspace” may be 

different than mine, I can be fairly confident that we’re probably thinking of 

thoughts that are similar to some extent.   

 

 In discussions, acknowledging a shared thingspace can make it easier to 

gesture at the intuition you’re trying to convey.  Acknowledging the existence of 

higher-level groupings (which center around some general ideas) could be useful 

for abstracting the “essence” of things and seeing connections. 

 

I’m counting on the fact that our thingspaces tend to cluster around similar 

topics about minds and ideas.  I’d be very surprised if your thingspace for 

thingspace included water balloons, for example.  

 

Essence is a tricky thing to pin down.  I’m deferring my definition, as 

Hofstadter does, to our intuitions: 

 

https://smile.amazon.com/dp/B00BE65086/ref=smi_se_mit_rcol_smi_2537928482?_encoding=UTF8&btkr=1&pldnCmp=rcol&pldnCrt=my-impact
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  For example, for most of us, there’s something (or group of things) that links 

tennis balls and ping pong balls together, for even though they’re made out of 

different materials, are different sizes, etc.  Both are used for sports (another tricky 

category), are hit back and forth, end with “ball”, ping pong is also called “table 

tennis”, etc.   

 

Notice that this requires some basic knowledge of human culture and 

proceedings.  There is a lot of assumed context that makes it possible to 

understand these connections.  If were to give a ping pong ball and a tennis ball to 

an alien, who had no knowledge of all this extra info, it seems likely they’d miss a lot 

of the “sports-ness” and “ball-ness” we associate with each object.  

 

Thus the one crucial assumption that makes “thingspace” even a coherent 

notion for communication (both the concept and the concept of the concept) is my 

confidence that we are both running fairly similar software (i.e. the human brain).  

I’m counting on enough similarities between our intuitions that the ideas my brain 

generates will correlate well with topics that are (on some high-level) about the 

same as yours. 

 

 Such assumptions rest on the way we perceive things, which in turn owe 

much to our environment.  This means that the partitions that thingspace appears 

to make, those high-level abstractions we appear to see, are also a result of our 

worldview.  The simple categories we perceive can also be seen as a reflection of 

the resultant ways our brain handles information. 

 

I find it really neat that the presence of absence of information can be 

important meta-information.   

 

Thingspace, then, is not only a map of our related ideas, but it is also a map 

of our thought-mapping process.  The meta-level information of which ideas are 

and aren’t contained within our thingspace is also a revealing part of how we 

process information (which is a different take of a meta-view of thingspace).  
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29. Revisiting Motivation: 

[I do think it’s good to try and demystify motivation. I’m not very confident 

that I did a good job here, though. Energy, Opportunity, and Reminder don’t seem 

to be the only factors.] 

 

 I’m following up on my post a few weeks back on what it means to really 

implement habit change.  This post (and the one coming next week) focus on 

mental models that try to prime positive results. 

 

 My current thoughts are about motivation.  The connotations behind the 

word typically indicate a “surge” or “push” that gets us to finish our tasks.  This 

doesn’t actually seem very actionable of a model: We know motivation is supposed 

to be Productivity Fuel.  Now what? 

 

 Right now, I’m interested in models that are more suggestive of Next Actions. 

 

 I’ve heard motivation also described as “automatic plan generation”.  The 

idea here is that things we are motivated to do are things our brains easily make 

plans to carry out— and then we carry them out.  From this perspective, eating is 

something we’re motivated to do, because when we’re hungry, we start generating 

plans to acquire food. 

 

 This view has some neat interplay with both causal decision theory and 

trigger action plans, and I’m sure there’s more room for exploring the conceptspace 

here.  It’s also more actionable; when you need motivation, “forcing” your brain to 

generate steps to get something is indeed a concrete action. 

 

 Another model that seems to provide a better attitude is this reworking of 

motivation: 

 

Energy + Opportunity + Reminder = Motivation 

 

 In this case, I’m viewing motivation as “the ability to get things done”.  

 

I recently saw an article (which I alas can’t find at the moment) about how 

people tend to take on cognitively tasking actions when they are content, rather 

than our perhaps more intuitive assumption that they’d seek out more pleasure. 

 

https://mindlevelup.wordpress.com/2016/06/07/living-in-the-moment/
https://www.weforum.org/agenda/2016/08/the-surprising-thing-you-do-when-youre-happiest
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 (I did find this article that generally supports breaks, but that’s not exactly 

what I’m getting at here.  Also, this formalization is definitely flawed and it misses 

out on the nice empirical backing Piers Steel’s Motivation Equation has.)   

 

 Energy refers to your physical state, how alert and rested you feel.  

Opportunity is about finding time to actually Do The Thing.  Reminder refers to 

some trigger that lets you know there is a Thing To Be Done. 

 

 The above equation is an extension of my thoughts on fighting 

procrastination.  If it is indeed true that we’re more capable of doing harder things 

when we’re in good states of mind, then being motivated to do X becomes a lot less 

mysterious. 

 

 Water, rest, food, exercise, a schedule, and a to-do list appear to 

approximate what you need to stay motivated. 

 

 With this (potentially completely unrealistic) breakdown, it’s no longer about 

finding some combination of mystical factors to generate magical Productivity Fuel, 

but it’s just about optimizing self-care, time management, and scheduling.   

 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

http://www.scientificamerican.com/article/mental-downtime/
https://procrastinus.com/piers-steel/theories-of-procrastination/
https://mindlevelup.wordpress.com/2016/06/21/fighting-procrastination/
https://mindlevelup.wordpress.com/2016/06/21/fighting-procrastination/
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30. Being Superrational: 

[I don’t think I understand superrationality well enough to have written this. 

Probably worth skipping unless you want a botched overview of game theory and 

intuitions behind superrationality.] 

 

 Game theory tends to view people as “rational” decision makers.  This means 

we (the economists) expect people to act in their own self-interest, selfishly 

choosing what benefits them the most.   

 

 Interestingly, there are situations in game/decision theory (the two aren’t 

actually the same thing, but this distinction isn’t too important here), where acting 

like a traditional rational agent, as prescribed by economists, will cause them to be 

worse off than if they had acted “irrationally”.   

 

 Which brings up the question: “If being rational means optimizing for 

yourself, but irrational agents can do a better job than you, are you actually being 

rational?” 

 

 Newcomb’s Problem is probably the most colorful example of this type of 

situation.  But we don’t need to go so far as to imagine all-powerful aliens and 

weird setups with boxes and simulations.  The good old Prisoner’s Dilemma works 

well enough to demonstrate some of textbook rationality’s shortcomings. 

 

 
  

 As a quick recap, you can see the outcomes by following the matrix.  The 

numbers correspond to the player’s payoff, and each person wants to maximize 

their payoff.  Lastly, there is no communication between the two players. 

 

 Now imagine you’re an economist, facing this dilemma, against another 

economist.  You want to do the best for yourself, and it’s obvious that choosing to 

Defect is the better move.  If your opponent cooperates, then you get more versus 

https://wiki.lesswrong.com/wiki/Newcomb%27s_problem
https://en.wikipedia.org/wiki/Causal_decision_theory
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if you had cooperated.  If he/she also defects, you still get more than if you had 

cooperated.   

 

It looks like you can’t lose! 

 

 In fact, because you know the other player is also a selfish economist, you 

can be sure they they’ll be choosing Defect.  So you choose Defect as well (which 

obviously trumps picking Cooperate), and pat yourself on the back for choosing the 

rational option. 

 

 Except that Defect-Defect only nets you both 1 point each, which is 

objectively worse compared to Cooperate-Cooperate, which nets you both 3 points 

each. 

 

 “But,” you exclaim, “I’m a textbook economist!  I can’t do better than that!  I’m 

following prescribed rational behavior!  How could I have done better?” 

 

 Alas, if you’re an economist as described, you may be doomed to fare less 

than optimally on such problems where your textbook rationality is inadequate.   

 

However, let’s imagine an Economist v2, who acts just as selfishly as our 

normal economist.  Except, on Prisoner’s Dilemma-type games, we define our 

Economist v2 to Cooperate if and only if they are facing another Economist v2.  

Otherwise, they defect.  Our Economist v2 fares better against copies of itself, 

versus the traditional economist; Cooperate-Cooperate is the resultant outcome. 

 

What our Economist v2 does that the standard economist does not do is 

factor in its opponent’s decision-making algorithm into its own calculations.  A 

regular economist knows their opponent is an economist and acts no differently. 

This type of recursive thinking is the basic concept underlying superrationality. 

 

Superrationality is a term coined by Douglas Hofstadter (who I reference 

fairly often) that basically says that superrational agents consider the thought 

processes of other superrational opponents (who will in turn factor in their own 

thoughts) when making decisions. 

 

(Sort of like Kant’s categorical imperative.) 

 

https://en.wikipedia.org/wiki/Superrationality
https://en.wikipedia.org/wiki/Categorical_imperative
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Imagine you’re playing the Prisoner’s Dilemma against someone else who’s 

about the same intelligence as you.  You want to win, so at first you think Defect is 

the better choice.  But if your opponent is just as smart as you are, they’ve probably 

also thought that Defect is the best choice.  Rats! 

 

“If only there was a way to Cooperate…” you think.  Then you realize that if 

you’re trying to figure out how to do better than Defect-Defect, so is your opponent.  

So if you decide to Cooperate, they will most likely do the same… and they’re 

probably thinking the same thing right now! 

 

What if they realize this and still try to double-cross you by picking Defect?  

Well, if you’ve thought of this, they’ve probably thought of it too— your opponent is 

as scared of you defecting as you are of them.  At this point, it’s clear that second-

guessing the other person leads to infinite regress.  Yet, they also see that.  Which 

means that if you both want to exit this loop, there has to be some fixed choice. 

 

And Cooperate-Cooperate is definitely better than Defect-Defect.  So even 

though you two aren’t running the exact same brain, understanding that you will 

most likely still come to the same conclusions, by virtue of your similar intelligence, 

means you have to choose between the two fixed-points of Cooperate-Cooperate 

or Defect-Defect. 

 

So you choose Cooperate, and your opponent does the same. 

 

This is the basic idea behind superrationality.  Even though there is no causal 

connection (which is what the Causal Decision Theorist economists look at), there is 

still a correlation between what’s happening in your brain and your opponent’s 

brain.  And this very fact is recognized by both brains. 

 

[Lots of other people have explored these ideas, and the above is a general 

rehash of other works.  Some selected works are linked below, if you want to read 

more about superrationality, or decision theory in general:] 

 

1. An introduction to Causal Decision Theory, Evidential Decision Theory, 

and Causal Decision Theory. 

2. Hofstadter’s Original Discussion of Superrationality. 

3. People Smarter Than Me Talking About This On Stack Exchange 

4. Someone Else Smart Talking About Superrationality 

 

https://en.wikipedia.org/wiki/Causal_decision_theory
https://intelligence.org/files/TDT.pdf
https://intelligence.org/files/TDT.pdf
https://www.gwern.net/docs/1985-hofstadter
http://philosophy.stackexchange.com/questions/2593/what-impact-has-douglass-hofstadters-superrationality-had-in-terms-of-philosoph
https://blog.jaibot.com/everyday-superrationality/
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31. Prepare for Your Worst: 

[This essay suggests being more pessimistic. I realize I am not yet as 

pessimistic as this essay tries to get you to be. Usually solutions to plan better 

assume poor situations; here, I am suggesting you assume a poor you.] 

 

 Pre-mortems, pre-hindsight, and Murphyjitsu are all roughly the same 

mental technique; they consist of planning for things that can go wrong to tackle 

the planning fallacy.  I think an additional frame that is perhaps implicit in the 

model, but might be helpful if made explicit is the assumption that your schedules 

should assume the worst-case scenario. 

 

 Not the worst-case scenario for the world, though.  That would be a different 

thing altogether.  I mean assuming the worst-case scenario of yourself.   

 

 Murphyjitsu suggests that we make plans by asking if they will actually work.  

On a good day, of course, things tend to go well— our attitude is fine, energy levels 

peak, and work gets done.  It’s when we’re tired, bored, and lazy that workflow 

tends to ebb.   

 

It’s here that we may want to turn to pessimism. 

 

 To that end, besides making idiot-proof plans, I think it could be useful to 

reframe plans that try to succeed, given that you are in a poor state.  By that, I 

mean using past experience of your “bad days” as a benchmark for future 

performance.  If the worst version of you is mopey, lazes around, then set counter-

guards for that person, rather than making plans to require you to be awesome. 

 

 Make plans that work, in spite of your being lazy.  Automation works well 

here; reframing tasks as Things I Do, rather than Things I Will Move Myself to Do 

could be useful.  

 

In addition, using your actual past performance as your expectations for 

each day’s productivity also seems highly reasonable.  You aren’t going to (in all 

likelihood) suddenly improve your work time by 3 additional hours.  Given that, 

work towards doing at least as well as you did yesterday. 

 

Our expectations often reach way farther than our capability.  For me, I’ll try 

focusing on beating the suckiest version of myself first.   
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32. Actually Practicing *: 

[I also really like this essay; it’s a follow-up to Realistic Expectations. Focuses 

on trying to ground rationality in a more explicit / habit-based way. I expect to 

follow it up with another habit-based essay in 2017.] 

 

 I’ve covered a bunch of mental models at MLU, and I admit that many of 

them get lost in the sea of my own thoughts.  They’re accessible, if I’m specifically 

thinking about MLU-esque things, but often invisible otherwise.   

 

That seems fairly suboptimal, considering that the whole point of having 

usable mental models isn’t to write fancy posts about them, but to, you know, 

actually use them. 

 

To that end, I’ve been thinking about finding some sort of systematic way to 

integrate all of these ideas into my actual life.   

 

(If you’re curious, here’s the actual picture of what my internal “MLU-verse” 

(w/ associated LW and CFAR memes) looks like) 
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So I have all of these ideas, all of which look really great on paper and in 

thought experiments.  Some of them even have some sort of experimental backing.  

Given this, how do I put them together into a kind of coherent notion? 

 

Equivalently, what does it look like if I successfully implement these mental 

models?  What sorts of changes might I expect to see?  Then, knowing the end 

product, what kind of process can get me there? 

 

One way of looking it would to say that if I implemented techniques like 

Optimize Your Mindstate and Reference Class Forecasting, then I’d be better able to 

tackle my goals and get things done.  Maybe my productivity would go up.  That 

sort of makes sense.  But this tells us nothing about how I’d actually be going about, 

using such skills.   

 

We want to know how to implement these skills and then actually utilize 

them. 

 

Eliezer Yudkowsky gives a highly useful abstraction when he talks about the 

five-second level.  He gives some great tips on breaking down mental techniques 

into their component mental motions.  It’s a step-by-step approach that really goes 

into the details of what it feels like to undergo one of the LessWrong 

epistemological techniques.  We’d like our mental techniques to be actual heuristics 

that we can use in the moment, so having an in-depth breakdown makes sense.  

 

Here’s my attempt at a 5-second-level breakdown for Going Meta, i.e. 

“popping out” of your head: 

 

1. Notice the feeling that you are being mentally “dragged” towards continuing 

an action. 

a. It can feel like an urge, or your mind automatically making a plan to do 

something.  Notice your brain simulating you taking an action without 

much conscious input. 

2. Remember that you have a 5-second-level series of steps to do something 

about it. 

3. Feel aversive towards continuing the loop.  Mentally shudder at the part of 

you that tries to continue. 

4. Close your eyes.  Take in a breath. 

http://lesswrong.com/lw/5kz/the_5second_level/
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5. Think about what 1-second action you could take to instantly cut off the 

stimulus from whatever loop you’re stuck in. (EX: Turning off the display, 

closing the window, moving to somewhere else). 

6. Tense your muscles and clench, actually doing said action. 

7. Run a search through your head, looking for an action labeled “productive”.  

Try to remember things you’ve told yourself you “should probably do” lately.   

a. If you can’t find anything, pattern-match to find something that seems 

“productive-ish”. 

8. Take note of what time it is.  Write it down. 

9. Do the new thing.  Finish. 

10. Note the end time.  Calculate how long you did work. 

 

Now that we have that, the other part is actually accessing the heuristic in 

the situations where you want it.  We want it to be habitual. 

 

After doing some quick searches on the existing research on habits, it 

appears that many of the links go to Charles Duhigg, author of The Power of Habit, 

or B J Fogg of Tiny Habits. Both models focus on two things: Identifying the Thing 

you want to do.  Then setting triggers so you actually do It.  (There’s some similarity 

to CFAR’s Trigger Action Plans.)   

 

B J’s approach focuses on scaffolding new habits into existing routines, like 

brushing your teeth, which are already automatic.  Duhigg appears to be focused 

more on reinforcement and rewards, with several nods to Skinner.  CFAR views 

actions as self-reinforcing, so the reward isn’t even necessary— they see repetition 

as building automation.  

 

Overlearning the material also seems to be useful in some contexts, for 

procedural knowledge.  And mental notions do seem to be more like procedural 

knowledge. 

 

For these mental skills specifically, we’d want them to go off, time 

irrespective, so anchoring it to an existing routine might not be best.  Having it as a 

response to an internal state (EX: “When I notice myself being ‘dragged’ into a spiral, 

or automatically making plans to do a thing”) may be more useful. 

 

One thing that’s uncertain for me is how much memory plays into the 

process.  Recognizing cues seem like the sort of action that becomes automatic 

http://charlesduhigg.com/how-habits-work/
https://www.amazon.com/Power-Habit-What-Life-Business/dp/081298160X
http://bjfogg.com/schedule.html
http://tinyhabits.com/
https://trello.com/c/BnoEYhSb/29-improve-your-life-with-trigger-action-plans
https://mindlevelup.wordpress.com/2016/08/26/realistic-expectations/
https://mindlevelup.wordpress.com/2016/08/26/realistic-expectations/
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over time.  (This is probably something I can research.)  Even for the 5-second-level, 

it seems like the explicit instructions should eventually flow into a single technique. 

 

On the whole, though, if I want to towards a more practical attitude 

regarding using these techniques, having 5-second-level breakdowns sounds highly 

useful.  Thinking about the Going Meta breakdown has been helpful already during 

writing this very post. 

 

At least for the next few posts, I’ll be writing about more concrete strategies 

and focus on some detailed 5-second-level breakdowns of what it feels like from 

the inside to run several of the algorithms bouncing around in my head.  For now, 

exploring the question of “What does actually using helpful mental skills look like?” 

seems to be a good choice. 
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33. Moloch: Briefly Explained: 

[Read Scott’s essay first. Mine isn’t really worth reading unless you read 

Meditations on Moloch and didn’t understand it.] 

 

(This is a shallow summary of Scott’s epic essay, which I also sort of wrote 

about in Invisible Hand [which is a fiction piece not included in this PDF].) 

 

An ancient Canaanite deity, “Moloch” is a term re-purposed by Scott 

Alexander in his essay “Meditations on Moloch” to personify situations where 

everyone is unhappy, but no one person can change the status quo.   

 

It also happens to be one of the scariest things I’ve ever come across. 

 

Take global warming as a real-world example.  From each country’s 

perspective, they’d like to avoid the tail-end risks of global warming.  But it costs 

money to mitigate carbon emissions, be it through policy or technology.  So each 

country does best if everyone else pays the cost (but they don’t), so they can reap 

the benefits and avoid the costs. 

 

Sitting out may be the best choice from each individual country’s perspective, 

but the problem is that we don’t actually mitigate climate change if everyone sits 

out (because then nothing gets done), and then everyone suffers terribly.  (In game-

theoretic terms, Moloch can be seen as a perverse incentive structure that leads to 

non Pareto-optimal outcomes.) 

 

What’s so fascinating to me is how prevalent Moloch is: 

 

It rears its ugly head across all of society.  In the school system, we see 

students and educators bemoaning the efficacy of testing and grades to represent 

people; yet, no one school or student is incentivized to stop taking tests or halt 

grading.  It’s useless to make a change unless everyone else does so as well; 

otherwise you’re just setting yourself back. 

 

On the highway, each driver is best off if they drive faster than everyone else, 

but if everyone attempts to speed, we are left with an increased accident rate and a 

traffic jam.  No one gets anywhere any faster (except maybe their grave).  What we 

see in these kinds of situations is a “Red Queen Race”, where every participant tries 

their hardest to maintain the same relative or worse position.   

 

https://mindlevelup.wordpress.com/2016/09/14/invisible-hand/
http://slatestarcodex.com/2014/07/30/meditations-on-moloch/
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For example, say that I am a paint manufacturer.  I realize I can make more 

than my competitors by illegally dumping my waste product in the drinking 

water.  But as soon as everyone else catches on, they also dumps their waste into 

the water.  As a result, they catch up to my profit margins.  We’re back where we 

started, except the drinking water is now tainted and everyone gets sick. 

 

Or consider the toxicity of online discussions.  As humans, our negativity bias 

means we respond more to unpleasant words.  When someone criticizes us, it 

feels so good to attack them back.  Which, in turn, lead them to do the same.  Rinse 

and repeat.  Our discussion has gone nowhere, except now both sides feel 

emotionally violated and angry. 

 

Why does Moloch frighten me so much?  Because it’s not an evil corporation 

or a villainous leader— it’s the very nature of optimization processes, left 

unchecked.  Whenever we create competition, or have an incentive structure that 

promotes individual behavior, we see these kinds of unfair situations arise.  It’s not 

something in our world; it’s how our world works. 

 

How do we attempt to tackle Moloch?  One potential solution to Moloch is to 

get everyone to just agree and do whatever needs to be done at the same time.   

 

Coordinating this, however, is often logistically challenging (or people may 

double-cross one another).  So we will often turn to agents that are outside of our 

system, like arbiters or governments, which have different incentives than us 

individuals.  Or we impose group punishments on those who try to double-cross 

the rest of us, which usually takes the form of laws. 

 

Still, as we’ve seen with far too many governments, Moloch is still alive and 

kicking; it’s too easy to get trapped into these traps.  We can still do better. 

 

Conquering Moloch is an endeavor that brings together game theory, 

politics, ethics, and optimization.   I see it as the embodiment of the challenge of 

our times— that which we fight, after we’ve resolved all of our own personal 

disagreements.   
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34. IAT and CEV *: 

[A follow-up to the heuristic-based approach in Actually Practicing. Features a 

step-by-step breakdown of Ideal Advisor Theory, where you pretend someone 

smarter than you is giving you advice.] 

  

A little while ago, I wrote about Optimizing Your Mindstate as a heuristic for 

handling situations where it feels like “I don’t really feel like doing this Task, but I 

really want to finish this Task”.  Since then, I’ve updated this mental notion with a 

few ideas that hopefully make the heuristic easier to use. 

 

 I’ll also break it down with a detailed 5-second-level series of steps, like I 

mentioned last week. 

 

 As a quick summary, OYM was basically about finding auxiliary actions that 

bring us closer to states where doing the targeted action is easier.  For example, 

getting out of bed might be hard, but rolling onto the less-comfortable ground, or 

turning on the lights, is a less-intensive action that still moves you closer to getting 

up. 

 

 I’ve found Coherent Extrapolated Volition and Ideal Advisor Theory to be two 

philosophical concepts that strengthen thinking about OYM.  Thinking about a 

“better” version of yourself is a nice framing that makes solving problems more 

cooperative.  Your alter-ego, or your Ideal Advisor, is an imaginary person on your 

side, sharing the same goals as you, giving you advice. 

 

 Basically, imagine yourself, but smarter, giving Present You advice. 

 

 There’s also a similar reframe, which I’ve found less helpful for tackling 

personal efficacy tasks, but good for interpersonal interactions— asking yourself, 

“What would The Most Awesome Person in the World say?” 

 

 Anecdotally, I’ve found these different variations on the same theme 

(thinking about better people giving you advice) to be helpful when I personally I 

can’t generate good solutions. 

 

 Here’s the 5-second-level breakdown: 

 

https://intelligence.org/files/IdealAdvisorTheories.pdf
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1. Notice that you don’t know what to do.  Feel your brain floundering for 

solutions. (If you haven’t come up with something for a few seconds, or your 

mind feels blank, this is a similar cue.) 

2. Remember that you have a 5-second-level for this. (This very breakdown.) 

3. Imagine you have an imaginary friend who’s you, but lots smarter.  They are 

sympathetic to your plight and want to help you out. 

4. Ask them, “What do you suggest I do?” 

5. Your internal model of the smarter version of you should provide a 

suggestion. 

6. Try to act on it.  If you can’t, let your Ideal Advisor know. 

7. They should be able to provide a workaround. 

8. Iterate. 

 

 I’ll be trying to integrate this.  But I still haven’t gotten the Going Meta skill 

down from last week.  I’m wondering if even 1 skill a week would be too quick, as a 

backlog seems likely to arise.  It seems like it’s way easier to write about doing stuff 

than actually doing it. 

 

 Given that, I may try to once again switch up what I’m trying to achieve with 

MLU. 

 

 

  



- 111 - 

 

35. Insight Porn *: 

[Definitely SFW, despite the title. I go over my thoughts on addictive essays 

that focus on insights, but without too much regards to practicality. End conclusion 

is to go out and do stuff. Also ends w/ two short heuristics.] 

 

There exists this category of literature that focuses on illuminating human 

nature, the fabric of reality, or some complex interaction in between, and this 

category of “insightful stuff” is incredibly fun to read. 

 

This is insight porn. 

 

Reading these sorts of essays comes with this “high” of holding new concepts 

in mind that can be addictive— you might start seeing it everywhere for the next 

few days, and your brain feels like it’s got a new toy concept to fixate itself with.   

 

When it comes to insight porn, I often find myself completely overwhelmed 

with the massive amount of writing that is already out there.  Knowing my tendency 

to binge-read things, I typically just precommit to read none of these collections at 

all.   

 

It takes a good amount of time to internalize something.  When there’s an 

overabundance  

 

So I don’t really feel that insight porn is optimized for takeaways for the 

readers. 

 

(For a collection of the sort of stuff I’m referring to, you may try giving 

http://insightporn.tumblr.com/about a casual look-over.  It should go without 

saying that I would strongly recommend you proceed with caution.) 

 

I have nothing against insight porn as a form of entertainment— it’s great to 

read; insight porn is good for priming different mental concepts, and I can 

appreciate the value inherent in charting out the world into semblances of order.  

But when it comes to actually learning the skills, there’s a link missing between the 

concepts and actually using them. 

 

For me, there’s an “illusion of comprehension” happening here.   

 

https://www.damninteresting.com/the-baader-meinhof-phenomenon/
http://insightporn.tumblr.com/about


- 112 - 

 

When channels like Vsauce release content that covers something like the 

Banach-Tarski paradox, for instance, there is a lot of information that needs to 

stack together.  And these channels do a great job of explaining them in the 

moment. 

 

But being able to follow along with reasoning appears to be very different 

than being able to independently generate the reasoning itself.  And it is the actual 

reasoning that I want to do more of. 

 

Inspired by many well-known insight pornographers, I’ve so far charted MLU 

as a midway between offering concrete self-improvement advice paired with 

rambling investigations of a questionable nature.  Of course, that brings up the 

(perhaps) more pertinent question of, “Is MLU even necessary?”   

 

I do believe most people would be better off just reading something like 

Melting Asphalt if they wanted the sort of high-quality insight porn I’m not 

optimizing for here.  In which case, where does the value of what I’m writing here 

lie?  In providing more practical advice? 

 

A large problem I’ve identified in my own case is that it’s far easier to write 

about something than to actually do it.  If I’ve really found a way to hack my 

motivational system 100%, why am I writing about instead of solving global 

coordination problems? 

 

Basically, “If I’m so smart, why ain't I rich?”  On some level, I probably have a 

good mental representation of the stuff I write about.  But if I’m consistently failing 

to execute these skills in my own life, that’s a good sign that something’s going 

wrong. 

 

So what sorts of targets do I want to hit, and how can actually I hit those (not 

necessarily through the use of MLU)? 

 

I’d like to focus on becoming more productive, getting more work done, and 

maintaining a healthy mindset.  Two meta-concepts keep popping up as I explore 

these areas:   

 

Turning Instrumental Values into Terminal Values: The idea of work, I feel, 

might carry some negative connotations.  Ideally, I’d like to not have to force myself 

to do things.  Instead, I’d just be the type of person for whom these sorts of actions 
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are a consistent part of my self-image.  Becoming the sort of person who likes 

doing these things, so to speak.  I’ve come back to this concept over and over 

again— I’m convinced this is an important idea to act out. 

 

(Nate Soares goes over this idea here). 

 

Reference Class Forecasting: When it comes to actually measuring work, I’m 

still thinking about taking the outside view.  The best metrics I have for measuring 

my near-future performance is looking at my near-past performance and not my 

naive optimistic estimates.  My best guess for what improvement looks like is 

consistently hitting the upper bounds I’ve set in past performance until becomes 

the new norm.   

 

The takeaway from this is that the actions I take are a far better indication of 

future potential than any mental notions or certain signals I give off.  Talk is cheap.  

This is all assuming that writing about doing things and really doing them is 

mutually exclusive, though. 

 

 In the meantime, I think writing about self-improvement techniques faster 

than I can implement them is probably net-harmful.  I’ll be focusing on doing more 

actionable things and writing about more domain-specific essays, which hopefully 

help make the doing part easier. 

 

  

  

 

 

  

 

 

  

 

 

 

 

 

 

 

 

http://mindingourway.com/dark-arts-of-rationality/
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36. In Defense of the Obvious *: 

[An essay that tries to give justification for why obvious advice should 

probably still be followed, despite it being obvious. I like this one as well.] 

 

 My brain does this thing where it shuts off when I experience some warning 

signs.  A lot of these have to do with my identity or personal beliefs, which go off 

when I believe my ingroup is being attacked.  I don’t think I’ll go as far as to say that 

all brain shutoffs are bad (which feels like a Cleaving Statement), but there’s 

another type of warning sign I’ve recently noticed: dismissing the Obvious. 

 

 Just because a statement is tautological or obvious does not mean it is 

useless. 

 

 Here are some examples: 

 

 “If you want to get all of your tasks done every day, be sure to make a to-do 

list and a schedule!  That way, you can keep track of what you’ve done!” 

 

 My brain’s response: <doesn’t even quite register the points> “Whatever, this 

doesn’t sound interesting.” <pattern-matches it as “boring advice stuff”>. 

 

 In actuality: The advice still stands, even if it’s self-evident and 

obvious.  People who make to-do lists have a better idea of what they need to get 

done.  It’s still useful to know, if you care about getting stuff done! 

 

 “If you want to exercise more, you should probably exercise more.  Then, 

you’d become the type of person who exercises more, and then you’d exercise 

more.” 

 

OR 

 “If you have more energy, then you’re more energetic, which means you have 

more energy to do things.” 

 

 My brain’s response: “Those conclusions follow each other, by 

definition!  There’s nothing here that I don’t know!” <scoffs> 

 

 In actuality: Just because two things are logically equivalent doesn’t mean 

there’s nothing to learn.  In my head, the nodes for “energetic” and “energy = 

increased doing-stuff capacity” are not the same nodes.  Consequently, bringing the 
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two together can still link previously unconnected ideas, or allow you to see the 

connection, which is still beneficial. 

 

 What my brain is doing here is tuning out information simply because “it 

sounds like the kind of obvious information that everyone knows”.  I’m not actually 

considering the point.  More than that, obvious tips tend to be low-hanging 

fruit.  That’s why they’re obvious or commonly seen. 

 

If anything, the fact that I see some advice show up in lots of places is 

increased reason I should probably actually try it out.  In optimizing terms, if I just 

did the top five things on any “how to be productive” list, I’d probably already be 

doing very well on the efficiency curve that represents productivity.   

 

 A related problem is when smart, experienced people give me advice that my 

brain pattern-matches to “boring advice”.  When their advice sounds so “mundane”, 

it can be easy to forget that the “boring advice” is what their brain thought was the 

best thing to give me.  They tried to distill all of their wisdom into a simple adage, I 

should probably at least try it out. 

 

 To that end, I’ve been thinking about counterfactuals.  “Given this piece of 

advice X, how do I see myself doing things differently because of it?” appears to be 

a really strong way to think about incorporating advice. 

 

 In fact, I suspect that my brain’s aversion to Obvious/Boring Advice may be 

because I’ve become acclimated to normal self-improvement ideas.  I’m stuck on 

the hedonic treadmill of insight porn, or as someone put it, I’m a rationality junkie. 

 

 Overwhelmed by the sort of ideas found in insight porn, it looks like I actually 

crave more and more obscure forms of insight.  And it’s this type of dangerous 

conditioning that I think causes people to dismiss normal helpful ideas— simply 

because they’re not paradigm-crushing, mind-blowing, or stimulating enough. 

 

 So, in an effort to fight back, I’m trying to get myself hooked on the meta-

contrarian idea that, despite my addiction to obscure ideas, the Obvious is still 

usually what has the most-leverage.  Often, the best thing to do is merely the 

obvious one.  Some things in life are simple. 

 

 Take that, hedonic treadmill. 

 

http://lesswrong.com/lw/2pv/intellectual_hipsters_and_metacontrarianism/
http://lesswrong.com/lw/2pv/intellectual_hipsters_and_metacontrarianism/
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37. Intent to Overkill: 

[You can probably skip this essay if you already have an optimizing mindset. 

Basically it’s about killing a task, rather than just trying to complete it.] 

 

In Harry Potter and the Methods of Rationality, there’s a scene early on 

where Harry lists out numerous ways of utilizing only the materials in the 

classroom to defend against attackers.  He goes fairly overboard, naming things 

from the school robes (which could strangle someone), to the air (which could be 

removed to asphyxiate everyone), to the bones of Hufflepuffs (which could be 

sharpened into bones as weapons).   
 

 (The rest of the story is much less morbid than this, I can assure you.) 
 

 Within the story, this scene serves to demonstrate an “intent to kill”, the 

single-minded focus of locating only solutions that lethally deal with the 

target.  There’s something going on here, which seems very valuable to consider: 

going all out. 
 

 I think this can be hard to do because it’s so easy to simply want to lose when 

a setback occurs. 
 

 When a new complication comes up, that’s not a sign to give up.  It’s merely a 

new requirement your solution has to satisfy.  Take whatever setback happened 

into account, and find a new way to power through.  The actual solution-finding 

part, though, also seems flawed. 
 

Blind spots crop up when we try to generate solutions.  Drastic changes, like 

moving to another country, or learning a new language can be glossed over 

because they’re so large.  For the most part, this makes sense— breaking norms 

and undertaking large changes have major costs associated with them.  But if we’re 

not looking at a large swath of the solution space, it’s possible we’re missing out on 

some strong actions to take, especially when trying to go all out. 
 

Say we do manage to get a comprehensive list of ways to achieve our 

goal.  Obsessing over doing all the action items is a sure recipe for running 

ourselves ragged.  When it comes to figuring out which things to do, I think focusing 

on shaping the environment is the way to go. 
 

To that end, a heuristic of selecting actions that operate well, regardless of 

willpower seems like a good idea. 

http://hpmor.com/
http://mindingourway.com/desperation/
https://mindlevelup.wordpress.com/2016/03/18/wanting-to-win/
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We want to target areas that require us to put in the least amount of 

cognitive effort to get us there.  Precommitment is the first method that probably 

comes to mind.   

 

It looks like it’s part of a larger class of actions that involves preparation as 

well as automation.  Focus on taking the burden off your future self, by taking 

concrete actions now.  For example, preemptively setting alarms before going into 

a task is far easier than expending brainpower in the moment to “pop out” of the 

situation.  Or, operationalizing a planning strategy makes it easier than trying to 

straddle both the object question of optimal planning as well as the meta- question 

of optimal plan properties at the same time. 
 

Basically, making sure that my goals are set up such that I only need to use 

cognitive effort on the important stuff, and trying to let my environment dictate the 

rest.   
 

This is a simple heuristic that also appears on CFAR’s Rationality 

Checklist.  That’s fine with me, keeping in mind the thought that obvious or 

common knowledge does not necessarily suck. 
 

Tying this back together to “intent to kill”, I’ve noticed myself only half-doing 

something— I’m not striving to win.  If I have a high urgency but low importance 

task I often delegate it to my future self, but without actually giving my future self a 

comparative advantage (via a quick brainstorm, reminder, or mind map).  Mentally, 

there’s a shift I have to do where I tell myself “Okay, let’s generate solutions to 

actually take this thing out” and steel myself to actually-actually kill the thing. 
 

So yes, I want to try harder to slaughter my tasks— an intent to overkill. 

  

  

  

 

  

 

  

 

  

 

 

https://medium.com/@BenGoldhaber/planning-for-surprise-automated-murphyjitsu-403a49a6d7cd#.7k5e6wlys
http://rationality.org/checklist/
http://rationality.org/checklist/
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38. Overriding Defaults *: 

[An essay that examines how many skills in rationality are related to trying to 

do something other than our defaults, which are often suboptimal.] 
 

I often find it helpful to model my brain as an input-output machine that 

takes in information and churns stuff out.  At the heart of a lot of the self-

improvement areas I think about is the idea of change, moving to a state different 

than the one I usually inhabit.  There’s always the idea that we can do better, 

relative to where we are right now— improving our “defaults”, so to speak. 

 

This seems really interesting, because it implies that our “regular state” is 

suboptimal.  The idea of a default is something I think is worth exploring.  It’s not so 

much the revelation that our defaults suck that I want to focus on (which should be 

pretty obvious by now), but, rather, the conscious mental stance that happens 

when we try to override them. 

 

Going back to the input-output analogy, it feels like my default actions 

gravitate towards processing information, or reward cycles.  When bored, or when I 

first wake up, my first tendencies are to consume something that gives a quick 

reward, like my inbox or a funny video.  There’s a feeling of just sitting docilely and 

just letting the material wash over my brain— like “plugging in”. 

 

But after some reflection, I realize that I really would like to not be plugged in 

all the time and instead let my brain think about what I’ve just consumed.  I manage 

to make sense of all the information in the time that I’m not processing.  Doing 

mindless tasks like the laundry is when my brain feels like it starts to make 

connections.  This is when insights appear.  It feels analogous to Barbara Oakley’s 

diffuse mode in learning. 

 

Of course, I can’t think about something and process new information at the 

same time.  So if my default is to be drawn towards consuming information all the 

time, then I need to actually make time to do that.  There’s a conscious effort that 

needs to be made; I need to put in energy to “break out” of my normal routine. 

 

Likewise, in conversations, it also seems like my default response is to speak 

without really thinking.  The words come out straight from the wordless 

impulse.  This also means that the conversation I believe I am having with Bob may 

not be the conversation Bob believes he is having with me.  After all, there’s no rule 

https://www.coursera.org/learn/learning-how-to-learn/lecture/75EsZ/introduction-to-the-focused-and-diffuse-modes
https://www.coursera.org/learn/learning-how-to-learn/lecture/75EsZ/introduction-to-the-focused-and-diffuse-modes
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that these two conversations have to be the same; there’s only my ability to convey 

information. 

 

If I want to optimize for their other person’s understanding, then there’s 

another conscious shift where I simulate their point of view and try to choose my 

words carefully.  That means trying to see my own words from an outside view, and 

keeping track of what I haven’t adequately explained. 

 

In the first scenario, I might be tempted to speak in ways that are coherent to 

myself (because my focus is inside my own head), while in the second I am actively 

trying to make my words coherent to the other party (because I am trying to focus 

on their head). 

 

Making plans is another example where our defaults screw us over.  Roger 

Buehler, in particular, has done many studies showing that our naive predictions 

are really, really, really off.  Most notably, only about 45% of people in a study 

finished a project at the point where they were previously 99% sure they’d be done. 

 

There’s been additional research on ways to plan better, and they range from 

using reference class forecasting, to focusing on ways that things can go 

wrong.  Once again, though, the underlying similarity between these heuristics is a 

deviation from our naive algorithms.  Our typical strategy to just “eyeball” our 

predictions with what feels right has poor results.  We don’t typically give ourselves 

gratuitous breathing room, or imagine things from a third-person perspective.   

 

The last area where our defaults may fail us (that I’m concerned with) is 

writing.  This feels very similar to speaking, except that text affords us some 

additional advantages.  My standard writing style focuses on just getting the point 

across.  There may be small paragraph chunks to help the reading along, but I’m 

not directly focused on helping the reader. 

 

Yet, in my mind, I can easily imagine what sort of writing I myself might enjoy, 

especially if I consider optimizing for retention or takeaways.  Thus, as a sort of 

experiment to see if these improvements actually pay off, I’ll be writing a piece on 

the Planning Fallacy, and I’ll mindfully try to make it comprehensible/useful.  I’ll also 

document which things I tried to focus on, and perhaps I’ll have a more explicit 

guideline for next time. 

 

https://www.researchgate.net/profile/Roger_Buehler2/publications
https://www.researchgate.net/profile/Roger_Buehler2/publications
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Abstracting from these examples, it looks like there’s always a conscious 

“override” that needs to happen, to produce optimal behavior.  In many ways, this 

seems to parallel learning—there is something we do incorrectly and want to 

change.  When it comes to implementing mental strategies, the research on 

learning seems to be very valuable.   

 

I’ve yet to see many people, Michael Smith aside, try to integrate these two 

areas.  I’ll try to scope out that field next, and see what I can relate back to 

improving rationality. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

http://www.rationality.org/about/team


- 121 - 

 

39. Categorizing Insight: 

[I try to show how the vast majority of “insightful” or “interesting” thoughts 

are really just ways of categorizing things, relabeling things, or something else fairly 

mundane. This is only on the high-level though; it doesn’t feel like the thoughts are 

that mundane when we have the,] 
 

(The ideas in the first part of this post on categories was heavily influenced 

by Scott Alexander’s essay on categories.  It’s incredibly fascinating, and I’d 

recommend you read that first.) 
 

 In the world of close-up and stage magic, many people have, at different 

points in time, attempted to classify magic into different categories.  It’s interesting 

to see how these “intuitive” categories jar with what we know about physics 

today.  Granted, many of these efforts took place a while ago, but scientists have 

had fairly good approximate models of reality for a long time (thanks to Galileo, 

Newton, etc.). 
 

 For example, magician Dariel Fitzkee differentiates between productions, 

vanishes, restorations, and penetrations.  At their heart, though, all four of these 

involve manipulating the presence or absence of matter. 
 

 This is interesting because, despite the fact that these categories don’t 

conform to the fundamental way things are, they still correspond to some notion of 

“different intuitive things”.  Making a coin vanish elicits a different reaction than 

causing a playing card to change color, which in turn feels far away from cutting 

and restoring a length of rope.  Our shared sense of human culture probably plays 

something into this. 
 

 Though there is still vigorous debate over the taxonomy of magic today, it’s 

fair to say that Fitzkee’s work (and others) has proven to be a key cornerstone in 

magical theory.  It’s inspired many more ideas, and perhaps the resulting effects 

are where much of its value comes from. 
 

 Why does classification seem to be so useful?   
 

We use it in just about every field, from poetry analysis to Pokemon 

typing.  The most obvious reason seems to be that our world is filled with lots of 

different things, at least on a level we care about.  Because of this variation, things 

interact with other things differently.  We may find it useful to classify algorithms 

with different orders of growth, for example, because we have time and space 

http://slatestarcodex.com/2014/11/21/the-categories-were-made-for-man-not-man-for-the-categories/
http://www.geniimagazine.com/magicpedia/Effect_Classification
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constraints, and our classification helps with this.  The space and time partitions we 

use, in turn, may also be defined in terms of other things.  That’s all fine, as the 

categories make things easier on us. 
 

 There’s a general sense of abstraction happening here, where we creating 

categories helps us navigate what would otherwise be a very variegated mix of 

experience.  By instead moving through a world of “floors”, “people”, “plants”, and 

other “objects”, we reduce unnecessary complexity, making it easier to focus on the 

important things in life. 
 

 Perhaps more interestingly, though, it appears that most of the thoughts I 

have fall into one of just a few categories, and classification is one of them: 
 

 In Defense of the Obvious basically says that there exist some causal 

structures that lead following obvious advice to good outcomes.  It’s showing that a 

causal link exists between several items. 
 

 Overriding Defaults is about how we can classify a group of apparently 

unrelated behavior under a common label.  This one is simple classification. 
 

 Thingspace of Thingspace, in essence, draws parallels between 3-

dimensional space and our intuitions about the world.  A metaphor is the key 

thought here. 
 

 Mildly echoing Hofstadter who posits that analogies are at the heart of 

everything, it looks like causal links, classification, and analogy form the bulk of the 

“whoa” insight-porn-y thoughts that come out of my brain.  Given our deterministic 

universe, as well as our tendency to care about future selves, causal links make a 

lot of sense.  I also sort-of plausibly explained away classification.  And I’ll let 

Hofstadter’s own words explain the whole analogy thing. 
  

 But what about all the other type of thoughts I could have?  Introspection 

seems to be a different thing altogether; imaginations and daydreams are also 

fairly alien.  For the most part, however, it seems like many thoughts can be easily 

shoved into one of the above three areas. 
 

 As my friend Julian points out, though, all my analysis of the structure of 

these thoughts happens after the fact.  Playing “mad-libs” with these skeleton 

structures will likely not yield anything fruitful.  In hindsight, it’s easy to draw targets 

around the arrows already on the board.   
 

https://mindlevelup.wordpress.com/2016/11/14/in-defense-of-the-obvious/
https://mindlevelup.wordpress.com/2016/12/09/overriding-defaults/
https://mindlevelup.wordpress.com/2016/09/17/thingspace-of-thingspace/
https://www.youtube.com/watch?v=n8m7lFQ3njk
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40. One Year Review *: 

[I review how I’ve changed my thoughts this year.] 
 

So it’s been about a year since I started writing blog posts on 

rationality.  Throughout this mental journey, I’ve changed my mind about a lot of 

things, and sometimes even flip-flopped on some concepts.  In this concluding post, 

I’ll try to show the development of my ideas.  Lastly, I’ll focus on some concrete 

benefits MLU has brought me, and where I think I’ll head for 2017. 
 

 (I’ll be also be doing a writeup of my current thoughts on rationality in a 

much clearer and shorter post, as this post is longer than usual.) 
 

Part 1/6: Starting Out 

 I began the year with the concepts of meta-levels and precommitment as my 

preeminent tools.  I had mantras like “Optimizing doesn’t always feel optimal, but 

you know this so power through regardless!”, which focused on trying to anchor 

myself to the values held by my past self. 
 

 Godel, Escher, Bach had just blown my mind a few months earlier, and 

everything looked like a nail for my meta-level hammer.  Most of my thoughts 

anchored around “Going Meta”, a term I used for popping out of situations and 

noticing oneself in the moment.  It’s basically glorified self-awareness: 
 

 Examples:  

 Saying to yourself, “I notice I am going to eat a cookie,” before I actually eat 

the cookies, to give yourself time to assert executive control. 
 

 Noticing you are in class and asking yourself, “What have I learned so far?” 

rather than just following along with the lesson. 
 

 Realizing you are in a conversation that is derailing and thinking, “What is the 

main point of this tangential discussion again?  Is it even important?” rather 

than getting bogged down in the object-level discussion. 
 

 I thought this would solve everything. 
 

 Around the same time, I’d started reading Nate Soares’ blog Minding Our 

Way.  His post on desperation struck a very powerful chord with me.  I began 

thinking about blind spots and the absurdity heuristic.  “Just how far would we be 

willing to go, to get something done?” I wondered, “Even if the idea seemed 

ludicrous?” 

http://mindingourway.com/
http://mindingourway.com/
http://mindingourway.com/desperation/
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 Filled with a desire to OPTIMIZE LITERALLY EVERYTHING, I tapped into a well 

of willpower and tried to power through my tasks.  Using sheer force of will, I 

thought it would be possible to get anything done.   
 

 That… didn’t work as well as I thought. 
 

Part 2/6: New Ideas  

 From there, I read more of Nate’s blog, and I encountered his revolutionary 

idea of “dropping the whip”.  It might be possible, I saw, to be productive and like 

it.  I could perhaps just become the type of person who likes doing work!  Then I’d 

just do work!  And like it! 
 

 At the time, I had started to burn out from my stint with pure willpower.  I 

took up a more consistency-based approach, where I’d mutter to myself, “Make 

Productivity a Habit!”  The reasoning there was that the more I did work, the more 

of a work-doing person I’d become, which meant that, as a work-doing person, I’d 

easily more work, etc.  Positive feedback loops and habits and all that good stuff. 
 

 I also started thinking about distractions in terms of sunk-costs (which still 

seems really insightful).  Recursive meta-awareness was another interesting idea: I 

know that just knowing about biases isn’t enough to help me.  But is knowing that 

enough?  What if I go one more level up? Or one more…?  
 

Also, CFAR’s Propagating Urges was an interesting concept that I’d 

interpreted to mean basically “positive brainwashing”.  Through some initially 

forced positive affect (smiling while doing work, good music, etc.) I managed to get 

myself much more engaged in math and programming. 
 

Part 3/6: Creating Skills 

 As my thoughts on fighting procrastination and staying focused began to 

coalesce into something clearer, I started looking at things in terms of techniques 

rather than concepts.   
 

 Giving these mental notions quaint names, I started to view rationality as a 

unified toolkit. 
 

 I think it’s here that the idea of a mental action really started to cement.  It 

was less about using psychological research as an intuition pump to precommit, 

but more about finding instructions that could be adapted to different situations.   
 

http://yudkowsky.tumblr.com/
http://mindingourway.com/should-considered-harmful/
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 I’d found my first mental “algorithms”, where it was about executing a certain 

maneuver in my mind—asking myself a certain question, doing a particular action, 

looking at things a different way, etc.  
 

 Examples of techniques I’d written down (* = I no longer endorse this): 

 * “Celebrate Small Victories”: Use small gestures like a fist pump after 

completing tasks to create your own positive reinforcement.  
 

 * “Generalized Action”: When overwhelmed with the specific situation, 

abstract from it, and then do the thing that seems best for the entire class of 

situations, of which yours is only an instance.  (EX: If you’re nervous because 

you’ve just met Elon Musk, just do what you’d do if you met any 

investor/innovator, instead of worrying about your hair.) 
 

 “Inner Simulator”: Ask yourself “What would X do?” when you don’t know 

what to do, but X is someone in your mind who would know what to do. 

[Misinterpreted from a CFAR technique of the same name]. 
 

 “Optimize Your Mindstate:” If you’re feeling in a “not-work” state, do a thing 

that is low-effort but puts you in a more of a “yes-work” mode, so you don’t 

have to immediately force yourself.  EX: Walking outside, stretching, getting 

water, etc. 
 

 These skills made some things easier, and I updated my viewpoint again.  But 

this was still on the conscious level; I had to remember the tools to use them.  I’d 

yet to think about really integrating them into my workflow. 
 

Part 4/6: More New Ideas 

 My mental models received a significant boost after EuroSPARC and EA 

Global, where I considered things at greater length than before.  Maybe I would 

have bumped into these ideas on my own, but these were great opportunities for 

me to just sit and think about things. 
 

 In particular, learning about CFAR’s Trigger Action Plans got me thinking 

more explicitly.  I found I had an aversion to making detailed plans, and it turned 

out I had a gut feeling that if I wrote a plan down in detail, I would “have to” do it. 
 

 This reinforced my idea of “actually sitting down and getting something 

done”.  Earlier, I had spent some focused cycles trying to chart my overall map of 

rationality-related concepts, hoping to find some overlying themes. 
 

https://mindlevelup.wordpress.com/2016/10/21/iat-and-cev/
https://mindlevelup.wordpress.com/2016/06/07/living-in-the-moment/
https://mindlevelup.wordpress.com/2016/07/01/opportunities-vs-potentials/
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 The best I could get was to cast most of my techniques as “reframes” that 

served to either trigger different modes of thinking, or change how I viewed the 

situation.  And because the whole point of the techniques was to do things, the 

whole thing could be interpreted as a roundabout way of saying “stuff that happens 

in your head influences reality”. 
 

 Kind of like a bastardized version of “mind over matter”.   
  

 Other ideas that have proven useful: 

 Cross-reference ideas by relating other things to them so they don’t become 

mere free-floating nodes.  The deeper that something is embedded with your 

other mental networks, the easier it will be to access later on. 
 

 Examples are fantastic.  Always look for opportunities to ask for examples, or 

provide examples.  It’s way to easy to get bogged down with abstract 

language or the super high-level picture. 
 

 Reference class forecasting is one of the most powerful prediction tools we 

have.  Adapting it to personal endeavors yields realistic estimates.  Rescale 

your internal expectations, and don’t expect progress immediately. 
 

 Procrastination and other poor habits are addiction cycles, reinforced by 

temporary alleviation.  Breaking out of them is difficult, because hyperbolic 

discounting and preference reversal are a thing. 
 

All the information felt like an overload in a lot of ways; there was simply too 

much to internalize.  I’ve tried to focus only on the ones that are the 

most  immediately helpful, but there are other avenues I haven’t explored, like 

many of Leverage Research’s ideas on building models. 
 

Part 5/6: Present Thoughts 

It became clear that having techniques isn’t enough.  Over and over, I saw 

that remembering to use the techniques proved to be the biggest hurdle.  At first, I 

thought creating more explicit algorithms was the solution. 
 

Looking deeper in the mechanisms behind these techniques, I tried to create 

detailed step-by-step algorithms for two techniques.  But that didn’t solve the 

problem; they still kept slipping out of my mind. 
 

The obvious answer was to integrate them as habits.  I didn’t see it that 

easily, though.  Habits felt like they were part of the self-consistency school of 

https://mindlevelup.wordpress.com/category/heuristics/
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thought, where rationality was simply “a thing you do”.  I felt like the paradigm of 

using these algorithms was at odds with habituation.  Wasn’t relying on techniques 

to do things the exact opposite of “just” doing them? 

 

The answer I’ve come to now is that these two categories are best used to 

tackle two different types of irrationality, which resolves the apparent contradiction 

nicely: 

 Akrasia is often a disconnect between multiple desires.  It leads to 

unfortunate situations like the “action-intention” gap, where what you do 

doesn’t match up with what you (explicitly) want.  Self-consistency and 

resolving internal disagreements are great for pushing this kind of problem 

aside. 
 

 Real life has many situations where it’s necessary to make good choices— 

remembering to bring your coat, deciding whether or not to purchase Ikea 

furniture, etc.  Many of these come in the form of split-second 

opportunities.  Focusing on habituation and the 5-second-level techniques 

can make it a lot easier to optimize in these scenarios. 
 

 There are a few other things, like where I think are promising fields to 

integrate into rationality, but I’ll save those for the specific write-up. 
 

Part 6/6: Evaluation / Future Plans 

 What were the main benefits of MLU for me? 

 

1) Writing Strength: 

Altogether, I’ve written some 30,000+ words this year. Although word count 

does not seem to be a good indicator of quality, I do feel like my writing has 

improved over this time.  Writing quality isn’t well measured, but I can confidently 

say many of my earliest essays are much worse than my later ones. 
 

Anecdote: When I first started writing these, I cross-posted an essay to 

LessWrong in January, where it attracted a lot of criticism.  Looking back, all the 

points were quite valid; my ideas were all over the place.   
 

Also, it was terrible. 
 

Later on, in November, another essay, though, was received far more 

positively.  The Rationality 101 post was also well-received across the LW page and 

the FB group.  Progress! 
 

https://mindlevelup.wordpress.com/2016/07/15/akrasia/
http://lesswrong.com/lw/o3j/mental_habits_are_procedural/
https://mindlevelup.wordpress.com/rationality-101/
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2) Compressed Ideas: 

Having gone through the actual process of writing these essays, I can shuffle 

around complex ideas in my head with labels like “Optimize Your Mindstate” 

without having to unpack the abstraction.  Also, writing these ideas down makes it 

easier to cache.  It feels like an extension of my thoughts that’s neatly tagged with 

the MLU label in my head. 
 

Counterfactuals are always hard to evaluate, but I think that had I not stuck 

with a regular update schedule for MLU, I would be far less self-aware about the 

mental things that surround trying to implement rationality. 
 

Those seem like the two biggest ones.  There were probably a lot of smaller 

things, like the beneficial outreach provided by essays like Rationality 101, but I 

honestly didn’t focus on outreach this year aside from cross-posting to Facebook.  
 

Wrap-Up: 

What started out as an ambitious project to write helpful intro rationality 

articles turned into something far more exploratory and introspective, as well as 

less focused on direct self-help articles.  Moving forward, though, I’d like to write 

more things like Rationality 101, which introduce rationality concepts in a clear way 

to new people.   
 

For 2017, I’ll be focusing a lot more on: 

 Writing / Doing habit formation things (lots more about this coming soon). 
 

 Giving examples in my writing. 
 

 Increasing readability (subheadings and pictures). 
 

 I’ll be maintaining the same weekly Friday release schedule for posts in 

2017.  See you then! 
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Bonus: Rationality 101 *: 

[An intro article designed to ease people into this whole what the heck is 

rationality business.] 

 

Around the 1970s, psychologists discovered something incredible: 

 

Humans suck at making decisions. 

 

Well, not exactly surprising.  We all know humans aren’t perfect.  But in past 

few decades, scientists have found literally hundreds of errors in our thinking, from 

making incorrect judgments to looking at the wrong information.  Here are just a 

few examples: 

 

1. We’re terrible at planning:   

 

Students were asked to estimate when they were 99% certain they’d finish an 

academic project.  When the time came, only 45% of them finished at their 99% 

estimate.  Similarly, students in another study were asked to predict times for 

finishing their senior thesis if ‘‘everything went as poorly as it possibly could.’’  Only 

30% of students finished by that time [Buehler, Griffin, & Peetz, 2010]. 
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It’s far from just the students.  Our overconfidence in planning has been 

replicated across all fields, from financial decisions, to software projects, to major 

government ventures. 

 

2. We’re screwed over by herd mentality: 

 

Participants were placed either alone or in a group intercom discussion (but 

they were in separate rooms, so they couldn’t see one another).  One of the 

“participants” then had a seizure (they were really working with the experimenter, 

and the seizure was faked). 

 

When alone, people went to help 85% of the time.  But when the participants 

knew there were four other people in different rooms who had also heard the 

seizure, only 31% of those groups had people who reported the incident [Darley & 

Latane 1968]. 

 

 
Alas, there are also many real-life examples of our inability to handle 

responsibility in a group, often with disastrous results.  Being in a group can make it 

harder to make good decisions.  

 

3. We’re really inconsistent: 

 

 People were asked how much they’d pay to save one child.  Then, they were 

asked how much they’d pay to save one child out of two, so it’d be uncertain which 
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one.  On the second question, people were willing to pay less, even though they’d 

be saving one person in both scenarios [Slovic & Västfjäll, 2014]. 

 

 In another study, people were willing to pay $80 to save 2,000 drowning 

birds, but a similar group of people came up with basically the same number, $78, 

when given the same question for 20,000 birds [Desvouges, 1992, et al]. 

 

  
 

Welcome to the field of heuristics and biases, where the more we learn, the 

stupider we seem to be. 

 

For all that we’ve advanced in medicine, technology, and morality, we’re still 

stuck with pretty much the same squishy mammal brain as that of our distant 

ancestors.  Mental adaptations that once might have proved helpful on the 

savannah have become poorly suited for our modern world. 

 

It does get better, though. 

 

Soon after, psychologists began looking into debiasing, or researching ways 

to reduce the errors in our thinking.  The results were mixed.  Unsurprisingly, it 

turns out that no one single solution exists to solve all the bugs in our thinking 

(save for just removing the brain and calling it a day).  But many assorted results in 

different areas have uncovered some strategies that have been shown to improve 

our decision-making skills.   
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Armed with concrete strategies for shaping our thinking, along with the 

knowledge of the different pitfalls, it appears possible to do better than our clunky 

primate brain defaults.  We can try to be less wrong in our thinking.  We can 

hopefully suck less. 

 

And that’s rather exciting.  

 

From this focus on debiasing, a group, the rationality community, has sprung 

up.  They’re people from all over the globe, trying to improve their 

thinking.  Rationalists have a focus on discovering truth, improving themselves, and 

finding good ways to help others. 

 

 For the past few years, discussion websites such as LessWrong (heh) have 

been the place of online discussions about how the research on biases and 

debiasing can improve our lives.  Eliezer Yudkowsky and others, for example, have 

written a huge amount of content that summarizes this research. Some of this 

effort can be found on a free book called Rationality: From AI to Zombies. 

 

 Rationality: From AI to Zombies goes far beyond just heuristics and 

biases.  Part researcher, part philosopher, Yudkowsky explores epistemology, 

cognitive science, and probability.  There are essays on topics from resolving 

disagreements to artificial intelligence.  Thematically, it feels a lot like Douglas 

Hofstadter’s legendary Gödel, Escher, Bach, although its short essay compilation 

format makes it a very different type of read. 

 

 Reading just a few essays in the collection can help point at the gist of what 

rationality is all about.  (I’d recommend this one or this one).  Yudkowsky’s writings 

can be complex at times, though, and his texts may not be the easiest to parse.   

 

For a much more direct introduction to heuristics and biases, Nobel Prize 

winner Daniel Kahneman’s bestselling book Thinking Fast and Slow provides an 

engaging account of the field, and he writes in a familiar, easy-to-read way.   

 

Kahneman is considered the cofounder of the entire field of heuristics and 

biases; he and Amos Tversky were the psychologists in the 1970s who kicked off the 

whole field.  Thinking Fast and Slow is probably the best introduction to the 

decades of years of research on this topic. 

 

http://lesswrong.com/lw/3kv/working_hurts_less_than_procrastinating_we_fear/
http://lesswrong.com/lw/5kz/the_5second_level/
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It even has the original survey questions included in the studies, so you can 

see your own responses.  Thinking Fast and Slow is easily one of the top three 

books I’ve ever read.  Learning about our mental errors completely changed the 

way I view my own mind.  I’d give it my highest recommendation. 

 
 But what about those debiasing strategies I mentioned earlier?  One of the 

best places to learn more is to check out the nonprofit Center for Applied 

Rationality (CFAR).  CFAR combines concepts from economics and cognitive 

psychology to create research-backed techniques to combat biases.  It’s like self-

improvement, but with solid backing. 

 

They then host workshops where they teach these skills to improve thinking 

and problem-solving.  Their website has a wealth of materials on debiasing, with 

book recommendations, checklists, videos, and more.  With a mission to “actually 

trying to figure things out”, they consistently focus on generating strong “object-

level” actions. 

 

http://www.rationality.org/
http://www.rationality.org/
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If any of this sounds interesting, I’d highly recommend poking around on the 

above resources.  Of course, I’ll be the first to admit that debiasing doesn’t solve 

everything.  

 

Still, it’s great to know we can strive to do better.   

 

Once you start reading up on these errors, it becomes easy to catch yourself 

making them.  Recognizing the cues, revamping your planning, changing your 

thoughts, debiasing can help us do more of what we want, instead of our buggy 

“defaults”. 

 

As for this blog here—mindlevelup?  I write weekly essays on productivity 

and motivation, sprinkled with some rambling discussions on thinking about our 

thinking.  If you are at all interested in “leveling up” your mind, I’d encourage you to 

follow me along as I try to sort out all the quirks of my own brain and hopefully 

impart some helpful tips.  (The Selected Posts page is a great place to start.) 
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